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ABSTRACT

Artificial intelligence (Al) systems are increasingly integrated into decision-making pro-
cesses across a wide range of domains, including safety-critical settings such as healthcare,
transportation, and defense. While these systems show significant potential for enhancing
performance and safety, their effectiveness depends critically on how humans interact with
them. This dissertation investigates the challenges and complexities of Al-assisted decision-
making to enhance overall system safety by addressing the following questions: (1) How does
AT transparency influence human trust? (2) How do different Al error patterns affect human
trust and performance? (3) How do the consequences of errors influence human trust and
reliance? and (4) How do varying stages of automation affect human-Al interaction?

First, this work presents one of the earliest empirical studies of pharmacists’ trust in
automated pill verification technology, introduced to mitigate the risk of incorrect medication
dispensing. Grounded in human factors and cognitive systems engineering principles, and
informed by user feedback, the study demonstrates that transparent presentation of Al
uncertainty enhances pharmacists’ trust, highlighting the importance of user-centered design
in clinical Al systems.

Second, this dissertation moves beyond traditional binary performance categorization
using Signal Detection Theory (SDT), which classifies outcomes as correct or incorrect, by
introducing a multi-class decision framework that captures the complexity of modern Al
systems (i.e., an image classification Al system identifying one medication among thousands
of alternatives). This framework reveals distinct Al error patterns with varying effects on
trust and performance, including cases of false reassurance that degrade performance and
paradoxical errors that inadvertently improve safety by prompting verification.

Third, the work examines how varying error consequences influence trust and reliance,
showing that users adapt their behavior in high-consequence scenarios by reducing reliance
on Al and increasing vigilance, regardless of system accuracy. These findings highlight the
importance of incorporating consequence awareness into Al system design.

Finally, this dissertation investigates the role of stages of automation (SoA), defined
as the allocation of automation support across information-processing stages (e.g., infor-

mation acquisition, analysis, decision selection, and action implementation) (Parasuraman

Xiv



et al., 2000). The results demonstrate that higher stages of automation can yield superior
interaction-level performance when evaluated through the proposed multi-class framework,
particularly when unintended safeguards are present, cases in which classification errors at
Stage-2 result in correct Stage-3 recommendations that are not captured by the binary SDT
framework.

Together, this dissertation advances the theoretical understanding of trust in automa-
tion/autonomy /Al systems by expanding existing human-Al interaction models as a dy-
namic, multi-class process influenced by error type, consequence severity, and automation
stages. Practically, these findings provide design-relevant insights for developing transparent,

human-centered Al systems to support safety-critical decision-making.
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CHAPTER 1

Introduction

1.1 Motivation

Automation/autonomy /Al systems have the potential to enhance safety and operational ef-
ficiency across a wide spectrum of human activities. While routine tasks are increasingly
supported by Al assistants, advances in large language models (LLMs) have enabled Al sys-
tems to generate, summarize, and reason over complex datasets, offloading human cognitive
effort. Beyond everyday applications, Al systems are increasingly deployed into safety-critical
domains, such as healthcare (Cheikh et al., 2022; Asan et al., 2020; Gombolay et al., 2018;
Wang et al., 2015), transportation (e.g., aviation, space, and autonomous driving (Azevedo-
Sa et al., 2020; Lee and Kolodge, 2020; Ayoub et al., 2023; Larson and Stirling, 2025)),
workforce management (Robert et al., 2020), and defense (Bhat et al., 2024a). In health-
care, for instance, Al systems that interpret complex data to generate actionable suggestions
are recognized by practitioners as valuable tools for enhancing clinical decision-making (Asan
et al., 2020; Lester et al., 2021; Tsai et al., 2025).

The integration of these systems represents a fundamental shift toward Al-assisted
decision-making paradigms aimed at mitigating limitations in human judgment and ad-
dressing uncertainty inherent in real-world environments to support safer task performance.
However, despite Al’s potential to strengthen these fields, the effectiveness of human in-
teractions with automation/autonomy/Al systems, and their safe integration into practice,
depends on the establishment of trust in these systems (Du et al., 2020; Hoff and Bashir,
2015; Yang et al., 2023a; Schaefer et al., 2016). In this dissertation, trust is defined according
to Lee and See (2004) as “the attitude that an agent will help achieve an individual’s goals
in situations characterized by uncertainty and vulnerability,” highlighting human reliance
and situational uncertainty.

Existing trust in automation/autonomy/Al systems research typically involves a human

subject performing tasks, with certain tasks being automated. For example, an automated



combat identification (CID) aid can scan the environment, identify a friend or a foe, and
make recommendations to soldiers (Wang et al., 2009; Du et al., 2020; Neyedli et al., 2011).
To model the performance of the automation, most studies used the signal detection the-
ory (SDT) (Tanner and Swets, 1954; Hautus et al., 2021). SDT evaluates how Al systems
distinguish signals from noise, categorizing the state of the world as either “signal present”
or “signal absent.” Based on SDT categorization, Al performance results in four outcomes:
hit (error flagged correctly), miss (error not flagged), false alarm (FA: no error, but flagged
incorrectly), and correct rejection (CR: no error, no flag) (Tanner and Swets, 1954; Hau-
tus et al., 2021). Building on this framework, prior research has examined how error types
(misses and FAs) distinctly induce distinct behavioral responses, such as reliance and com-
pliance, referred to as operator dependence (Chancey et al., 2017; Meyer, 2001). Correct
identifications (hit and CR) increase trust, while incorrect ones (FA and miss) decrease trust
(Lee and Moray, 1992; Swets, 1992). Research also indicates that FAs typically reduce trust
less than misses, prompting designers to design more liberal systems (i.e., more willing to flag
an error) with a higher rate of false alarms to ensure potential issues are flagged (Davenport
and Bustamante, 2010; Stanton et al., 2009).

The binary categorization using SDT has proven effective for diagnostic decision-making
(Bhat et al., 2022; Yang et al., 2017; Chancey et al., 2017). However, this framework over-
simplifies the complex dynamics and variances observed in real-world Al-assisted decision-
making contexts, which are often “multi-class” in nature, involving multiple possible classifi-
cation outcomes associated with an Al prediction, and consequently resulting in non-binary

error structures.

Consider the following hypothetical scenario:

Sarah, a highly skilled pharmacist, is responsible for filling the medication bottles
for each prescription order. Recently, the pharmacy Sarah works for has intro-
duced an AI computer vision system that can scan the filled bottle and identify
the specific medication that has been filled. The Al system is introduced as an-
other layer of verification before medication dispensing. Today, Sarah receives a

prescription order for one patient, Noah, who needs to take medication X.
Upon receiving the order, one of the following five cases could happen:

Case A: Sarah correctly fills the bottle with medication X. The Al system scans
the bottle and correctly identifies that the filled medication is X and signals a
green light.



Case B: Sarah correctly fills the bottle with medication X. The Al system scans
the bottle but incorrectly identifies that the filled medication is Y (or any med-
ication that is not X). As medication Y is not the ordered medication, the Al

system signals a red flag and indicates the need to double-check.

Case C: Sarah has a lapse when filling the bottle and incorrectly fills it with
medication Z. Fortunately, the Al system correctly identifies the filled medication
as Z. As medication Z is not the ordered medication, the Al system signals a

red flag.
Case D: Sarah has a lapse when filling the bottle and incorrectly fills it with

medication Z. The Al system scans the filled medication and identifies it as
medication Y (or any medication that is not X and not Z). As medication Y

is not the ordered medication, the Al system signals a red flag.

Case E: Sarah has a lapse when filling the bottle and incorrectly fills it with
medication Z. The Al system scans the filled medication and incorrectly identifies

it as medication X and signals a green light.

This hypothetical scenario, which reflects recent developments in medical dispensing
(Lester et al., 2021; Zheng et al., 2023; Chen et al., 2024), presents unique characteristics
that are largely overlooked in existing research on trust in and dependence on automa-
tion/autonomy and Al systems. Let’s examine the five cases presented in the hypothetical
scenario, focusing particularly on Case D and Case E shown in Figure 1.1b, which are es-
pecially thought-provoking. In Case D, although the Al erroneously identifies medication Y
as Z, this error can be considered beneficial from a utilitarian perspective. The incorrect
identification differs from the prescribed medication X, which rightly triggers a safety alert.
Conversely, Case E also involves an error by the Al, but this mistake could potentially lead
to catastrophic results, as it mistakenly confirms the incorrectly filled medication as correct,
misleading the human operator and providing false reassurance.

As illustrated in Figure 1.1a, when the traditional SDT framework is applied under the
assumption of binary diagnostic decision-making, Cases D and E are combined into a sin-
gle category of “incorrect” classification. Examining trust in and dependence on automa-
tion/autonomy /Al systems beyond the binary classification is therefore important, as the
SDT framework does not capture the inherent multi-class classification scenarios that are
increasingly prevalent in advanced Al systems.

The following literature review provides important background information for the topics
addressed in this dissertation. Section 1.2.1 introduces Signal Detection Theory (SDT) and

its application in assessing the effectiveness of human-automation interaction, with particular



emphasis on trust, compliance, and reliance. Section 1.2.2 reviews human factors principles
related to automation implementation, including frameworks of levels, stages, and degrees of
automation. Section 1.2.3 examines prior work on trust dynamics, highlighting the need to
investigate trust as a dynamic, moment-to-moment construct. Finally, Section 1.2.4 reviews

approaches to presenting uncertainty aimed at enhancing system transparency.

Pill Prescribed: X

.. . Right T Wron
Human Initial Choice £ <

(fill the bottle)

X Y
Machine Prediction to Correct T Incorrect Correct T Incorrect
Human-Filled Image l l l l
X Y Y X

(a) Patterns from binary choices. Wrong-Incorrect always matches the reference (pre-
scribed pill).

Pill Prescribed: X
. . Righ Wi
Human Initial Choice f T one
(fill the bottle) | l
X Y
Machine Prediction to Correct T Incorrect Correct T Incorrect
Human-Filled Image l l l l l
X Y or Y X

(b) Patterns from non-binary choices.

Figure 1.1: Difference in the performance patterns when choices are binary or non-binary. In
the binary choice (a), the Wrong-Incorrect pattern always matches the reference. However,
in the non-binary choice (b), the Wrong-Incorrect pattern could be categorized into two,
based on whether incorrect predictions match the reference (prescribed pill).



1.2 Background

1.2.1 SDT, Trust, Automation Compliance and Reliance

SDT models the relationship between signals and noise, as well as the automation’s ability
to detect signals among noise (Tanner and Swets, 1954; Sorkin and Woods, 1985). The state
of the world is characterized by either “signal present” or “signal absent,” which may or may
not be identified correctly by automation. The combination of the state of the world and
the automation’s detection results in four possible states: hit, miss, false alarm (FA), and

correct rejection (CR) (see Figure 1.2).

State of the World
Signal Present Signal Absent

. False alarm

Automation
Response

Miss Correct rejection
No Alert (CR)

Figure 1.2: Signal Detection Theory (SDT)

SDT is widely employed to examine trust in and dependence on automation/autonomy
and Al systems. Typically, SDT is used to model the reliability of automation with which the
human operators interact in both single-task (Wang et al., 2009; Neyedli et al., 2011; Lacson
et al., 2005; Madhavan et al., 2006; Wiegmann et al., 2001; Bhat et al., 2022, 2024b) and
multi-task paradigms (Yang et al., 2017; Chung and Yang, 2024; Du et al., 2020; Wiczorek
and Manzey, 2014; McBride et al., 2011). The general findings indicate that as automation
reliability increases, trust and dependence on automation increase accordingly.

When error types (FAs and misses) are examined more closely, findings suggest they lead
to distinct behavioral patterns (Meyer, 2001, 2004; Chancey et al., 2017). Dependence on
automation can be categorized into compliance and reliance. Compliance is characterized
by operators responding as though the error exists when the system indicates an error.
FAs often result in commission errors when the operator follows the automation’s false

indication. Reliance, by contrast, occurs when operators believe the automated system’s



indication of safety. When operators fail to respond to events due to automation misses,
omission errors arise (Meyer, 2001, 2004; Skitka et al., 1999). Research suggests that FAs
primarily influence compliance, though some studies indicate they may also affect reliance,
whereas misses predominantly impact reliance (Dixon and Wickens, 2006; Dixon et al., 2007;
Chancey et al., 2017; Meyer, 2001; Chancey et al., 2015).

For example, Chancey et al. (2017) investigated automation reliability and error types
(FA-prone vs. miss-prone) in a simulated flight task. Participants performed a primary
task of maintaining level flight and a secondary resource management task supported by
automated aids with high (90%) and low (60%) reliability. Trust was measured at an ag-
gregate level halfway through each session. The results showed that reliability significantly
affected compliance in the FA-prone condition, with participants more likely to comply with
the highly reliable systems. In contrast, in the miss-prone condition, reliability primarily
affected reliance, with greater reliance observed on highly reliable systems. Additionally,
FAs had a stronger impact on trust than misses; trust mediated the relationship between
FAs and compliance but not between misses and reliance (Chancey et al., 2017).

Other research indicates that misses may cause operators to trust automation less. For
instance, in a study simulating an unmanned aerial vehicle mission with an automation-
assisted secondary weapon-deployment task, Davenport and Bustamante (2010) investigated
participants’ trust, reliance, and compliance following FA-prone and miss-prone aid. Trust
was assessed through post-session questionnaires, revealing a greater trust decrement for
systems with more misses compared to FAs. Compliance was greater for the miss-prone
aid, while reliance was greater for the FA-prone aid (Davenport and Bustamante, 2010).
Conversely, other studies indicate that operators may exhibit lower trust in systems with a
high frequency of FAs, which may be attributed to the heightened prominence of FAs that
reduces the credibility as operators need to actively verify the presence of errors, making the
error more salient (Johnson et al., 2004; Breznitz, 2013).

Some studies implicitly assessed compliance and reliance using performance and reaction
time metrics. Dixon et al. (2007) examined error types in tracking and system monitoring
tasks. Participants were grouped by automation aid type: no help, perfectly reliable aid,
FA-prone aid (60% reliability), and miss-prone aid (60% reliability). Reliance was evalu-
ated through performance deficits, while compliance was measured by comparing response
times to those observed in the perfectly reliable aid condition. Results indicated that the
FA-prone system reduced both compliance and reliance, while the miss-prone system only
reduced reliance. In the FA-prone condition, failure detection rates and response times in the
monitoring task were worse than in the perfectly reliable automation condition, reflecting

reduced compliance. Both error types affected reliance as evidenced by poorer tracking task



performance after silent automation trials. Notably, the FA-prone condition resulted in lower
performance and longer detection times compared to the miss-prone condition (Dixon et al.,
2007). In Sanchez et al. (2014)’s multi-task simulation experiment, participants performed
a collision avoidance driving task supported by 94.5% reliable automation and a secondary
tracking task. Reliance was assessed based on whether participants chose to double-check af-
ter receiving support from the automated aid. Results revealed a trend of increasing reliance
in the FA condition as participants became more familiarized with automation, whereas
reliance decreased in the miss condition (Sanchez et al., 2014).

In high-stakes scenarios where the consequences of missing critical events could be catas-
trophic, automation thresholds are often calibrated to favor FAs to minimize the chance of
overlooking abnormalities (Sorkin and Woods, 1985; Sanchez et al., 2014). However, exces-
sive FAs may affect trust more than misses, leading to disuse (neglect or under-dependence),
deviating from the original purpose (Chancey et al., 2017; Parasuraman and Riley, 1997;
Dixon and Wickens, 2006). These studies treated the error type (FA-prone and miss-prone)
as a between-subject variable. Future research could benefit from evaluating within-subject
differences to provide a more comprehensive understanding of human behavioral patterns in

response to automation errors.

1.2.2 Levels, Stages, and Degrees of Automation

Researchers have developed frameworks to describe automation implementation, notably
levels, stages, and degrees of automation (Parasuraman et al., 2000; Wickens et al., 2021,
2004; Sheridan et al., 1978).

In a seminal study, Sheridan et al. (1978) explored how control should be shared between
humans and automation in underwater teleoperation systems, such as deep-sea exploration
and maintenance, in which manual operation raises a significant risk to human life. The
authors introduced the levels of automation (LoA) framework, which categorizes the degree
of control shared between humans and automation to reflect increasing levels of automation
authority and involvement. The 10-level spectrum ranged from level 1, representing full
manual control without any automation assistance, to level 10, representing full automation
control without human input.

Expanding on LoA, Parasuraman et al. (2000) proposed stages of automation (SoA),
which categorize automation by functional role in the human information processing. These
stages are: (1) information acquisition/filtering that assists selective attention, (2) informa-
tion analysis that supports human working memory by interpreting and processing the data,

(3) decision and action selection assisting decision making, and (4) action implementation



supporting human execution response. The performance gap between stage 2 and stage 3
automation has also been conceptualized as the distinction between status (informs the op-
erator of system status) and command (provides action recommendations to the operators)
automation (Wickens et al., 2021).

To integrate LoA and SoA, the degrees of automation (DoA) framework combined both di-
mensions into a two-dimensional space, plotting LoA vertically and SoA horizontally (Wick-
ens et al., 2010). In this representation, each stage of automation can operate at different
levels of automation, meaning that a given stage may involve lower or higher levels of auto-
mated support depending on how much authority is allocated to the system (Parasuraman
et al., 2000; Hart and Valasek, 2009). DoA was therefore defined as an ordinal scale (diagonal-
dashed line, Figure 1.3) representing the overall amount of automated support across stages
and levels, which provides a more detailed measure of how automation supports human
operators (Wickens et al., 2010). In this framework, increasing DoA has been suggested
to impair situational awareness (SA), contributing to the operators being “out-of-the-loop,”
which could result in unexpected and undetected failures, phenomena described as the lum-
berjack analogy and black swan events (Wickens et al., 2010, 2004; Sebok and Wickens,
2017).

Levels (eR° -7
Y-
Higher |, -7
1 2 3 4
Information Information L Decision Action
Filtering Analysjs -~ Selection Implementation
Lower /,/‘ — Stages

Figure 1.3: The degrees of automation (DoA) framework combines the dimensions of levels
of automation (LoA) and stages of automation (SoA), represented as the diagonal-dashed
line. (Wickens et al., 2010)

Empirical studies have applied these frameworks to examine performance outcomes across
varying stages and degrees (Li et al., 2014; Picco et al., 2025; Gegoff et al., 2025; Wickens
et al., 2007; Crocoll and Coury, 1990; Sarter and Schroeder, 2001; Rovira et al., 2002, 2007;
Sethumadhavan, 2009; Tatasciore et al., 2020; Wang et al., 2025). We highlight represen-
tative examples of studies comparing information analysis (IA) and decision selection (DS)

automation, the two stages selected for investigation in Chapter 5, as this transition repre-



sents the critical boundary where the operator’s cognitive role shifts from active information
processing to supervisory monitoring (Onnasch and Hosterey, 2019; Onnasch et al., 2014).
The studies reviewed below are organized to illustrate common experimental paradigms
based on two factors: trial reliability (whether performance was reported separately for cor-
rect and incorrect trials, or presented as an overall comparison) and task structure (single- or
multi-task, defined as an automated task embedded within additional manual or monitoring
tasks).

In single-task experiments under reliable conditions, DS automation often led to better
performance and faster reaction time (Picco et al., 2025; Gegoff et al., 2025; Wickens et al.,
2007). In these studies, DS automation transformed or prioritized IA automation infor-
mation into actionable guidance. For example, in a driving simulator study, Picco et al.
(2025) examined feedback systems that varied in SoA. Under TA conditions, feedback pro-
vided situational assessments (i.e., numerical values of the speed and distance to the lead
vehicle), whereas under DS conditions, the same information was synthesized into explicit
maneuver advice (i.e., “slow down”). Participants in the DS condition exhibited better
speed-control performance with fewer speeding violations. Similarly, Wickens et al. (2007)
reported overall benefits of DS automation in a flight recovery simulation. The IA display
indicated aircraft attitude information, whereas the DS display presented an icon indicating
the appropriate recovery direction. Pilots using DS displays initiated corrective actions more
quickly and committed fewer flight control errors than those using IA displays. Gegoff et al.
(2025) conducted an uninhabited vehicle (UV) management experiment in which partici-
pants selected the optimal UV for mission execution. The DS-equivalent condition provided
recommendations without additional information, whereas the TA-equivalent condition pro-
vided additional informational cues without explicit recommendations. The DS condition
led to faster decision times than the IA condition, although accuracy did not differ between
stages.

In single-task experiments that distinguished between correct and incorrect trials, DS
automation generally led to worse performance during incorrect trials (Crocoll and Coury,
1990; Sarter and Schroeder, 2001; Rovira et al., 2007). For instance, in an aircraft identifica-
tion task, Crocoll and Coury (1990) compared IA automation that identified aircraft status
(friend, hostile, or unidentified) with DS automation that recommended whether to “fire.”
Identification performance was comparable across SoA in correct trials, but DS automation
produced significantly worse outcomes in incorrect trials. Similarly, in a flight simulation
experiment by Sarter and Schroeder (2001), pilots used no aid, TA aid (top-down view in-
dicating ice location), or DS aid (maneuver recommendations) during icing encounters. In

correct trials, both aids improved icing escaping performance compared to no aid. How-



ever, in incorrect trials, DS aid resulted in greater performance decline than TA (Sarter and
Schroeder, 2001). Rovira et al. (2007) observed similar effects in a sensor-to-shooter targeting
simulation. IA automation presented a complete list of possible engagement combinations,
and DS automation prioritized the options, presenting the best choice first. Compared to TA
automation, DS automation improved performance and response time in correct trials, but
led to significantly worse performance in incorrect trials (Rovira et al., 2007).

In multi-task experiments, findings were mixed (Rovira et al., 2002; Sethumadhavan,
2009; Tatasciore et al., 2020; Wang et al., 2025). Rovira et al. (2002) conducted a Multi-
Attribute Task Battery (MATB) simulation experiment involving a manual tracking task,
a fuel management task, and an automation-assisted malfunction monitoring task. TA au-
tomation identified faulty gauges, whereas DS automation recommended corrective actions.
Malfunction detection performance was similar across stages for correct trials; however, DS
automation worsened performance than TA automation during incorrect trials. worse perfor-
mance. Across all trials, DS automation resulted in quicker detection times (Rovira et al.,
2002). Contrasting results were found in Wang et al. (2025)’s MATB experiment, using sim-
ilar automation system designs as Rovira et al. (2002). DS automation improved response
speed under correct condition but no performance difference emerged between DS and TA
automation under failure conditions. Sethumadhavan (2009) examined an air traffic conflict
detection task in which participants used automation to avoid collisions, while monitoring a
weather display. The IA system highlighted aircraft pairs projected to be in conflict, whereas
DS automation recommended conflict-resolving actions. Participants using IA automation
detected automation failures more quickly, mediated by higher situational awareness (SA). In
contrast, Tatasciore et al. (2020) found no difference in SA between SoA under incorrect tri-
als. In their simulated submarine track management experiment, participants performed two
tasks assisted by automation (contact classification & closest point of approach estimation)
and a manual dive task. TA automation predicted track history to support classification,
whereas DS automation added salient alerts (i.e., flashing history). Under reliable trials,
DS aid enhanced performances. However, under unreliable trials, performance differences

between IA and DS automation disappeared (Tatasciore et al., 2020).

1.2.3 Properties of Trust Dynamics

Over the past 30 years, many researchers have investigated people’s trust in auto-
mated /autonomous and Al systems. Historically, most studies have approached trust from
a snapshot view, typically using end-of-experiment questionnaires to evaluate trust levels.

Research within this view has identified many factors that can influence people’s trust in
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these systems (Hoff and Bashir, 2015; Kaplan et al., 2023). More recently, acknowledging
that a person’s trust can change dynamically while interacting with automated/autonomous
technologies, there is a shift of research focus from snapshot trust to trust dynamics — how
humans’ trust in autonomy forms and evolves due to moment-to-moment interaction with
automated /autonomous technologies (de Visser et al., 2020; Yang et al., 2023a; Wischnewski
et al., 2023; Yang et al., 2023b).

One body of research on trust dynamics explores how trust can be violated and restored
after trust violations. Trust violations happen after negative experiences (false alarms and
misses), which substantially decreases trust to a level below the original trust level (Es-
terwood and Robert Jr, 2023; Esterwood and Robert, 2022; Kim et al., 2004; Lewicki and
Brinsfield, 2017; Sebo et al., 2019; Kim and Song, 2021; Baker et al., 2018). Some trust
violation research suggests that misses may lead to lower trust in automation. For exam-
ple, Azevedo-Sa et al. (2020) investigated how failures in semi-autonomous driving systems
influence drivers’ trust. Participants engaged in a non-driving task in a semi-autonomous
vehicle, which occasionally provided FAs or missed obstacles. Trust dynamics were evaluated
after each interaction, revealing that misses had a more harmful effect on trust than FAs
(Azevedo-Sa et al., 2020). In contrast, other studies suggest no differences between error
types. For instance, Guzman-Bonilla and Patton (2024) investigated participants’ responses
to automation errors (FAs or misses) during a block pair matching task. Trust was measured
after each block, and their findings indicated that error type did not affect the participants’
trust (Guzman-Bonilla and Patton, 2024). After trust violations occur, efforts can be made
to restore trust, and these efforts often involve various actions/strategies such as apologies
(Mahmood et al., 2022; Natarajan and Gombolay, 2020; Kohn et al., 2019), denials (Kohn
et al., 2019), explanations (M. Faas et al., 2021; Ashktorab et al., 2019; Natarajan and
Gombolay, 2020), and promises (Albayram et al., 2020).

The second body of research is focused on developing real-time trust prediction models
(Xu and Dudek, 2015; Guo and Yang, 2021; Bhat et al., 2022; Chen et al., 2018). Examples
of trust prediction models include the online probabilistic trust inference model (OPTIMo)
by (Xu and Dudek, 2015), the Beta random variable model by (Guo and Yang, 2021), and
the Bayesian model combining Gaussian processes and recurrent neural networks by (Soh
et al., 2020). For a detailed review, please refer to (Kok and Soh, 2020).

The third body of research, which is examined in this study, uncovers general properties
that govern how a person’s trust in automated/autonomous and Al systems changes over
time. Recently, Yang et al. (2023a) summarized three key properties of trust dynamics:
continuity (Trust at the present moment i is significantly associated with trust at the previous

moment i — 1.), negativity bias (Negative experiences due to autonomy failures have a greater
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influence on trust than positive experiences due to autonomy successes), and stabilization
(A person’s trust will stabilize over repeated interactions with the same autonomy).

The first two properties have been reported consistently in prior research (Lee and Moray,
1992; Yang et al., 2017; Manzey et al., 2012; Yang et al., 2023b). The last property, stabi-
lization, was first empirically found in Yang et al. (2023a). Building on these properties, a
predictive computational model was developed, which claims that trust at any point follows
a Beta distribution (Guo and Yang, 2021). This model updates trust dynamically based
on observed automation performance and surpasses previous models in prediction accuracy
while trust generalizability and explanatory power, highlighting the importance of the three
properties of trust dynamics.

The studies in this dissertation also examine how trust evolves during moment-to-moment
interactions with Al systems, capturing how trust continuously adjusts as humans observe
AT performance. Through this approach, the thesis provides further empirical support for
the properties of continuity, negativity bias, and stabilization in the context of human-Al

collaboration.

1.2.4 Uncertainty Presentation

People frequently encounter decisions under uncertainty, such as whether to bring an um-
brella when a weather forecast indicates a 30% chance of rain or whether to refuel imme-
diately when a vehicle’s remaining range displays only 10 miles. Prior research has shown
that presenting uncertainty estimates to users can improve weather-related decision-making
and driving performance (Joslyn and LeClerc, 2013; Jung et al., 2015).

Human operators interacting with automated decision aids face similar challenges, and
several human factors approaches have been developed to address them. One approach in-
volves presenting likelihood alarms based on probability (e.g., presenting no alert, “Warning”
alert, or “Danger” alert) rather than binary alarms (no alert or alert). This design has been
shown to reduce workload and enhance situational awareness by reducing uncertainty and
mental strain associated with traditional alarm systems (Fallon et al., 2005). Such likelihood
alarms mitigate the negative effects of unreliable automation by helping operators more ef-
fectively disregard false alarms. Similarly, Hoff and Bashir (2015) found that transparent
automation, systems that provide accurate feedback about reliability or operational charac-
teristics, can better facilitate a more appropriate understanding of the aid’s performance. For
example, Seong and Bisantz (2008) demonstrated that presenting performance-related infor-
mation explaining why automation failures occurs led to higher trust ratings in low-reliability

automation (users ignored aid when appropriate) and lower trust ratings in high-reliability
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automation (users recognized the imperfect system).

As more automation systems utilize artificial intelligence (AI) models, the complexity
of AI performance has increased substantially. This complexity introduces a dilemma that
even though presenting all possible uncertainty-related information can improve users’ un-
derstanding of the system performance and support more accurate decision-making, exces-
sive information may increase cognitive load and lead to confusion (Miller, 2019; Fernandes
et al., 2018). Accordingly, uncertainty representations have been suggested to be designed to
support rapid and accurate decision-making while minimizing ambiguity (Kay et al., 2016).
Moreover, future studies have been encouraged to incentivize user decisions by incorporating
rewards or consequences that more closely resemble real-world scenarios beyond controlled
experimental settings, which has been lacking in prior research on uncertainty visualization
(Fernandes et al., 2018).

Building on these design considerations for uncertainty communication, researchers have
developed various methods to enhance people’s (proper) trust in automation/autonomy
(Chatzimparmpas et al., 2020b; Rudin and Ustun, 2018), including the use of various graph-
ical representations (Dasgupta et al., 2016; Yang et al., 2020; Sacha et al., 2016; Fisher et al.,
2012; Mercado et al., 2016).

For example, a military perimeter defense experiment conducted by Mercado et al. (2016)
aimed to investigate the role of intelligent agent transparency on operator trust. Participants
were tasked with selecting optimal routes for unmanned vehicles, assisted by an Al agent.
The AI agent operated at three levels of transparency: 1) basic details only, 2) basic details
supplemented with reasoning and rationale, and 3) comprehensive information, including
basic details, reasoning, rationale, and uncertainty indication, in a text description. They
observed a positive correlation between transparency levels and participant trust. They
concluded that providing operators with the agent’s reasoning process and uncertainty met-
rics fostered a deeper understanding of the system’s capabilities, thereby enhancing trust
and increasing usability (Yang et al., 2023a). This finding emphasizes the importance of
transparent Al systems in supporting effective human-machine collaboration.

Another study investigated the impact of visual explanations on human trust in machine-
learning systems (Yang et al., 2020). Participants performed leaf classifying tasks with or
without visual explanations. The leaf examples were presented in two formats: images and
feature charts. Results revealed that providing visual explanations enhanced trust and con-
fidence in participants’ decision-making. Interestingly, the feature charts were designed with
intentional omissions of detailed explanations of features to prevent information overload.
However, this simplification led participants to struggle to interpret the charts, and expert

users expressed a need for more comprehensive feature descriptions to inform their decisions
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(Yang et al., 2020). This insight reveals the importance of integrating visual explanations

with a thoughtfully managed information load for appropriate human trust.

1.3 Research Objectives

The literature review summarizes prior work that informs the four sequential aims of this
research. Building on this foundation, this dissertation investigates human trust and perfor-
mance in Al-assisted decision-making with the goal of enhancing overall system safety. The

objectives of the dissertation research are as follows:

o« Aim 1. First, this dissertation evaluates pharmacists’ trust in automated pill verifi-
cation technology designed to support medication dispensing. Dispensing errors are a
significant contributor to adverse drug events, leading to substantial healthcare costs
and patient harm. In response, Al pill verification systems with high model accuracy
have been developed to aid pharmacists during the dispensing process. The implemen-
tation of these technologies holds potential for safer Al-assisted medication dispensing
and to reduce error and patient harm. However, despite the advances in model accu-
racy, realizing the full potential of these systems depends on pharmacists establishing
appropriate trust in them, as trust in automation is one of the most crucial factors
determining the use of automation. Prior research has shown that graphical repre-
sentations that enhance Al transparency can effectively promote proper trust in au-
tomation/autonomy. Accordingly, this work examines how presenting Al uncertainty

information affects pharmacists’ trust in the system.

o Aim 2. Second, this dissertation investigates how different error patterns of Al-aided
decision-making in non-binary decision scenarios influence human operators’ trust in
Al systems and their task performance. In the first aim, Signal Detection Theory
(SDT) was used to model autonomy performance in the study of pharmacists’ trust
in automated pill verification technologies, reflecting the predominant use of SDT in
prior research on trust in automation/autonomy. SDT characterizes the decision envi-
ronments into binary terms and has proven effective for modeling diagnostic decision-
making. For example, in the context of pill dispensing, false alarms may lead to minor
workflow disruptions, whereas misses could lead to dispensing errors, indicating that
a more conservative Al system prioritizing safety by minimizing misses may better

support safety.

However, this binary classification reveals a theoretical limitation. SDT oversimplifies

the interaction observed in real-world Al-assisted decision-making contexts, which of-
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ten involve numerous possible prediction outcomes. To address this gap, this research
abstracts the pill-dispensing scenario into a generalizable experimental testbed that
enables systematic investigation of multi-class classification scenarios, which is broadly
applicable to Al-assisted decision-making contexts beyond healthcare and allows ex-

amination of how distinct error types shape human trust and performance.

e Aim 3. Third, this dissertation analyzes how varying consequences of error influence
human trust in Al systems. Although AI technologies are widely recognized as valu-
able tools for their potential to enhance decision-making, the cost of error associated
with Al errors can differ substantially in safety-critical domains. Some errors may
result in little or no harm, whereas others may carry severe consequences, including
serious injury or loss of life. Existing literature reports mixed findings regarding the
impact of error consequences on human trust, underscoring the need for further inves-
tigation. Building on the second research aim, this work incorporates the multi-class
error pattern framework to extend beyond a general understanding of trust in Al,
enabling a more nuanced examination of how trust and performance behaviors vary

across different types of Al errors and levels of consequence.

e Aim 4. Fourth, this dissertation examines how varying stages of automation (SoA)
influence human-Al system performance in Al-assisted tasks. Prior research on SoA
suggests that although higher stages of automation can improve performance under
reliable conditions, system failures at higher stages may lead to more severe negative
consequences. By extending the binary SDT accuracy classification (correct or incor-
rect) into the multi-class error framework, this work identifies distinct and previously
underexplored error patterns in which wrong Al predictions can lead to beneficial
outcomes, termed “unintended safeguards.” Notably, these “unintended safeguards”
are found to explicitly differ between Stage 3 and Stage 2 automation. In addition
to evidence from a human subject experiment, this work introduces a mathematical
proposition to further support the findings, demonstrating that Al systems operating
at higher stages (Stage-3) will achieve greater interaction-level accuracy than systems

operating at lower stages (Stage-2).

1.4 Dissertation structure

This dissertation is organized into six chapters. Chapter 1 introduces the research motiva-
tion, reviews related work, and outlines the aims of this dissertation. Chapter 2 presents a

domain-specific study investigating pharmacists’ trust in Al technology. Chapter 3 addresses
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a key research gap by developing a generalizable experimental testbed that formalizes the
beyond binary decision framework. Chapter 4 extends this framework by examining how
varying consequences of error influence trust in Al-aided tasks. Chapter 5 explores stages of
automation and demonstrates the benefits of higher stages of automation identified through
the beyond binary decision framework. Chapter 6 integrates findings across all chapters,
discusses the broader impact and intellectual merit of the work, and outlines directions for

future research.
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CHAPTER 2

The Effects of Presenting AI Uncertainty Information on
Pharmacists’ Trust in Automated Pill Recognition
Technology: an Exploratory Study

2.1 Introduction

Pharmacists play a critical role in ensuring that patients receive medications exactly as
prescribed by healthcare providers. A main component of this responsibility is the verifica-
tion process, in which pharmacists confirm that the medication dispensed in filled bottles
corresponds accurately to the prescription. Dispensing errors, cases in which patients re-
ceive an incorrect drug or dosage, represent a major source of preventable adverse drug
events, accounting for approximately 700,000 emergency room visits and 100,000 hospital
admissions each year (Reiner et al., 2020). These errors arise from multiple factors, includ-
ing technological limitations, the absence of standardized procedures, and the substantial
cognitive demands placed on pharmacy personnel who frequently manage numerous concur-
rent tasks (Reiner et al., 2020; Chui and Mott, 2012; Chui et al., 2014; Balchaites et al.,
2022). Improving patient outcomes, lowering avoidable healthcare expenditures, and reduc-
ing pharmacists’ workload depend on the development and deployment of dependable tools
to mitigate dispensing errors (Larios Delgado et al., 2019).

From the 1990s, barcode scanning systems were promoted as a strategy for reducing
medication errors (Bates, 2000). Their implementation in pharmacies and broader healthcare
settings has been associated with notable declines in medication error rates (Poon et al.,
2006, 2010; Paoletti et al., 2007; Young, 2002). However, subsequent research has shown

that barcode systems remain vulnerable to workarounds and human error (Debono et al.,

This chapter has been published as a journal article: Kim, J. Y., Marshall, V. D., Rowell, B., Chen,
Q., Zheng, Y., Lee, J. D., Kontar, R. A., Lester, C., and Yang, X. J. (2025b). The effects of presenting Al
uncertainty information on pharmacists’ trust in automated pill recognition technology: Exploratory mixed
subjects study. JMIR Human Factors, 12:e60273.
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2013; Koppel et al., 2008; Oldland et al., 2015). Furthermore, such systems do not sufficiently
resolve the workload pressures faced by pharmacists (Buchanan et al., 1991; Gidman, 2011;
Lea et al., 2012; Peterson et al., 1999).

To address these limitations, image-based pill counting and verification /recognition sys-
tems have been introduced (Caban et al., 2012; Hamilton, 2004; Popovich Jr and Jordan,
2011; Wootton et al., 2003). Technologies such as Eyecon and VIVID apply vision-based
approaches to count pills placed on a tray. Advances in automated pill identification have
also leveraged feature engineering techniques. For instance, Yu et al. (2014) and Yu et al.
(2015) developed imprint-based automatic pill recognition methods that achieved accuracies
of 86.01% and 90.46%, respectively. In a related approach, Caban et al. (2012) employed a
modified shape distribution method to extract shape, color, and imprint features for drug
identification. When evaluated on 568 of the most frequently prescribed drugs in the United
States, their method attained an accuracy of 91.13%.

More recently, deep learning has further advanced automated pill recognition capabilities
(Larios Delgado et al., 2019; Lester et al., 2021). For example, Larios Delgado et al. (2019)
introduced a two-stage deep learning framework consisting of a deep Convolutional Neural
Network for pill blob detection, followed by a classifier that identified the five most probable
pills, achieving 94% accuracy. Similarly, Wong et al. (2017) proposed a Deep Convolutional
Network model that achieved a mean accuracy of 95.35%. Additionally, Lester et al. (2021)
trained a ResNet-18 model to predict labeled features of medication products using images
of pills inside filled prescription bottles. On a test set of 65,274 images representing 345
distinct oral drug products, the macro-average precision reached 98.5%.

Despite these substantial improvements in predictive performance, the successful inte-
gration of such systems into practice depends on users’ ability to develop appropriately
calibrated trust in these technologies (Lee and See, 2004).

This chapter aimed to examine pharmacists’ trust in an automated pill verification system
intended to support the critical task of medication dispensing. In particular, we investigated
how the presentation of AI uncertainty information influences pharmacists’ trust in the

system.

H1: Presenting Al uncertainty information of predicted probability in a visual-
ization format will increase Al transparency, leading to enhanced pharmacists’

trust in pill verification technology.

In addition to the primary aim, this chapter also explored how pharmacists’ trust-related
behaviors varied across different Al performance patterns (within the framework of signal
detection theory (SDT)):
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H?2: Misses would result in a more significant decline in trust compared to false

alarms.

H3: Furthermore, given the differing consequences associated with the four SDT
patterns, we speculate that presenting Al uncertainty information might have

varying effects depending on the specific type of patterns.

2.2 Methods

2.2.1 Ethical Considerations

This study was exempt from IRB oversight by the University of Michigan Institutional
Review Board (HUM#00213493). Prior to participation, participants provided electronic
informed consent, and all data were collected in an anonymous manner. Participants were

compensated with $150 upon completing the study.

2.2.2 Recruitment and Participants

Recruitment emails were sent to pharmacists via the Minnesota Pharmacy Practice-Based
Research Network and the University of Michigan College of Pharmacy Pharmacist Preceptor
Network. Eligibility criteria required participants to 1) hold a U.S. pharmacist license, 2)
be at least 18 years of age, and 3) have access to a laptop or desktop computer with a
webcam. Pharmacists were excluded if they (1) required assistive technologies for computer
use, (2) wore eyeglasses with more than one power, (3) had uncorrected cataracts, intraocular
implants, glaucoma, or permanently dilated pupils, and/or (4) exhibited eye movement or
alignment abnormalities (e.g., amblyopia, strabismus, or nystagmus). A total of N = 30
licensed pharmacists in the United States (mean age = 39.40 years, SD = 11.23) completed
the study.

2.2.3 Al Model

The AI model employed in this study was a Bayesian neural network (BNN) designed to
predict the National Drug Code (NDC), a unique identifier assigned by the United States
Food and Drug Administration (FDA) to catalog drug products (Chen et al., 2024; Zheng
et al., 2023). The BNN used a random dropout technique (Gal and Ghahramani, 2016)
within a ResNet-34 Convolutional Neural Network (CNN) architecture (He et al., 2016) to
estimate the class-level probability. Specifically, the model generated 50 predicted probabili-

ties for each input image, with each output represented as a probability vector over all NDC
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classes. The final predicted NDC was determined by selecting the class with the highest
mean probability across the 50 predictions.

The model was trained on a dataset of 432,974 images obtained from a mail-order phar-
macy. This pharmacy employs a robotic system that counts pills, fills and labels prescription
bottles, captures images of the bottle contents, and seals the bottles. The dataset consisted
one year of robot-acquired images of oral medications (e.g., tablets and capsules) filled in
prescription bottles. Each image was labeled with an NDC and associated data, including
color, shape, size, manufacturer, tablet scoring, and imprint. The number of images per
NDC ranged from 3 to 12,105 (median = 540). The medications were classified into twelve

color classes and seven shape categories, as summarized in Table 2.1.

Table 2.1: Percentage of medication characteristics (colors on the left, shapes on the right)
featured in the training dataset.

Colors Percentage (%) | Shapes Percentage (%)
White 42.1 Round 49.6
Yellow 12.3 Oval 33.4
Pink 9.1 Capsule 16.2
Orange 7.1 Hexagon-6-sided 0.4
Multi-color 5.9 Triangle 0.3
Green 5.2 Trapezoid 0.1
Red 5.2 Pentagon-5-sided 0
Blue 4.8

Brown 3.8

Purple 3.1

Turquoise 0.7

Gray 0.7

2.2.4 Experimental Testbed

Participants completed a pill verification task with the assistance of an imperfect Al sys-
tem that recommended whether to accept or reject a filled medication. Participants were
instructed to determine whether the filled medication matched the reference image. If the
filled medication did not match the reference image, the correct response was to select “re-
ject.” If the two images matched, the correct response was to select “accept.”

The user interface was developed based on pharmacists’ feedback obtained through a focus
group study (Zheng et al., 2023). The interface presented a filled medication image, a ref-

erence image, relevant prescription information, and the AI recommendation. Two versions
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of AI aids were implemented, both powered by the same AI model. One version included
an uncertainty visualization indicating the degree of certainty/uncertainty associated with
the AI system recommendation, while the other aid did not have this feature. In both con-
ditions, the AI system provided its recommendation using four visual checkboxes. When
all four checkboxes were green, the Al recommended “accept” (see Figure 2.1a). Otherwise,
the recommendation was “reject.” In the uncertainty-augmented condition, an additional
histogram was displayed (Figure 2.1b). The histogram illustrated the distribution of fifty
predicted probabilities for the selected NDC, derived from fifty iterations of prediction out-
puts. The visual representation was intended to convey the level of certainty or uncertainty
of Al’s NDC prediction.

Participants completed a block of 100 pill verification trials with the assistance of an
AT aid. The stimuli for these trials, including the reference NDC and corresponding filled
The

selection process ensured broad representation across key visual characteristics, such as color

medication images, were systematically selected from a dataset of 432,974 images.

and shape (see Table 2.2), while excluding blurry images to preserve visual clarity. To reduce
potential learning or familiarity effects, each reference NDC was presented no more than twice

during the experiment.

Table 2.2: Percentage of medication characteristics (colors on the left, shapes on the right)
featured in trials for reference images and filled images.

Percentage Percentage Percentage Percentage
Colors Reference  Filled Shapes Reference  Filled
(%) (%) (%) (%)
White 42 43 Round 60 59
Yellow 10 10 Oval 18 19
Pink 10 11 Capsule 19 19
Orange 7 6 Hexagon-6-sided 2 2
Multi-color 4 5 Triangle 0 0
Green 4 4 Trapezoid 1 1
Red 3 3 Pentagon-5-sided 0 0
Blue 7 8
Brown 9 8
Purple 2 1
Turquoise 1 1
Gray 1 0
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22



incorrect recommendations. Using Signal Detection Theory (SDT), we characterized the
relationship between the AI’s recommendation and the true state of the world (Tanner Jr
and Swets, 1954). In this task, the “signal” corresponded to an incorrectly filled medica-~
tion. The AT’s ability to recommend rejecting an incorrect medication reflected its signal
detection capability. The interaction between the true state (correct vs. incorrect medi-
cation) and the AIl’s recommendation (accept vs. reject) yielded four possible outcomes:
rejecting an incorrect medication (hit), approving an incorrect medication (miss), rejecting
a correct medication (false alarm), and approving a correct medication (correct rejection),

as illustrated in Figure 2.2.

State of the world
(Fill image accuracy)
Signal present No signal
(Incorrect fill) (Correct fill)
- Hit False alarm
Q 3
2 :ﬂ (Al rejects (Al rejects
g- the incorrect drug) the correct drug)
@
5] . . .
= Miss Correct rejection
! 5
< =
o (AI approves (Al approves
4 the incorrect drug) the correct drug)

Figure 2.2: Four potential Al performance patterns according to Signal Detection Theory.

Benchmarking prior literature (Reilley et al., 2003), the base rate of incorrectly filled
medications was set at 24%, meaning that 24% of trials contained an error. The AI’s overall
accuracy was set at 82%, ensuring that the system would be perceived as helpful while still
producing a sufficient number of misses and false alarms for analysis (Wickens and Dixon,
2007). Given these parameters, the 100 trials consisted of 60 correct rejections (Al approving
a correctly filled medication), 22 hits (Al rejecting an incorrectly filled medication), 2 misses
(AT approving an incorrectly filled medication), and 16 false alarms (Al rejecting a correctly
filled medication). After each trial, participants received feedback indicating whether their
accept /reject decision was correct and whether the medication had been correctly filled
(e.g., “Your decision was correct. The medication was correctly filled.”). Participants then
reported their trust in the Al system using a visual analog scale anchored from “Not at all
trust” to “Completely trust” (Appendix B.1) (Yang et al., 2023a; Manzey et al., 2012; Yang
et al., 2017).
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2.2.5 Experimental Design

The study employed a mixed experimental design. The between-subjects factor was Al aid
type, defined by the presence or absence of an uncertainty visualization. The within-subjects
factor consisted of the four possible Al outcomes: rejecting an incorrect medication, rejecting
a correct medication, approving an incorrect medication, and approving a correct medication
(see Figure 2.2).

Participants were randomly assigned to one of the two Al conditions, with half using
the Al aid without the uncertainty plot and the other half using the uncertainty-augmented
version. Each participant completed two blocks of 100 trials. In one block, participants
performed the task with the assigned AI aid; in the other block, they completed the task
manually without AT assistance. The order of these blocks was counterbalanced to control
for order effects. Consistent with prior research (Lee and Moray, 1992), the trial sequence
within each 100-trial block was fixed.

Because the primary objective of this study was to examine pharmacists’ trust in Al,
analyses focused exclusively on the Al-assisted blocks. Data from the manual block was

excluded, as they did not involve interaction with the Al system.

2.2.6 Measures

Trust Propensity. Prior to the experiment, participants’ general propensity to trust was
assessed using the six-item scale developed by Merritt et al. (2013). Trust propensity is
defined as a stable, trait-like inclination to trust or distrust others (Merritt and Ilgen, 2008).
In the context of automation, propensity to trust machines reflects an individual’s general

tendency to trust systems, rather than trust directed toward a specific device or application.

End Trust. End trust, Trust(100) is the participant’s final trust rating after interacting
with the AI help scenario.

Average Trust. Average trust denotes the mean of moment-to-moment trust ratings col-
lected throughout the experiment:
100
Average Trust = »  Trust(:) (2.1)

=2

Trust Adjustment. After each trial ¢, participants reported their trust(i) in the AI. We

calculate a trust adjustment as:

Trust adjustment(i) = Trust(i) — Trust(i — 1), fori=2,3,...,100 (2.2)
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Since the moment-to-moment trust is reported after each trial, only 99 trust adjustments

are obtained from each participant.

2.2.7 Experimental procedure

The experiment was conducted remotely with participants who met the inclusion criteria.
Interested individuals were first screened via phone to confirm eligibility. Prior to the ex-
perimental session, each participant attended a brief virtual meeting with a member of the
research team to verify that their physical environment, particularly lighting conditions, was
appropriate for the study. Participants were then directed to the Labvanced platform on
their personal computer, where they viewed a fifteen-minute instructional video explaining
the simulated medication verification task and the testbed interface. They were informed
that their objective was to determine whether an image of a filled medication bottle matched
a designated reference image. The tutorial also introduced the two versions of the Al aid.

Before beginning the verification task, participants completed a demographics question-
naire and a trust propensity survey (Merritt et al., 2013) (Appendix A.1). They also com-
pleted calibration procedures for the eye-tracking software. Participants then performed two
blocks of 100 verification trials each: one block with the assigned AI aid (either with or
without the uncertainty visualization) and one block manually without Al assistance. The
order of the two blocks was counterbalanced across participants. After completing all 200
trials, participants filled out a post-experimental survey and were invited to provide optional
open-ended feedback (Muir and Moray, 1996) (Appendix A.2). All participants completed
each block within the 60-minute time limit.

Upon finishing the experimental tasks and surveys, participants were invited to a 30-
minute debriefing interview session with a member of the research team. During this ses-
sion, six concepts relevant to automation evaluation—observability, predictability, directing
attention, exploring the solution space, adaptability, and calibrated trust—were introduced
(McDermott et al., 2018). For each concept, an example scenario was presented, after which
participants were asked to reflect on how the concept applied to the Al system used in the

study (Appendix A.3).

2.2.8 Statistical Analysis

The analyses focused on participants’ trust propensity, final (end) trust, and trust adjust-
ments while interacting with the two types of Al aids. We began with descriptive statistics
to characterize participants’ baseline trust propensity. To test the directional hypothesis

that the uncertainty-augmented Al aid would result in higher end trust and higher average
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trust, we conducted one-tailed t-tests.

To examine how trust changed following each of the four AI performance patterns, we
fitted mixed-effects linear models with random intercepts. Regression-based t-tests were used
to compare mean trust levels between the two Al aid conditions for each performance pattern.
Degrees of freedom were estimated using the Kenward-Roger approximation. Mixed-effects
generalized linear models were implemented using the lme4 package in R (Bates et al., 2014).
Statistical significance was evaluated at the a = 0.05 level, and all analyses were conducted

using R statistical software, version 4.2.2 (R Core Team, 2019).

2.3 Results

2.3.1 Trust Propensity

Participants had an average trust propensity score of 72 out of 100 (SD = 18.08), indicating
the participants generally had a positive attitude towards trusting automated technologies.
There was no significant difference between the two Al aids (#(28) = —0.854, p = .2, Cohen’s
d = .312).

2.3.2 End-Trust Towards AI Aid

The one-tailed t-test indicated that participants trusted the Al aid with the uncertainty plot
significantly more than the Al aid without the plot at the end of the experiment (¢(28) =
—1.854, p < .05, Cohen’s d = —.677) (Figure 2.3a).

2.3.3 Average Trust Towards Al Aid

Participants showed a slightly higher average trust in the AI aid in the with-uncertainty
condition (mean=76.92, SD=13.42) than in the without-uncertainty condition (mean=70.29,
SD=20.88) (see Figure 2.3b). However, the difference did not reach statistical significance
(£(28) = —1.036, p = .155, Cohen’s d = —.378).
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Figure 2.3: Mean end (left) and average (right) trust by Al aid help type (with or without
the uncertainty plot). The error bars represent a 95% confidence interval.

2.3.4 Trust Adjustment

Figure 2.4 shows the trust adjustment after participants experienced the four AI perfor-
mance patterns. When Al approved the correct drug, there was a significantly greater trust
increment when participants used the Al aid with the uncertainty plot compared to the one
without (#(78.98) = 3.93, p < .001, Cohen’s d = .214); When Al approved the incorrect
drug, there was a significantly greater trust decrement using the Al aid with the uncertainty
plot (£(2939.72) = —4.78, p < .001, Cohen’s d = .712). Interestingly, when AI rejected the
incorrect drug, we observed a decrement of trust for participants using the Al aid with the
uncertainty plot (¢(509.77) = —3.96, p < .001, Cohen’s d = .312). When Al rejected the
correct drug, both Al help types showed a decrease in trust, and there was no statistical
difference between them (#(856.57) = —0.68, p = .494, Cohen’s d = .045). Overall, par-
ticipants using the AI aid with the uncertainty plot displayed a large magnitude of trust
adjustment. In addition, we observed a significant “negativity bias” in that the magnitude
of trust adjustment when Al made an error (i.e., AT approves the incorrect drug or Al rejects
the correct drug) was significantly larger than the magnitude of trust adjustment when Al
provided correct recommendations (generalized linear model test, z = —11.30, p < .001).
To examine variation in pharmacists’ trust behavior across different AI performance pat-
terns categorized by signal detection theory (SDT), we initially combined the data from both
the with and without uncertainty help scenarios. Trust decreased significantly more when Al
approved the incorrect drug compared to when Al rejected the correct drug (¢(509) = —4.687,
p < .001, Cohen’s d = .475). This trend was observed in the with uncertainty AI help sce-
nario (¢(254) = —4.91, p < .001, Cohen’s d = .758). However, in the without uncertainty Al
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help scenario, although there was a greater decrease in trust when Al approved the incorrect

drug than when Al rejected the correct drug, the difference was not statistically significant
(t(254) = —1.14, p = .255, Cohen’s d = .014).

Performance pattern
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Correct rejection
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Al rejects the correct drug
False alarm
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Figure 2.4: Trust adjustment for different Al performance patterns. Red shades represent
negative trust adjustment, and blue shades represent positive trust adjustment.

As we measured participants’ trust towards Al continuously, we calculated the autocor-

relation between the trust ratings.

Autocorrelation measures the relationship between a

variable’s current value and its past values in a time series. Figure 2.5 shows the mean

autocorrelation as a function of time separation between the ratings. For both Al aids, the

correlation decreased as the time separation increased. The Al aid with the uncertainty plot

had a lower mean autocorrelation compared to the aid without the uncertainty plot.
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Figure 2.5: Autocorrelation of trust as a function of time separation. The blue solid line
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without the uncertainty plot. The error bars represent + /- 2 standard errors.

2.4 Discussion

2.4.1 Principal Findings

This study examined pharmacists’ trust in automated pill verification technology and in-
vestigated how presenting Al uncertainty information influences trust. Overall, the results
indicate that pharmacists demonstrate a generally favorable disposition toward trusting au-
tomation. Moreover, incorporating uncertainty information into the Al interface significantly

increased pharmacists’ end-of-task trust in the system (see Figure 2.3a).

2.4.2 Comparison to Prior Work

Propensity to trust automation refers to an individual’s general tendency to rely on auto-
mated or autonomous systems, shaped by prior experiences and expectations about future
performance (Merritt et al., 2013; Merritt and Ilgen, 2008). Prior research has documented
variability in trust propensity across populations. For example, Merritt et al. (2013) reported
a mean trust propensity of 3.56 (SD = 0.6) on a 7-point scale among 69 college students
(average age = 25). More recent work by Montag et al. (2023), surveying 289 adults aged
between 18 and 70, reported a mean of 4.98 (SD = 1.06) on a 7-point Likert scale. Similarly,
Miller et al. (2021) found a mean score of 4.97 (SD = 1.21) among 28 participants aged
18-60. In another study, Yang et al. (2022) reported average scores equivalent to 5.08, 4.86,

and 4.86 (on a 7-point scale) across three adult groups.
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Consistent with these findings (Montag et al., 2023; Miller et al., 2021; Yang et al., 2022;
De Visser et al., 2018), pharmacists in our study exhibited a relatively high baseline propen-
sity to trust automation, averaging 72 on a 100-point scale (equivalent to 5.03 on a 7-point
Likert scale). This favorable disposition may reflect their routine interaction with automated
technologies such as barcode scanners and pill counters in daily practice (Larios Delgado
et al., 2019; Bates, 2000). As expected, no significant differences in trust propensity were
observed between the two Al aid conditions due to random assignment.

With respect to end trust, pharmacists using the Al aid with the uncertainty visualiza-
tion reported significantly higher trust scores. This enhancement likely reflects increased
transparency achieved through the histogram displaying the distribution of 50 predicted
probabilities. Although AI technologies offer substantial performance benefits, they are of-
ten perceived as “black boxes,” which can undermine trust and team effectiveness (De Visser
et al., 2018; Lyons et al., 2017; Luo et al., 2022). The higher end-trust scores observed in
the uncertainty condition suggest that revealing aspects of the Al’s internal decision-making
process can foster stronger trust in automation. Participant feedback supports this inter-
pretation. For example, one pharmacist noted that visible uncertainty prompted greater
vigilance (“P14: As soon as the uncertainty plot became red and yellow, I slowed down,
which could be helpful because sometimes slowing down when there is uncertainty, just
knowing there’s uncertainty, is enough.”), while another reported increased confidence when
the plot indicated high certainty (“P24: if the uncertainty plot was all green bar and Al
thought it was doing a 100% accurate job, then it was easier to make my decision.”).

Examining moment-to-moment trust dynamics revealed distinct patterns. When the Al
correctly approved a filled medication (correct rejection), trust increased in both conditions,
with larger increments observed when uncertainty information was present. In contrast, when
the AI approved the incorrect medication (miss), trust declined significantly in both condi-
tions, with a larger decrement when uncertainty information was displayed. This stronger
decline may have resulted from the histogram conveying high confidence in an erroneous
recommendation (illustrated in Figure 2.6a), leading participants to perceive the error as a
“confident” failure. Prior research on likelihood alarms suggests that highly confident au-
tomation errors produce larger immediate declines in trust (Yang et al., 2017; Sorkin et al.,
1988).
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Figure 2.6: Uncertainty plot with narrower (left) and wider (right) interquartile range (IQR).
IQR is a measure of statistical dispersion, or how spread out the data points are.

Consistent with prior SDT-based trust research (Davenport and Bustamante, 2010; Stan-
ton et al., 2009), misses (approving incorrect medication) produced larger trust decrements
than false alarms (rejecting correct medication). However, this difference reached statisti-
cal significance only in the uncertainty condition, further suggesting that visible confidence
intensifies the impact of automation errors.

This ambiguity might unintentionally cause the human participants to doubt the ca-
pability of the Al aid with the uncertainty plot, resulting in a decrease in their trust, as
evidenced by P18’s statement: “When the checkboxes were not all green, and the histogram
had a bunch of colors (variability), I was even less trusting of the AI tool.” This perspective
is also supported by P25, who noted: “When the uncertainty plot had some red, it made me
double check and decreased my confidence for sure.”

Interestingly, when the AI correctly rejected an incorrectly filled bottle, trust increased
in the condition without uncertainty information, but decreased when the uncertainty visu-
alization was present. This divergence may reflect the influence of the uncertainty plots on
participants’ interpretations of the AI’s recommendation. When the AI correctly approved
a medication, the accompanying uncertainty plots consistently displayed a solid green bar,
indicating high confidence (Figure 2.6a). In contrast, when the Al rejected an incorrect
medication, the uncertainty distributions were often more dispersed, with a wider interquar-
tile range (Figure 2.7). Specifically, 16 of the 22 such cases showed broader spreads with
mixed color bars (Figure 2.6b), signaling greater variability in the model’s predictions. This
visual ambiguity may have unintentionally reduced participants’ confidence in the AI’s ca-
pability, even when its recommendation was correct. Participant feedback supports this

interpretation. For example, P18 noted that “When the checkboxes were not all green, and
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the histogram had a bunch of colors (variability), T was even less trusting of the AT tool,”
while P25 reported “When the uncertainty plot had some red, it made me double check and

decreased my confidence for sure.”

0.5
0.4

0.3

Mean IQR

0.2

0.1

Al approves the Al rejectsthe Al approves the Al rejects the

correct drug correct drug incorrect drug incorrect drug

Outcome pattern

Figure 2.7: Mean interquartile range (IQR) by outcome pattern. The error bars represent a
95% confidence interval.

When the Al rejected a correctly filled medication (false alarm), trust decreased in both
conditions, with no significant difference between Al aid types. In real-world practice, such
rejections would likely prompt pharmacists to re-inspect prescriptions, potentially increasing
workload and fatigue, which may negatively affect performance over time (Carayon and
Gurses, 2008; Watterson et al., 2021). Nevertheless, some participants perceived false alarms
as acceptable or even desirable, viewing the Al as a precautionary safeguard rather than a
final decision-maker, highlighting: “I didn’t lose as much trust when Al rejected the correct
drug. I feel like AI should be there as a cautionary tool.”

The observed trends in trust adjustment patterns further indicated greater variability
when uncertainty information was present. Autocorrelation analyses (Figure 2.5) showed
lower temporal dependence between successive trust ratings in the uncertainty condition,
suggesting that pharmacists updated their trust more dynamically based on current trial
information rather than relying on prior impressions. This pattern highlights a potential
advantage of transparent Al displays that encourage real-time calibration rather than static
reliance.

Across both Al conditions, negative automation outcomes had a stronger impact on trust
than positive outcomes, consistent with established negativity bias findings in automation
research (Manzey et al., 2012; Yang et al., 2022).
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2.4.3 Limitations and Future Directions

We recognize several limitations of this study and outline directions for future research.
First, as an early investigation in this area, we did not systematically manipulate or control
the interquartile range of the uncertainty visualization (Figure 2.7). Future studies should
experimentally vary the distributional characteristics presented in the uncertainty plot to
examine how different probability spreads influence pharmacists’ trust. Manipulating in-
terquartile ranges across distinct outcome patterns would enable a clearer understanding of
how performance patterns independently shape trust, without potential confounding effects
from visualization variability.

Second, the uncertainty visualization presented only the top one of the fifty predicted
probability distributions for the selected NDC. Future research could enrich the display by
incorporating additional contextual or comparative information to improve interpretability.
A key challenge identified in this study was that participants with limited familiarity with
statistical graphics found the histogram difficult to interpret. As one participant suggested
simplifying the uncertainty presentation because “it would be a little bit too much for some
people not as comfortable with statistics or technology”. However, other feedback suggested
that familiarity and exposure increased comfort and trust over time (P30: “I started skeptical
because it’s something I'm not familiar with, but as I got more examples of it, my trust
built up quickly.”). These observations indicate that both improved visualization design
and structured training may enhance usability. Accordingly, future work should explore
alternative visualization strategies that communicate Al uncertainty in a more intuitive and
accessible manner while maintaining sufficient informational depth for expert users.

Third, this exploratory study was constrained by a relatively small sample size, which
may have reduced statistical power for detecting effects related to trust propensity, end trust,
and average trust. This limitation likely contributed to the absence of statistical significance
in some comparisons. However, a significant difference in end trust was detected despite
the limited sample, suggesting a substantial effect. Additionally, to preserve the perceived
usefulness of the Al while ensuring the presence of both misses and false alarms, only two
miss trials and sixteen false alarm trials were included, resulting in an overall Al accuracy
of 82%. These relatively small cell counts may have further limited statistical sensitivity.
Future investigations should recruit larger samples and consider expanded trial distributions
to improve robustness and generalizability.

Fourth, the present study focused exclusively on trust and trust adjustment, without
incorporating analyses of objective performance measures such as accuracy or response time.

Although examining trust in isolation is consistent with prior automation research (Tanner Jr
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and Swets, 1954), a more integrated analysis linking trust to behavioral performance would

provide deeper insight into trust calibration and its consequences for decision quality.

2.5 Conclusion

Dispensing errors remain a major contributor to adverse drug events, leading to substantial
healthcare costs and patient harm. Despite advances in automated pill verification tech-
nologies, pharmacists’ trust in these systems has not been comprehensively examined. This
research represents an initial step toward understanding how pharmacists interact with and
evaluate automated verification tools, contributing to the broader integration of Al systems
into healthcare practice.

Our findings indicate that pharmacists generally exhibit a positive baseline disposition
toward trusting automation, likely reflecting their routine interaction with automated tools
in daily workflows. Moreover, presenting uncertainty information alongside AI recommen-
dations significantly enhanced end-of-task trust, underscoring the value of transparency in
AT system design. Trust dynamics varied as a function of Al performance. When the Al
correctly approved a medication, the uncertainty-augmented interface produced larger in-
creases in trust. Conversely, when the Al incorrectly approved a medication, the presence of
uncertainty information resulted in a larger decline in trust. Notably, when the Al correctly
rejected an incorrect medication, trust increased in the absence of uncertainty information
but decreased when the uncertainty plot was displayed. Finally, a pronounced negativity
bias emerged: decreases in trust following AI errors were greater than increases in trust

following correct Al decisions.
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CHAPTER 3

Beyond Binary Decisions: Evaluating the Effects of Al
Error Type on Trust and Performance in AI-Assisted Tasks

3.1 Introduction

Al systems are increasingly integrated into safety-critical decision-making processes
(Cheikh et al., 2022; Azevedo-Sa et al., 2020; Robert et al., 2020; Bhat et al., 2024b). The safe
implementation of these technologies depends on effective human-Al interaction, and trust
in automation has been recognized as a key determinant of reliance, compliance, and overall
human-automation performance (Lee and See, 2004; Hoff and Bashir, 2015). A majority of
prior research relied on Signal Detection Theory (SDT) to model automation performance
and evaluate human interaction outcomes (Sorkin and Woods, 1985; Du et al., 2020; Neyedli
et al., 2011; Chancey et al., 2017). While SDT has proven effective in modeling traditional
diagnostic tasks, its binary structure presents theoretical limitations in the context of modern
Al systems.

Specifically, the traditional binary SDT framework collapses various system error types
into a single “incorrect” category. In contrast, contemporary Al models, particularly those
based on machine learning, often operate in multi-class classification environments, where
multiple possible classification states are considered simultaneously. For example, in the
hypothetical scenario presented in Chapter 1 (section 1.1), both Cases D and E would be
categorized as “incorrect” classification under the SDT framework. However, these cases
differ in their implications. Case E involves an Al error with potentially catastrophic conse-
quences, as the system incorrectly confirms a wrongly filled medication as correct (Table 3.1,

last row). On the other hand, although Case D also involves an incorrect classification, this

This chapter has been published as a journal article: Kim, J. Y., Lester, C., & Yang, X. J. (2025).
Beyond Binary Decisions: Evaluating the Effects of AT Error Type on Trust and Performance in Al-Assisted
Tasks. Human Factors, 00187208251326795.
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Table 3.1: Description of the five cases and two outcomes. Bold text indicates potential
incorrect outcomes resulting from automation errors.

Case Datt Prescribed Filled Al Final

ase AN ledication  Medication  Prediction Outcome
R: Dispense medication

A RC X X X W: Error-correction refill
R: Dispense medication

B RI X Y/z W: Error-correction refill
R: Error-correction refill

C we X Y Y W: Dispense medication
R: Error-correction refill

b Wi X Y z W: Dispense medication

B W, D% v ¥ R: Error-correction refill

W: Dispense medication

error may be beneficial from a utilitarian perspective, as the incorrect classification differs
from the prescribed medication and triggers a safety alert (Table 3.1, second-to-last row).

For clarity, the five cases outlined in the hypothetical scenario are represented using two-
letter notation (see Figure 1.1). The first letter, R or W, indicates whether the participant’s
initial decision was right or wrong, respectively. The second letter, C' or I or I,.¢, denotes
the AI’s prediction, conditional on the participants’ initial performance.

The two types of incorrect predictions, I and I,.s, are differentiated to capture meaning-
ful distinctions within multi-class error patterns. Specifically, the “ref” subscript signifies
that the Al falsely confirms the incorrectly filled medication as the prescribed (i.e., refer-
ence) medication. In addition, the final task outcome can likewise be categorized as R or
W, depending on whether the final decision is right or wrong. Altogether, this framework
produces ten distinct outcomes, derived from the combination of five patterns (cases) and
two possible final outcomes for each pattern (Table 3.1).

This chapter has several objectives. Its primary aim is to investigate how Al predictions
influence users following an initial wrong decision, with particular emphasis on three patterns:
WC, WI,and Wl,;.

Both W11 and Wl,.; describe situations in which the wrong medication is dispensed and
subsequently misclassified by the AI system. The critical difference lies in the outcome of
the AI’s misclassification. In the W pattern, the Al incorrectly classifies medication Y as
7, prompting re-examination of the dispensed medication and potentially preventing harm.
By contrast, in the W1,., pattern, the AI misidentifies medication Y as the prescribed
medication X, thereby falsely reinforcing the operator’s initial error and providing false

reassurance. Based on this distinction, we propose the following hypotheses:
H1: Pattern W1, will lead to the worst performance, followed by pattern W,
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then pattern WC' .

With respect to trust adjustment, we hypothesize that both W1 and W1,.; will produce
trust decrements relative to the trust increment expected under pattern WC'. Furthermore,
we anticipate that the decline in trust will be significantly greater for pattern W1,.; than
for pattern W1.

H2: Pattern W1, .; will have the lowest trust decrement, followed by pattern
W, then pattern W C. We expect this trend to be observed regardless of the
final outcome of the task (Note: a larger trust increment is considered a smaller

trust decrement).

Regarding the response time to reach a final decision after receiving the Al’s prediction,
we hypothesize an interaction between the three patterns and the final outcome. Because
pattern W1, ., misleads the operator by confirming the incorrect initial decision, participants
who are deceived under this pattern are expected to respond relatively quickly. In contrast,
we anticipate the longest response times under pattern W1, as participants must detect
a discrepancy between the AI’s incorrect prediction, the reference image, and their initial

response, and then engage in error correction before reaching a final decision.

H3a: It would take shorter times for participants in pattern WI,.¢ to commit

errors, compared to patterns W I and WC.

H3b: It would take longer times for participants in pattern WI,.; to recognize
errors, compared to patterns WC' and W I.

Beyond these primary hypotheses, this chapter also seeks to further investigate three theo-
retical properties of trust dynamics: continuity (H4), negativity bias (H5), and stabilization
(H6).

H4: Trust at the current moment ¢ is significantly associated with trust at the

prior moment ¢ — 1.

H5: The magnitude of trust decrement following incorrect predictions (RI, W,
W,.¢) will be greater than the magnitude of trust increment due to correct
predictions (RC, WC).

H6: The magnitude of trust adjustment will decrease as a function of time for

both the correct and the incorrect Al predictions.
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3.2 Methods

3.2.1 Ethical Considerations

This research adhered to the ethical standards of the American Psychological Association
and was exempt from Institutional Review Board oversight at the University of Michigan

(HUM00230326). Informed consent was obtained from all participants prior to participation.

3.2.2 Recruitment and Participants

Thirty-five undergraduate and graduate students from the University of Michigan (mean
age = 22.43 years, SD = 3.27) participated in the study. All participants had normal
or corrected-to-normal vision. Compensation consisted of a $10 base payment, with an
additional performance-based bonus of up to $10.

Participants completed a three-dimensional spatial visualization and recognition task
(Vandenberg and Kuse, 1978; Kim et al., 2024, 2023) with Al assistance. In each trial,
a reference image was presented from a set of 30 images. Participants were then shown
five answer options and asked to select the option that matched the reference. After making
their initial choice, the simulated Al generated a prediction regarding the participant-selected
image. Participants subsequently indicated whether their initial selection was correct or not.

This task structure parallels the medication dispensing workflow. In pharmacy practice, a
pharmacist first receives a prescription (e.g., vitamin C) and retrieves a corresponding medi-
cation from a large inventory. The selected medication is then verified, either by a technician
or an Al system, by comparing it against the prescription. Based on this verification, the
pharmacist decides whether to dispense the medication or to correct the error by retrieving

the appropriate item.

3.2.3 Experimental apparatus and stimuli

3.2.3.1 Stimuli development

The study employed a simulated Mental Rotation Task (MRT), with stimuli developed fol-
lowing the methodology of Shepard and Metzler (1971). Thirty three-dimensional (3D)
objects were constructed, half composed of 10 cubes and half composed of 8 cubes. For each
object, a two-dimensional reference image was generated at a fixed orientation (see Figure
3.1). Each 3D object was then rotated in 45-degree increments along both the horizontal

and vertical axes, producing 14 additional rotated images per object. These rotated versions
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served as correct alternatives to the corresponding reference image. In total, the stimulus

set consisted of 30 reference images, each paired with 14 valid rotated alternatives.

(a) Sample reference figure (b) Mirrored Image

i

ey |
[

(c) 45-degree horizontal axis rotation (d) 45-degree vertical axis rotation

Figure 3.1: Illustration of stimuli development. After creating the (a) reference images, one
(b) mirrored image, fourteen 45-degree (c) horizontal axis rotated figures, and fourteen 45-
degree (d) vertical axis rotated figures were created for each reference image.

The difficulty of the stimuli was determined through a separate study using Qualtrics, and
the participants were recruited via Amazon Mechanical Turk (MTurk). Following Shepard
and Metzler (1971)’s mental rotation study, participants viewed multiple image pairs. Each
left image was a randomly chosen reference image, and the right image was either a correct
alternative, a distractor, or the reference image itself (Figure 3.2). Distractors were randomly
chosen from the remaining 29 reference images, which included 14 images with the same cube
amount as the reference image (i.e., 8 or 10) and 15 images with a different cube amount.
Participants had 10 seconds to identify whether the image pairs were the same or different.
Data from participants who failed to match the validation pairs (reference-reference image
pairs) correctly were discarded. The mean hit rate determined stimuli difficulty.

Stimulus difficulty was determined through a separate pretest administered via Qualtrics,
with participants recruited from Amazon Mechanical Turk (MTurk). Consistent with Shep-
ard and Metzler (1971), participants viewed pairs of images in which the left image was a
randomly selected reference and the right image was either a correct alternative, a distractor,
or the identical reference image (Figure 3.2). Distractors were selected from the remaining
29 reference images, including 14 with the same number of cubes (8 or 10) and 15 with a
different cube amount. Participants were given 10 seconds to judge whether each image pair
depicted the same or different objects. Data from participants who failed validation trials

(reference-reference pairs) were excluded. Stimulus difficulty was determined using mean hit
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rates.

10|

Please decide whether the following two pictures are the same item

Yes, they are the same item

No, they are different

Figure 3.2: For the beta test, participants were asked to determine whether the image pairs
are the same items in different rotations (by clicking “Yes, they are the same item”) or
different items (by clicking “No, they are different”) within 10 seconds.

3.2.3.2 Experimental Task

The experimental task was adapted from the three-dimensional spatial visualization test de-
veloped by Vandenberg and Kuse (1978) and implemented using the Python Tkinter package.
An overview of the task flow is presented in Figure 3.3.

Prior to beginning the experiment, participants completed a demographics questionnaire
(age and gender) and a trust propensity survey assessing their general tendency to trust
automation (Merritt et al., 2013).

During the experiment, participants completed 60 MRT trials presented in random order.
Each trial consisted of multiple stages. First, participants viewed a reference image alongside
five alternatives (Figure 3.4a). One alternative was a correct rotated version of the reference
image. Two distractors were randomly selected mirrored rotations of the reference object,
and the remaining two were rotated images derived from other reference objects. Participants
were instructed to identify the option representing the same 3D object as the reference image
as accurately as possible within 15 seconds. The time limit was established through pilot
testing. If no response was made within 15 seconds, a message indicated that no selection

had been recorded (Figure 3.4b), and participants proceeded to the next trial.

40



Pre-experiment Survey

Initial choice:
Participant makes initial choice based on

the reference image and five options in 15 seconds

Confidence Rating

v

Decision aid presents recommendation ]

x 60

L]

‘ Final choice:

Participant makes final choice based on their initial
choice and decision aid’s recommendation in 10 seconds

_| Participant receives performance feedback
and reports trust

v

[ Post-experiment Survey

, Trust
(1 from 2 to 60)

Figure 3.3: Flowchart of the experiment

15

Click on the correct rotation of the reference shape, then press next You did not make a selection within the time limit

L =
(a) Initial Answer Choice (b) No Selection Initial Answer Choice

Figure 3.4: Participants were asked to make their initial answer choice within 15 seconds.

After making their initial selection, participants rated their confidence using a visual
analog scale ranging from “Not confident at all” to “Absolutely confident” (Figure B.2).

Participants were then presented with the Al’s prediction, displayed beneath their original
selection to illustrate the Al’s interpretation of the participant-selected shape. For example,
in Figure 3.5a, the participant selected the third option, but the AI incorrectly identified
that selection and displayed a different reference image (corresponding to Case B described
in the Introduction). In Figure 3.5b, the participant selected the fifth option, and the

AT misclassified it as the correct alternative (corresponding to Case E described in the
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Introduction).

After reviewing the Al’s prediction, participants had 10 seconds to decide whether to
maintain their initial response (“I was right”) or revise it (“I was wrong”). This response
window was also determined through pilot testing. If no selection was made within the
time limit, a notification similar to that shown in Figure 3.4b appeared, and participants

proceeded to the subsequent trial.

If your initial answer was correct, press Right. 1 0
If your initial answer was wrong, press Wrong.
Participant’s

l— Right Initial Choice
L w " LN

Al’s
o . —_—
Incorrect Prediction

1 was Right
| was Wrong

(a) Right initial choice, incorrect AI prediction (Case B,
Pattern RI).

‘vm :::::

If your initial answer was correct, press Right. 1 0
If your initial answer was wrong, press Wrong.

Participant’s
‘Wrong Initial Choice _l

I R N ©

AT’s Incorrect Reassurance '
—_
WIrc[ |—

| was Right
I was Wrong

(b) Wrong initial choice, incorrect AI prediction (Case E,
Pattern WI_Ref).

Figure 3.5: Participants were presented with the Al system’s recognition and chose between
sticking with or rejecting their initial choice within 10 seconds. If no selection was made,
they were skipped to the next trial.

Next, participants were shown feedback on their performance and the validity of Al’s

prediction (Figure 3.6).
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The right answer is highlighted in Green The right answer is highlighted in Green
Your Initial Choice was Correct Your Initial Choice was Correct
The Automation Prediction was Correct The Automation Prediction was Wrong

You Correctly Commited to your answer You Incorrectly Rejected your answer

L - LN L LI N
L off

(a) Correct Al prediction (b) Wrong AT prediction

Figure 3.6: Participants were presented with the performance feedback page, showing their
performance on the initial and final answer choices and the validity of the Al’s prediction.

Participants rated their trust in and perceived reliability of the Al system on a visual
analog scale (Appendix B.3). Following Yang et al. (2023b)’s approach, participants were
asked to rate their trust after each trial. The trust scale ranged from the leftmost anchor
labeled “I don’t trust the decision aid at all” to the rightmost anchor “I absolutely trust the

decision aid.” The perceived reliability rating was on a 0 to 100 scale.

3.2.4 Experimental Design

The experiment employed a within-subjects design in which the independent variable was
performance pattern (Table 3.1). The presence of each pattern and corresponding outcome
depended on participants’ responses, as neither initial nor final decisions could be experi-
mentally manipulated.

To generate the various performance patterns, the Al system was programmed with pre-
determined recognition probabilities. Specifically, the Al correctly identified the selected
shape 70% of the time, regardless of whether the participant’s initial response was correct.
When a correct Al recognition followed a correct initial response, pattern Pattern RC (Case
A) occurred. When a correct Al recognition followed an incorrect initial response, pattern
WC (Case C) occurred.

The Al misclassified the participant’s selected shape as a non-reference alternative 20% of
the time. This produced pattern RI (Case B) if the participant’s initial response was correct
and pattern WI (Case D) if the initial response was incorrect. In addition, 10% of the time,
the Al identified the participant’s selected shape as the reference image. This resulted in
pattern pattern RC (Case A) when the initial response was correct and pattern W1, (Case

E) when the initial response was incorrect. Consequently, the effective reliability of the Al
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ranged between 70% and 80%, depending on participants’ initial decisions. This level exceeds
the commonly cited baseline threshold of approximately 70% required for automation to be
perceived as beneficial (Wickens and Dixon, 2007). Participants were informed that the Al's

recommendations were imperfect, though no explicit reliability rate was disclosed.

3.2.5 Measures

The primary dependent measures were as follows.

Confidence. After completing the initial selection in each trial, participants rated their
confidence using a Visual Analog Scale ranging from 0 to 100. The left anchor was labeled
“I am not confident in my answer at all,” and the rightmost anchor was labeled “I absolutely

trust the decision aid.”

Trust Adjustment. After each trial i, participants reported their trust(i) in the decision

aid. Trust adjustment was calculated as:

Trust adjustment(i) = Trust(i) — Trust(i — 1), fori=2,3,...,60 (3.1)

Since the moment-to-moment trust is reported after each trial, 59 trust adjustments are

collected from each participant.

Performance. Final task performance served as another dependent variable and was
calculated as the percentage of correct final decisions within each pattern for each participant
(Figure 3.5a).

Reaction Time. Reaction time was measured in seconds from the onset of the AI’s predic-

tion display until participants selected either “I was right” or “I was wrong” (Figure 3.5a).

3.2.6 Experimental procedure

After providing informed consent and completing online demographic and trust propensity
questionnaires (Merritt et al., 2013) (Appendix A.1), participants watched an instructional
video describing the experimental procedure. They were reminded that the Al system was
imperfect and that its predictions might be either accurate or inaccurate. Each participant
completed 60 trials. Following the task, participants filled out a post-experiment survey
(Merritt et al., 2013) (Appendix A.2).
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3.2.7 Statistical Analysis

To test the hypotheses, linear mixed-effects models were constructed using the lme4 pack-
age in R (Bates et al., 2014), with participant included as a random effect. Mixed-effects
modeling was chosen due to its suitability for repeated-measures data and its robustness to
missing observations. Model development followed an iterative, hierarchical approach (Field
et al., 2012), beginning with simpler models and progressively adding predictors. Likelihood
ratio tests (LRTS) were used to compare nested models, and more parsimonious models were
retained when additional complexity did not significantly improve fit. Statistical significance
was evaluated at a =0.05.

The mixed-effects model equation is:
yij = (60 + U,()j) + 61 . CaseBz-j + /82 . CaseCij + 63 . CaseDij + 54 . CaseEij + Eij

Where:

yi;: The outcome variable for participant j under case pattern i.
Bo: The fixed effect intercept.
up;: The random intercept for the jth participant.

CaseB;j, CaseC;;, CaseD,;, Casel;;: Dummy variables for the case patterns,

comparing each case to the reference case (i.e., Case A).

b1, B2, B3, Ba: The fixed effect coefficients for the case patterns (B, C, D, and E)

relative to the reference case A.

€;;+ The residual error for participant j in case pattern 4.

Post hoc comparisons were conducted using t-tests with degrees of freedom estimated
via the Kenward-Roger method (Kenward and Roger, 1997). This approach adjusts the
variance-covariance matrix of fixed effects using a Taylor series approximation and is widely
recommended in mixed-effects modeling to reduce Type I error rates and produce more
accurate p-values, particularly across varying sample sizes (McNeish and Stapleton, 2016;
Luke, 2017; Kuznetsova et al., 2017).

3.3 Results

Upon completion of all trials, the frequency of each performance pattern and corresponding
outcome was calculated. Because pattern occurrence was determined retrospectively based

on participants’ responses, not all participants necessarily exhibited every pattern. Table 3.2
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presents the frequency distribution of performance patterns along with descriptive statistics

for all measured variables.

Confidence. Participants’ confidence ratings were analyzed as an indicator of data validity.
We anticipated that confidence would be higher when participants’ initial responses were
correct. Accordingly, performance patterns were grouped into two categories: right human
initial choice (RC, RI) and wrong human initial choice (WC, WI, Wi,.s). The confidence
rating revealed significant differences between the right (Mean = 72.74,SD = 1.98) and the
wrong (Mean = 56.77,SD = 2.00) initial choices (£(1962.72) = —20.20,p < .001).

3.3.1 Comparing Patterns WC, Wi, and W1,

Statistical significance indicators are displayed in the figures to denote statistical significance

between performance patterns.

Trust adjustment. A significant effect of performance pattern on trust adjustment was
observed (F'(2,875.68) = 61.2,p < .001). Pattern WC produced a significantly greater
increase in trust compared to both pattern WI (¢(875) = 6.57,p < .001) and pattern Wl
(t(878) = 9.96,p < .001). Pattern Wl resulted in a significantly larger decrease in trust
than pattern WI (¢(876) = —4.46,p < .001) (Figure 3.7a).

*
¥
¥

*

4

*

60 .

wcC Wi WI_Ref wC Wi WI_Ref
Pattern of Performance Pattern of Performance
(a) Trust Adjustment (b) Performance

Figure 3.7: Trust adjustment (left) and Performance (right) by patterns of performance.
The error bars represent +/- 2 standard errors.
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Performance. Performance patterns also significantly influenced final task accuracy
(F(2,858.11) = 29.43,p < .001). Post-hoc analyses indicated that pattern W1, had a
significantly worse performance compared to WC' (#(856.62) = —7.67,p < .001) and to WI
(t(856.47) = —5.73,p < .001) (Figure 3.7b).

Reaction Time. Reaction time data were log-transformed prior to analysis. Both perfor-
mance patterns (F(2,852.35) = 26.82,p < .001) and outcomes (F'(1,862.59) = 24.64,p <
.001) significantly affected reaction time. A significant interaction between pattern and
F(2,855.15) = 10.38,p < .001). Given this interaction, sim-

ple effects analyses were conducted within each outcome condition. When the final out-

—~

outcome was also observed

come was right (Figure 3.8a), there was no significant difference between the three pat-
terns (F'(2,475.49) = .35,p = .71); When the final outcome was wrong (Figure 3.8b),
patterns significantly affected reaction time (F(2,363.47) = 22.09,p < .001). Post-
hoc comparisons revealed Wl resulted in significantly quicker reaction time than WC
(1(362.36) = 5.82,p < .001) and WI (¢(358.65) = 6.14,p < .001).
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WC_Right WI_Right ~ WI_Ref_Right WC_Wrong WI_Wrong WI_Ref_Wrong
Outcomes of Performance Outcomes of Performance
(a) Right Outcomes (b) Wrong Outcomes

Figure 3.8: Reaction Time by patterns of performance. The error bars represent +/- 2
standard errors.

3.3.2 Evaluating Continuity, Negativity Bias, and Stabilization

To further examine trust dynamics, performance patterns were grouped into correct Al
predictions (i.e., patterns RC and W(C') and incorrect Al predictions (i.e., patterns RI, WI,
and Wl,.y).
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Continuity. Comparing correct Al predictions to incorrect Al predictions shows that Al
success led to an increase in trust. Conversely, Al prediction failures led to a decline in trust.
In addition, trust at the present moment ¢ is highly correlated with trust at the previous
moment ¢ — 1. Autocorrelation analyses (Figure 3.9) demonstrated that trust ratings were
highly correlated between adjacent trials, with the magnitude of autocorrelation gradually

diminishing as the time lag increased.

1.0

Mean Autocorrelation
= = =]
H » (o]

o
(N

0.0 25 5.0 7.5 10.0
Lag (n Time Separation)

Figure 3.9: Autocorrelation of trust as a function of time separation. The error bars represent
+/- 2 standard errors.

Negativity bias. To assess negativity bias, we compared the magnitude of trust increases
following correct Al predictions with the magnitude of trust decreases following incorrect
predictions. The results revealed a significant asymmetry: the mean trust increment after
correct predictions (Mean = 1.01, SD = 0.13) was substantially smaller than the mean trust
decrement after incorrect predictions (Mean = —3.16,SD = 0.22) (¢(1968.00) = —16.58,p <
.001).

Stabilization. Finally, to evaluate the stabilization property of trust, a linear mixed-
effects model was estimated with trust adjustment as a function of trial progression. The
results indicated a significant reduction in the magnitude of trust adjustments over time for
both correct Al predictions (5 = —0.035, #(1448) = —4.58, p < .001) and the incorrect
AT predictions (5 = —0.203, #(469.27) = —3.50, p < .001), suggesting that trust became

increasingly stable as the experiment progressed.
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Figure 3.10: Trust adjustment by patterns of performance. The error bars represent + /- 2
standard errors.

3.4 Discussion

In this section, we interpret the findings in relation to the chapter objectives and hypotheses.

The primary focus of this study was the comparison among patterns WC', WI, and WI,.
The results partially support H1, which predicted that performance would be highest under
W, followed by pattern WI, and lowest under pattern Wi,;. Consistent with this predic-
tion, performance under WI,.; was significantly worse than under both patterns WC and
WI. Out of the 96 occurrences of Wi, 72 resulted in incorrect final decisions, underscoring
the substantial risk associated with Al systems that falsely confirm an initially incorrect
human judgment. When automation provides erroneous reassurance, it can strongly rein-
force human error. However, contrary to our expectations, performance did not significantly
differ between WC and WI. This finding suggests that certain Al errors, specifically those
that prompt re-evaluation, may yield comparable utilitarian benefits to correct Al detec-
tions. This counterintuitive result emerges only when moving beyond the binary framework
of signal detection theory (SDT) to consider multi-class error structures.

Prior research on human-automation/autonomy interaction highlights risk as a key deter-
minant of trust, reliance, and performance (Hoff and Bashir, 2015). Risk is typically defined
as the product of event probability and consequence magnitude (Sheridan, 2008; Slovic and
Lichtenstein, 1968). Mathematically, Sheridan (2008) expressed risk as the “product of the
probability Pg of an initial reference event E and the sum of products of probability P;|E of
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each consequence occurring given that E occurs, as well as the cost of each consequence C;.”
Therefore, R = Pg x >, (P|E x C;), where Consequencer = Y; (B;|E x C;). Applying the
equation to the present study, Pg is the probability of each case (i.e., Puse), and P;|E can
be considered the probability of final outcome (i.e., Psyecess|case and Prgipre|case).

In our experiment, participants were encouraged to perform the task as accurately as pos-
sible. Because error costs were not manipulated in this experiment, the values of C,ccess and
C'tqiture can be treated as constants. Empirically, the findings related to H1 can be summa-
rized as Pyyecess| WC & Prsyccess| WI > Payccess| Wlep. Furthermore, assuming Cyyecess = 1 and
Claiture = —1, the average consequences are positives for WC and WI (Consequencewc =

0.24, Consequencew o = 0.14), but negative for Consequencey ;. = —0.5, further illustrat-

ref
ing the particularly detrimental nature of false reassurance.

H2 is fully supported. Pattern WC' produced the largest trust increment, followed by W1,
with W1, producing the greatest trust decrement. Consistent with prior research (Lee and
Moray, 1992; Yang et al., 2017; Manzey et al., 2012; Yang et al., 2023b), automation success
increased trust, whereas automation failure reduced trust. At the same time, our findings
revealed two partially competing theories of how people interpret automation performance.
On the one hand, if automation performance is assessed based prediction accuracy, we would
expect to see a trust increment for pattern WC, and a trust decrement for both patterns W1
and Wl,s. Additionally, the amount of trust decrements should be similar for both cases
because the automation made a wrong prediction. Alternatively, if users evaluate automation
based on the “utility” of its prediction, then we would expect to see decrease in trust for
pattern W1, and increases in trust for both patterns WC and WI, as both patterns prompt
a re-evaluation of the initial selection and may prevent error. The amount of trust increment
between the two patterns should also be similar because the final performance of the two
patterns was comparable.

Our results suggest that neither perspective alone is sufficient. Instead, the two forces —
the AT’s performance and the “utility” of an Al prediction — together determine trust adjust-
ment. In binary SDT contexts, the automation’s prediction performance and its “utility”
are aligned. However, in multi-class settings, the prediction performance and the “utility”
of WI are in opposite directions, causing the intriguing finding. Specifically, the direction
of trust adjustment, increment or decrement, is largely determined by the AI performance.
Consistent with prior literature (Lee and Moray, 1992; Yang et al., 2017; Manzey et al., 2012;
Yang et al., 2023b), a wrong prediction leads to a trust decrement. However, the magnitude
of trust decrement is further influenced by the “utility”: a wrong prediction leading to good
outcomes has a smaller trust decrement.

Regarding reaction time, we hypothesized an interaction between performance patterns
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and final outcomes. The results supported H3a: when participants were misled by erro-
neous Al reassurance (Wl,) they responded significantly faster than under WC and WI.
However, H3b was not supported. When participants successfully detected the AI’s false
reassurance, response times did not significantly differ across patterns. This lack of signifi-
cance could be due to the small sample size, and future research is needed to examine this
further. We also observed evidence consistent with a speed-accuracy trade-off: faster deci-
sions were associated with higher error rates. In applied settings, the relative prioritization of
speed versus accuracy depends on the payoff structure. For example, in high-stakes medical
contexts where errors may have catastrophic consequences, accuracy would likely outweigh
time efficiency.

Beyond the primary hypotheses, we examined three properties of trust dynamics: continu-
ity (H4), negativity bias (H5), and stabilization (H6). Continuity and negativity bias have
been consistently documented (Lee and Moray, 1992; Manzey et al., 2012; Yang et al., 2016).
The stabilization property was recently reported in the more recent studies of Yang et al.
(2023a) and Guo and Yang (2021). Our study provide further validation of this property: as
participants repeatedly interacted with the Al system, the magnitude of trust adjustments
diminished over time, indicating increasing stability. It is important to note that these prop-
erties are derived from aggregated data and therefore reflect average behavioral tendencies at
the population level. Individual trajectories may vary, but collectively the results reinforce

a dynamic and adaptive view of trust in human-Al interaction.

3.5 Conclusion

Most prior research on trust in and reliance on automation and Al has relied on signal
detection theory (SDT) to model system performance. Although SDT provides a useful
framework, it reduces the state of the world to a binary distinction: signal present versus
signal absent. Such simplification does not capture the complexity of many real-world Al ap-
plications, which increasingly involve multi-class classification. Modern Al systems routinely
differentiate among multiple categories rather than two alternatives. Examples include med-
ical image diagnosis (e.g., classifying chest X-rays into normal, pneumonia, or lung cancer),
object recognition in autonomous driving (e.g., recognizing various objects encountered on
the road), and product categorization in e-commerce platforms (e.g., classifying products
as electronics, clothing, home appliances, or books) (Rahman et al., 2008; Gao et al., 2018;
Kozareva, 2015). To our knowledge, this study is among the first to examine trust and
reliance in human-Al interaction beyond the binary SDT framework.

Our findings demonstrate systematic differences in performance, response time, and trust
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across the three patterns: WC', W1, and W1,y.

These results underscore the importance of distinguishing among error types in automated
systems. In particular, when the Al falsely reassured participants by confirming an incorrect
initial judgment ( W1l,y), operators were more likely to respond quickly and ultimately com-
mit errors. This pattern exposes a critical design risk: Al systems that provide misleading
confirmation can substantially compromise both safety and effectiveness. By contrast, cer-
tain incorrect Al predictions that trigger re-evaluation, even though objectively wrong, may
function as safeguards by prompting additional verification. In this sense, not all Al errors
are equally harmful; some may paradoxically enhance system-level reliability. Moreover, the
study provides additional support for three core properties of trust dynamics, continuity,
negativity bias, and stabilization, demonstrating how trust evolves incrementally through
moment-to-moment interactions with Al systems.

Several limitations should be acknowledged. First, the study did not manipulate the
cost of success or failure (i.e., C; in the risk equation), which often varies in safety-critical
domains. For example, Aldhwaihi et al. (2016) found that although most dispensing errors
caused no harm, some errors had high consequences that could potentially cause harm or
even death, depending on the dosage and patients’ vulnerability. Future research should
incorporate varying cost structures to better approximate real-world risk conditions and to
examine how varying consequences moderate responses to different Al error types. Future re-
search should also be conducted for ecological validity, particularly in safety-critical settings.
Second, although the study was conceptually motivated by medical dispensing scenarios,
the experimental paradigm relied on a mental rotation and recognition task. Future work
could extend this paradigm to other cognitive domains, such as memory, judgment, or com-
plex decision-making, to test the robustness of the findings across different forms of human
information processing.

Third, the relatively small number of WI.; cases (n=96) may have limited statistical
power, particularly with respect to the non-significant findings related to H3b. Future studies

should consider replication with larger samples.
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CHAPTER 4

Evaluating the Effects of Consequences of Error on Trust in
Al-Aided Task: An Eye Tracking Study

4.1 Introduction

The cost of error frequently differ across safety-critical settings. For instance, dispensing
errors arise when patients receive an incorrect medication or dosage. Although most dis-
pensing errors do not lead to harm, some carry severe consequences, potentially resulting in
injury or death depending on the dosage and the patient’s level of vulnerability (Aldhwaihi
et al., 2016).

Perceived risk, commonly conceptualized as the combination of event likelihood and con-
sequence severity, has been identified as a key external factor influencing trust in automation
(Hoff and Bashir, 2015). Because uncertainty is inherent in most operational environments,
and particularly pronounced in safety-critical domains, risk may substantially shape trust
and reliance behaviors. Similarly, Satterfield et al. (2017) highlighted the importance of risk,
though its effects on trust in automation remain insufficiently examined and empirically
mixed. For example, Ezer et al. (2008) found that participants relied less on automated aids
in counting tasks when errors carried higher consequences. In contrast, Lyons and Stokes
(2012) reported that in a route-planning task, participants reduced reliance on human assis-
tance under high-consequence conditions and instead exhibited greater trust in automation.

Building on these findings, the present study examined how varying error consequences
influence trust in Al across different error patterns. This design enabled a more nuanced
investigation of how trust adapts not only to automation performance but also to consequence

severity.

This chapter has been published as a peer-reviewed conference proceeding: Kim, J. Y., Kautz, C., &
Yang, X. J. (2025a). Evaluating the Effects of Consequences of Error on Trust in AI-Aided Task: An Eye
Tracking Study. In Proceedings of the Human Factors and Ergonomics Society Annual Meeting, volume 69,
pages 207-213. SAGE Publications Sage CA: Los Angeles, CA
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4.2 Methods

4.2.1 Ethical Considerations

The study adhered to the American Psychological Association’s ethical guidelines
and received approval from the University of Michigan Institutional Review Board
(HUMO00249405).

4.2.2 Recruitment and Participants

Thirty-five undergraduate and graduate students from the University of Michigan (mean
age = 21.57, SD = 2.33) participated in the experiment. All participants were at least 18
years old, reported no color vision deficiencies, and had normal or corrected-to-normal vision.
Because the study incorporated eye-tracking measures, glasses were not permitted; however,
contact lenses without color tints were allowed. Participants received a $10 base payment

and could earn up to an additional $10 based on task performance.

4.2.3 Experimental Testbed and Stimuli

The experimental testbed was displayed on a 23.8-inch Dell monitor with a resolution of
1920 x 1080 pixels.

4.2.3.1 Mental Rotation Task

Participants completed 60 trials of a mental rotation task (MRT) supported by an Al aid
(Kim et al., 2025a). In each trial, they first viewed a reference object and selected one of

five alternatives within 15 seconds (Figure 4.1).
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Figure 4.1: Participants were presented with the reference shape and five answer selections,
and were instructed to make an initial choice. The low-consequence trials appeared on blue
backgrounds.

Next, during a 10-second verification phase, participants reviewed the AI’s suggestion
and decided whether their initial choice was correct. The Al displayed its prediction of the
participant’s selected option beneath the initial answer (labeled “8M” in Figure 4.2a).

The experiment included 30 low-consequence trials (blue background; Figure 4.2a) and
30 high-consequence trials (red background; Figure 4.2b), presented in randomized order.
Distinct background colors were used to provide a clear and salient visual cue, allowing

participants to easily distinguish between consequence levels associated with each trial.

e o
10 oy o 10 Sy oo

If your initial answer was right, press "l was Right". If your !r_|itia\ answer was right, press "l was Right".
If your initial answer was wrong, press "l was Wrong". If your initial answer was wrong, press "l was Wrong".

4 R e b o d R R G

_“- 8M _“- 8M
(a) Low Consequence RI (b) High Consequence RI

Figure 4.2: Pattern RI (Right-Incorrect) in low- and high-consequence appeared on blue
and red backgrounds, respectively.

After each trial, participants received feedback regarding both their own performance
and the AT’s prediction accuracy (Figure 4.3). In high-consequence trials, incorrect decisions
resulted in double the point loss compared to low-consequence trials. No points were awarded

for correct responses in either condition.
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Stimulus difficulty across consequence levels was validated using data from 70 participants
in prior studies (Kim et al., 2023, 2024). A paired-samples t-test confirmed no significant
difference between low-consequence stimuli (Mean(sd) = .559(.178)) and high-consequence
stimuli (Mean(sd) = .549(.168)) (¢(69) = 0.738,p = .46).

3 8D_m

The right answer is highlighted in Green
Your Initial Choice was Right
The Automation Prediction was Incorrect
You Incorrectly Rejected your answer

~ 4] = B L

—

,»_l“-‘ "

Figure 4.3: Performance feedback of high-consequence pattern RI. In high-consequence
scenarios, initial selection, final selection, and performance feedback appeared on red back-
grounds.

4.2.3.2 Eye tracking

Eye tracking data were collected using the Tobii Pro Glasses 2 and the Tobii Pro Lab software
at a sampling rate of 50 Hz. Three areas of interest (AOIs) were defined (Figure 4.4): the
reference AOI (reference stimulus and label), the answer-choice AOI (five response options),

and the Al-prediction AOI (Al image and label).

10 Reference AOI i 8D_m

If your initial answer was right, press "l was Right".
If your initial answer was wrong, press "l was Wrong".

~ § & B A

\ Answer Choices AOI

Al Prediction
AOI

h“- 8M

Figure 4.4: Eye tracking areas of interests (AOIs).
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4.2.4 Experimental Design

In both consequence conditions, participants interacted with an imperfect Al aid whose reli-
ability ranged between 70% and 80%, consistent with prior findings suggesting that automa-
tion below approximately 70% reliability may impose greater costs than benefits (Wickens
and Dixon, 2007). The AI aid aided participants in assessing the accuracy of their initial
answer selections by providing its prediction of the initial selection (presented below the par-
ticipants’ initial selection in Figure 4.2a, with its label “8M”). However, participants were
responsible for making the correct final decision on whether their initial answers were right
or wrong.

Each consequence condition level included 30 trials: 21 with correct Al predictions, 6
with incorrect predictions, and 3 in which AT validity depended on the participant’s initial
response. In these latter trials, a correct initial response resulted in a correct Al prediction
(pattern RC'), whereas an incorrect initial response resulted in false reassurance (pattern
Wey).

4.2.5 Measures

The experiment utilized within-subject design with two independent variables: consequence
levels (high versus low) and performance patterns (Table 4.1). Each pattern indicates the
combination of right or wrong initial actions by participants (indicated by the first letter)
and the AI’s correct or incorrect prediction (indicated by the second letter), which could not
be manipulated (Kim et al., 2025b).

Occurrence of Error Patterns. The occurrence of error patterns were determined by

the combination of participants’ initial responses and the correctness of Al

Trust Adjustment. After each trial i, participants reported their trust(i) in the decision

aid, on a 0-100 visual analog scale (Appendix B.3). We calculate a trust adjustment as:

Trust adjustment(i) = Trust(:z) — Trust(i — 1), fori=2,3,...,60 (4.1)
Since the moment-to-moment trust is reported after each trial, only 29 trust adjustments
are obtained from each participant for each consequence level.

Performance. Another dependent variable was the final performance of the experimental
task, which was calculated as the percentage of correct verification performance (determining

the validity of the initial answers) for each pattern for each participant (Figure 4.2a).

Reaction Time. The reaction time was measured in seconds from when the Al prediction
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appeared until the participant pressed either the “I was right” or “I was wrong” button
(Figure 4.2a).

Eye Tracking Metrics. Eye tracking metrics included three measurements within three
pre-defined AOIs: average fixation duration (mean time in milliseconds the participants’ eyes
remained relatively still), the total fixation duration (cumulative time in milliseconds of all

fixations), and the fixation count (the number of fixations).

4.2.6 Experimental procedure

Participants were recruited through email invitations. Upon arrival at the lab, they reviewed
and signed an informed consent form. They first completed a pre-experiment questionnaire
assessing trust propensity (Merritt et al., 2013) (Appendix A.1), then watched a five-minute
instructional video explaining the experimental procedures and received training to familiar-
ize themselves with the test environment. The training phase included four practice trials of
the mental rotation task (MRT). Following training, participants completed 60 experimental
MRT trials. After finishing the task, they completed a post-experiment questionnaire (Muir
and Moray, 1996) (Appendix A.2) and were compensated according to their performance.

The entire session lasted approximately 50 minutes.

4.2.7 Statistical Analysis

To determine whether error pattern frequencies differed across consequence conditions, a
Pearson’s chi-square test was conducted. For all other dependent variables, mixed-effects
generalized linear models (GLMs) were estimated using the lme4 package (Bates et al.,
2014), with participant ID included as a random intercept. Separate mixed linear models
were constructed for each error pattern, and consequence levels were compared using Welch’s
two-sample t-tests. Statistical significance was defined as p < .05, with p < .1 interpreted
as marginal significance. All analyses were conducted using R statistical software, version
4.2.2 (R Core Team, 2013).

4.3 Results

4.3.1 Occurrence of Error Patterns Across Consequence Levels

The chi-square analysis indicated a significant association between consequence level and the
distribution of error patterns (x?(4) = 349.82,p < .001). Notably, patterns WC, W1, and

W 1,.; were absent in the high-consequence condition because participants did not commit
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initial response errors in that condition (see Table 4.1). Although some variation in pattern
frequency across conditions was expected, the complete absence of incorrect initial responses
under high-consequence trials was unanticipated. Importantly, prior validation data from two
earlier studies (n = 70) confirmed that stimulus difficulty was equivalent across consequence
conditions. Paired-sample t-tests showed no significant difference between low-consequence
(Mean(sd) = .559(.178)) and high-consequence (Mean(sd) = .549(.168)) stimuli (¢(69) =
0.738,p = .46) (Kim et al., 2023, 2024).

Table 4.1: Results table summarizing dependent measures by error patterns.

Performance Consequence Trust Reaction
Occurrence Performance )
Pattern Level Change Time

RO High 424 2.33 (4.51) 972 (.057) 4.00 (1.61)

Low 420 3.21 (6.84) 977 (.069) 4.13 (1.77)
RI High 101 -6.82 (11.06) .674 (.368) 6.00 (2.00)

Low 109  -4.44 (6.45) .685 (.413) 5.57 (2.07)

High 0 - - -
wc

Low 324 0.99 (1.75) .649 (.295) 6.07 (1.58)

High 0 - - -
W1

Low 89  -3.90 (9.36) 704 (.343)  5.99 (2.29)

High 0 - - -
Wler

Low 45 -6.31 (11.74) 191 (.309) 5.44 (2.70)

4.3.2 Within-Pattern Effects of Consequence

Patterns WC', W1, and W1,.; were absent in the high-consequence scenario and could not
be compared across consequence conditions. Therefore, the subsequent analyses focused
on patterns RC' and RI. Additionally, data from six participants were excluded due to

eye-tracking malfunctions.

Pattern Right-Incorrect (RI). For pattern RI (when Al predictions were incorrect,
following participants’ right initial actions), participants showed significantly longer aver-
age fixation duration on answer choices (F(1,149.06) = 4.07,p < .05), average fixation
duration on reference (F'(1,149.32) = 5.30,p < .05), and total fixation duration on ref-
erence (F(1,150.38) = 6.45,p < .05) during high-consequence trials compared to during
low-consequence trials (Table 4.2).

The eye-tracking data corresponded closely with observed changes in trust and re-
action time. A marginal effect of consequence level on trust adjustment was found
(F(1,145.84) = 3.47,p = .065), with slightly larger decreases in trust during high-
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consequence trials (Mean(SD) = —6.89(13.81)) compared to low-consequence trials
(Mean(SD) = —3.71(6.94)). Similarly, reaction time showed a marginal difference be-
tween consequence conditions (F'(1,155.06) = 3.43,p = .066), with participants respond-
ing marginally slower during high-consequence trials (Mean(SD) = 5.95(2.48)) versus low-
consequence trials (Mean(SD) = 5.58(2.61)). No significant differences were observed in
overall performance (F(1,155.42) = 0.41,p = .524) (Table 4.1).

Pattern Right-Correct (RC). For pattern RC, where Al predictions were correct fol-
lowing participants’ correct initial responses, participants exhibited shorter average fixation
durations on the Al prediction (F'(1,642.73) = 9.10,p < .01), shorter total fixation durations
(F(1,641.58) = 13.05,p < .001), and fewer total fixations (F'(1,642.55) = 8.21,p < .01) in
high-consequence trials compared to low-consequence trials (Table 4.2).

When Al predictions were correct, trust change (F'(1,660.23) = 1.22, p = 0.270), reaction
time (F'(1,676.48) = 1.47,p = 0.142), and performance (F'(1,689.72) = 1.67,p = 0.100) did

not significantly differ between high- and low-consequence conditions (Table 4.1).

4.4 Discussion

Although our main aim was to examine how consequence levels affect trust across error
patterns, we could not analyze wrong initial actions (patterns RI, WI, and Wl,.;) under
high-consequence conditions because participants did not commit such errors (Table 4.1).
The primary distinction between consequence levels was the background color: blue for low-
consequence trials (Figure 4.2a) and red for high-consequence trials (Figure 4.2b). Interest-
ingly, no initial errors occurred in high-consequence (red background) trials. To maintain Al
reliability above 70% and avoid participant fatigue, the number of W1 trials was limited to
six, and W1, trials to three per consequence level. The complete absence of wrong initial
responses was unexpected, given prior studies demonstrated balanced task difficulty between
high- and low-consequence conditions (Kim et al., 2023, 2024). This suggests that when Al
systems flag potentially high-consequence situations, users become more vigilant, reducing
initial errors and enhancing human-Al collaboration.

Prior work on the effect of error consequences on trust in automation has yielded mixed
results. Some studies report increased reliance on automation in high-consequence con-
texts, while others find the opposite (Ezer et al., 2008; Lyons and Stokes, 2012; Perkins
et al., 2010; Chancey et al., 2017). Our findings support the latter: participants relied less
on Al when potential errors had higher consequences. Eye-tracking measures reinforced
this, showing reduced attention to Al predictions under high-consequence trials, regardless

of whether the AI prediction was correct. Specifically, correct Al predictions resulted in
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shorter average and total fixation durations and fewer fixations in high-consequence trials,
while incorrect predictions prompted longer fixations on answer choices and reference images.
Although these measures do not directly quantify Al use, increased attention to manual ver-
ification areas implies participants relied less on Al when stakes were high. Trust changes
mirrored these patterns, with marginally larger decreases following incorrect Al predictions
in high-consequence trials, while correct predictions showed no significant difference across
consequence levels.

Kim et al. (2025b) demonstrated that modeling Al performance beyond binary SDT
classification uncovers error patterns that significantly affect trust. They found the largest
trust decline occurred following AI’s incorrect reassurance (pattern Wl,.r), when partici-
pants were led to confirm a wrong initial choice. In our experiment, trust decreased more
(F(1,969) = 2.86,p < .05) for the WI,.; pattern (Mean(sd) = —6.31(11.74)) compared
to the RI pattern (Mean(sd) = —4.44(6.45)) in the low-consequence condition (Table 4.1).
There was a marginally greater trust drop for the RI pattern under high-consequence con-
ditions. This trend suggests that incorrect reassurance (pattern W1,.r) in high-consequence
scenarios may lead to even greater decline in trust, potentially increasing the likelihood of Al
disuse. Due to the limited number of incorrect Al trials, we were unable to assess the effects
of consequences on trust across all error patterns. Future work should consider increasing
the number of trials to examine how consequence levels influence trust in Al, particularly in
error patterns involving initial human errors (patterns WC, W1, and W1,..s), which could
provide valuable insights into trust dynamics in high-risk domains.

The mental rotation task (MRT) was selected as a domain-independent, generalized
task. While MRT does not reflect the domain specificity or real-world consequences of
safety-critical environments, we were able to successfully manipulate perceived consequences
through a point-based reward system: high-consequence trials penalized errors more severely,
reducing bonus eligibility. Although monetary consequences are not equivalent to real-world
risks, they were sufficient to induce behavioral differences. Participants were more attentive
in high-consequence trials (no initial errors) and relied less on Al guidance, indicating that
consequence influences trust even in non-safety-critical tasks. These findings suggest that
varying consequence levels influence trust in a non-safety-critical testbed. Relating these
results to real-world contexts, in safety-critical domains, operators may similarly reduce re-
liance on Al following errors, especially under high-stakes conditions (patterns RI, W1, and
Wl,.r, Table 4.1).

Future research should explicitly investigate how consequence shapes trust dynamics in
domain-specific tasks and populations. Researchers are encouraged to classify human-Al

performance into detailed multi-class error patterns, such as dividing incorrect Al error into
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RI (AT’s incorrect detection of the right human initial action), WI (AI’s incorrect detection
of the wrong human initial action), and W1, (false reassurance), to better understand
trust responses to Al performance across varying consequence levels, particularly after initial
human errors. Such insights could inform the design of reliable AI systems in high-risk

environments.

4.5 Conclusion

This study examined how varying consequence levels of errors influence human trust in Al
across different error patterns. Participants demonstrated reduced reliance on Al under high-
consequence conditions, irrespective of Al accuracy. Notably, participants avoided initial
errors in high-consequence trials, suggesting that AI capable of identifying and signaling
high-stakes situations can increase vigilance and reduce mistakes.

In low-consequence trials, trust decreased more substantially for pattern W, s than for
pattern R, while high-consequence pattern RI showed a marginally greater trust decrement
than low-consequence pattern RI. These trends indicate that incorrect reassurance (W 1l..r)
in high-consequence scenarios may lead to even greater decline in trust, and need to be
further investigated.

Future research should explore consequence-driven trust dynamics using domain-specific
tasks and user populations. classifying human-Al interactions into detailed error patterns
(i.e., RI, WI, Wl,.r) understand trust adjustments in response to Al performance across
varying consequence levels. These insights could guide the development of safer and more

reliable AT systems in high-risk domains.

64



CHAPTER 5

Evaluating the Effects of Stages of Automation (SoA) on
Performance and Trust in AI-Assisted Tasks

5.1 Introduction

Section 1.2.2 discusses the stages of automation, with particular emphasis on the distinctions
between the Decision Selection (DS) stage and the Information Analysis (IA) stage. Prior
findings suggest DS automation may offer greater benefits than TA automation, especially
under accurate conditions (Tatasciore et al., 2020; Wickens et al., 2007; Rovira et al., 2007;
Picco et al., 2025; Gegoff et al., 2025; Wang et al., 2025). However, across both single and
multi-task contexts, the majority of prior studies report that while IA and DS automation
offer similar benefits when accurate, the cost of DS automation emerges when automation
fails (Crocoll and Coury, 1990; Rovira et al., 2002; Sarter and Schroeder, 2001; Sethumadha-
van, 2009; Rovira et al., 2007). These studies have classified automation accuracy in binary
terms (correct or incorrect) using the SDT framework (Tanner Jr and Swets, 1954; Sorkin
and Woods, 1985; Hautus et al., 2021). With the SDT framework, performance patterns
Wi,.; and WI are treated equivalently as incorrect Al performance.

However, in a multi-class framework, these two incorrect classifications lead to varying
trust and performance outcomes. Chapter 3 examined the effects of multi-class performance
patterns on human trust in Al systems using a mental rotation task (MRT) experiment.
Their results showed that pattern WI led to a smaller decrement in trust, better verification
performance, and longer reaction times compared to pattern Wi,s. These findings demon-
strate that trust adjustment is shaped by both the Al accuracy and the utility of the Al’s
classification. Although both outcomes reflect Al’s incorrect underlying classification, they
differ in their “utility” for supporting potentially safe human-AI performance (Kim et al.,
2025b).

As a result, the same underlying Al classification error can have different implications

for human performance and trust depending on the stages of automation (SoA). At Stage
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2, pattern WI constitutes an incorrect classification that implicitly prompts a safety check.
At Stage 3, although the underlying Al classification remains incorrect, the Al’s explicit
recommendation to re-check is correct from a decision-support perspective (pattern WC').
Therefore, an incorrect Stage 2 classification becomes a correct Stage 3 interaction-level
prediction, explicitly revealing the unintended safeguard scenario.

The case of unintended safeguard pattern (W) can only emerge in multi-class classifica-
tion scenarios, and has been overlooked in prior trust in automation/autonomy/Al systems
research, which predominantly relied on SDT-based binary performance representation (Kim
et al., 2025b). This research, therefore, aims to examine how varying stages of automation
(SoA) influence human trust and performance in Al-assisted tasks, with particular attention
to the cases in which unintended safeguards arise (the last row of Table 5.1). The following

section reviews related literature on levels and stages of automation.

Table 5.1: Description of the five performance patterns based on human initial selection, Al
classification, and Al advice. At Stage 2, pattern WI constitutes an incorrect classification
that inadvertently prompts a safety check. At Stage 3, although the underlying Al classifica-
tion remains incorrect, the Al recommendation to re-check is correct from a decision-support
perspective, explicitly highlighting the unintended safeguard.

Reference Human Al Stage-2-Al Al Stage-3-Al
(Prescription) Initial Selection Classification Performance Pattern Advice Performance Pattern
) Shape “X” RC “dispense” RC
Shape “X”
Shape “Y” or “Z” RI “refill” RI
Shape “X” Shape “Y” WC “refill” WC
Shape “Y” Shape “X” W Lt “dispense” W Lt
Shape “Z” WI “refill” WC*

Acronym descriptions:  (RC=Right-Correct, RI=Right-Incorrect, WC=Wrong-Correct, WI=Wrong-

Incorrect, WC*=Wrong-Correct due to unintended safeguards, WI,.;=Wrong-Incorrect-Matches-Reference).

5.1.1 Proposition

In this section, we mathematically demonstrate that Stage-3-Al (decision selection support)
yields greater interaction-level accuracy compared to Stage-2-Al (information analysis sup-

port). After that, we present our hypotheses.

Proposition 1 Let X indicate the prescribed medication. Lett € [0, 1] denote the probability
that the pharmacist correctly fills medication X. Consequently, 1 —t denotes the probability
that the pharmacist fills the prescription incorrectly with some other medication, Y, where
Y # X (indicates an incorrect action). Once the bottle is filled, the Al system scans it

and classifies the medication into one of three labels: X (the prescribed medication), Y (the
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Initially Fills Stage 2 Classification Stage 3 Recommendation

Prescription (input) IA (Info Analysis) DS (Decision Selection)
RC “match” RC
RI “Mismatch” RI
wWC  “Mismatch” wc
WI  “Mismatch” wC* Unintended
safeguard
. . False
wi match wi reassurance

ref ref

Figure 5.1: Al-assisted medication dispensing procedure is displayed with the probabilities.
The red text indicates incorrect classifications and advice. Note that the last row of Al
incorrectly predicting Y as Z (pattern W1, Stage-2-Al) results in a correct advice to “refill”
(pattern W', Stage-3-Al).

specific incorrectly filled medication), or Z (any other unrelated medication that is neither
X norY).
Let:

e q €[0,1] denote the probability that the Al correctly identifies the filled medication;
o 1 €[0,1] denote the probability that the Al classifies the filled medication as Z;

o 1 — g —r denote the residual probability that the AI misidentifies the filled medication
as the incorrectly filled medication (i.e., Al predicts Y when X was filled, or X when
Y was filled).

We define the Al’s overall reliability as the probability that it produces correct outcomes.
This depends on the system’s Stage of Automation (SoA), i.e., at Stage-2-Al, Al identifies
the state of the world; at Stage-3-Al, Al recommends the action:

With Stage-2-Al, the Al is considered correct only if it correctly identifies the filled med-

ication. Then the overall correctness is:

PCorrect, Stage-2-A1 — tq + (1 - t)q =4q.

With Stage-3-Al, the Al is considered correct if it recommends the correct action, either

“dispense” or “refill”. Then the overall correctness is:

PC'orrect, Stage-3-AI — tq + (1 - t) (q + T) =q+ 7”(]. - t)
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Comparing the two expressions, we obtain:

PCorrect, Stage-3-Al 2 PCorrect, Stage-2-Al,

since:
q+r(l—t)>q becauser(l—t)>0.

Thus, the overall correctness probability is always greater under the Stage-3-Al condition

than under the Stage-2-Al condition.

5.1.2 Hypotheses

To examine the proposition, we conducted an in-person, controlled laboratory experiment
using a mental rotation task (MRT).

We wish to replicate results from previous studies showing greater performance decre-
ments with an increasing SoA under unreliable conditions (Rovira et al., 2002; Sarter and
Schroeder, 2001; Sethumadhavan, 2009; Crocoll and Coury, 1990), and a shorter reaction
time with an increasing SoA under all conditions (Rovira et al., 2002; Gegoff et al., 2025;
Wickens et al., 2007). Therefore, we hypothesize that:

H1la When the Al is correct in both classification and decision recommenda-
tion, Stage-3 Al will yield better task performance and greater trust increment

compared to Stage-2-Al, reflecting the benefits of decision-selection support.

H1b: When Al is incorrect in both classification and decision recommendation,
Stage-3-Al will yield worse task performance and greater trust decrement com-
pared to Stage-2-Al.

H1lc: Regardless of Al correctness, Stage-3-Al will yield faster reaction times
than Stage-2-Al

We are particularly interested in the case of unintended safequard, which occurs when
a misidentification at Stage-2 Al leads to a correct recommendation at Stage-3 AI. We

hypothesize that:

H2a: When the case of unintended safeguard occurs, Stage-3-Al will lead to

better task performance and faster response time compared to Stage-2-Al.

H2b: When the case of unintended safeguard occurs, Stage-3-Al will lead to

trust increment and Stage-2-Al will lead to trust decrement.
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As shown in our proposition, the overall accuracy of Stage-3-Al would be greater than
or equal to that of Stage-2-Al. Prior research has shown that automation accuracy strongly
influences operator dependence (Chancey et al., 2017; Dixon and Wickens, 2006), which

would positively affect overall human-system performance. Therefore, we hypothesize:
H3a: Stage-3-Al will lead to better overall task performance and faster overall

reaction time than Stage-2-Al.

H3b: Stage-3-Al will result in higher perceived usability, greater trust, and
higher perceived reliability compared to Stage-2-Al.

5.2 Methods

5.2.1 Ethical Considerations

This research complied with the ethical guidelines established by the American Psychological
Association and qualified for exemption from the Institutional Review Board oversight at

the University of Michigan (HUM00230526).

5.2.2 Participants

Ninety adults with a mean age of 22.18 years (SD = 2.88) took part in the experiment.
All participants had normal or corrected-to-normal vision. They were compensated with a
base payment of $15, with the opportunity to earn up to an additional $10 based on their

performance.

5.2.3 Experimental Task

This study utilized a simulated Al-assisted Mental Rotation Task developed by Kim et al.
(2025b). The experiment consisted of two 30-trial blocks with different stages (Stage-2-Al
and Stage-3-Al). The flowchart of the experimental task is presented in Figure 5.2.

69



Pre-experiment Survey

(]

SoA Counterbalanced Assignment

/\

/ Block 1: Stage-2-Al Block 1: Stage-3-Al \
Initial Selection Initial Selection
Al Recommendation *30 Al Recommendation  [<30
KVeriﬁcation Selection / \Veriﬁcation Selection /
Y ]
Post-Condition Survey Post-Condition Survey
1] L]
Block 2: Stage-3-Al Block 2: Stage-2-Al
Initial Selection Initial Selection
Al Recommendation *30 Al Recommendation 30
Verification Selection Verification Selection
N VAN J
¥ o ¥ \
Post-Condition Survey Post-Condition Survey
\ /
t END

Figure 5.2: Flowchart of the SoA experiment.

Initially, participants were presented with a reference image along with five options: one
correct alternative and four distractors (see Figure 5.3). The correct selection was struc-
turally identical to the reference image, but was rotated in the horizontal and/or vertical
axes. Participants were instructed to accurately identify the image representing the same
3D object as the reference within 15 seconds. When participants failed to make a selection
within the allocated time, the interface displayed the message “You did not make a selection
within the time limit.” The participants had to click “Next” to proceed to the subsequent
trial.

Following their initial selection, participants provided their confidence level using a visual
analog scale to provide their self-perceived certainty about their initial response. The scale
ranged from “Not confident at all” on the left extreme to “Absolutely confident” on the right
extreme.

After making their initial selection, participants received the Al system’s recommendation

70



4 &
wwa
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Figure 5.3: Participants selected an initial answer within 15 seconds. Their initial selection
was highlighted in yellow.

in one of two forms. The Stage-2-Al predicted the shape that the participant selected and
presented a rotation closely matching the reference image orientation (Figure 5.4a). This
design allowed participants to visually compare their selection with the reference, implicitly
helping the decision-making process. In contrast, Stage-3-Al provided explicit advice. If the
ATD’s classification of the participants’ initial selection aligned with the reference image, it
advised the participant to “accept” their initial answer (Figure 5.4b). Conversely, if there
was a mismatch, the Al recommended to “reject” the initial selection.

After reviewing the Al’s prediction, participants were given 10 seconds to make a final
verification decision. They could either confirm their initial answer by selecting “I was right”
or flag their initial answer by clicking “I was wrong.” This time-constrained decision-making
process added an element of pressure to the task. If participants failed to make a selection

within the allocated 10 seconds, they were skipped to the next trial.

LR 10 LI
Iy Ly

Your Initial Choice was: Right
The Automation was: Correct
Your decision on the initial answer was: Correctly Committed

If your initial answer was correct, press Right.
If your initial answer was wrong, press Wrong.

o T Y Fooo% w2 % 7
s i - » = s i - ] n
Ly
(a) Stage-2-Al Prediction (b) Stage-3-AI Advice

Figure 5.4: Al advice was presented in Stage-2-Al or Stage-3-Al format. The Stage-2-Al
displayed its prediction, oriented to closely match the angle of the reference image. The
Stage-3-Al provided explicit advice.
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Upon completing each trial, participants were presented with performance feedback, which
included assessments of the participant’s initial selection accuracy and the Al's accuracy (see
Figures 5.5a and 5.5b).

Following the performance feedback, participants used two visual analog scales to report
their trust in the AI (ranging from “I don’t trust the decision aid at all” on the far left to “I
absolutely trust the decision aid” on the far right) and their perception of the AI’s reliability
(ranging from 0 to 100).

wan wan
L L
Wy Wy
Your Initial Choice was: Right Your Initial Choice was: Right
The Automation was: Correct The Automation was: Correct
Your decision on the initial answer was: Correctly Committed Your decision on the initial answer was: Correctly Committed
' = %2 " 'y '3 = ™3 3 ')
s i - y ] =3 [ 5] i - ™ =
{ | You were Right
iy
(a) Stage-2-Al Feedback (b) Stage-3-AI Feedback

Figure 5.5: Feedback was presented following the final verification selection. Feedback in-
cluded the accuracy of participants’ initial selection (right or wrong), the accuracy of Al
prediction (correct or incorrect), and the accuracy of participants’ final selection (correctly
committed or incorrectly committed).

5.2.4 Experimental Design

The experiment utilized a 2x3 within-subjects design. The independent variables were stages
of automation (Stage-2-Al or Stage-3-Al) and outcome type. Outcome type was defined
based on the correctness of the Stage-2 classification and the resulting Stage-3 recommen-
dation, and was categorized as simultaneously correct, simultaneously incorrect, and unin-
tended safeguard (Table 5.2). The order of Stage-2-Al and Stage-3-Al was counterbalanced

across participants to control for order effects.

5.2.5 Measures

We collected a range of performance, behavioral, and subjective measures. Regarding per-
formance and behavioral measures, we measured participants’ change in performance from
initial to final responses, as well as participants’ reaction time.

In terms of subjective measures, after each trial ¢, participants reported their perceived
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Table 5.2: Outcome type was defined based on the correctness of the Stage-2 classification
and the resulting Stage-3 recommendation, and was categorized as simultaneously correct,
simultaneously incorrect, and unintended safeguard.

Correct Correct
Outcome Type Stage-2 Stage-3
Classification Recommendation
Simultaneous Correct  Yes Yes
Simultaneous Incorrect No No
Unintended safeguard  No Yes

reliability of and their dynamic trust in their automation, Perceived reliability(i) and
Trust(i). Based on them, we calculated each participant’s trust adjustment and their av-
erage perceived reliability of the automation. After participants completed a 30-trial block
with each SoA, they reported their trust in the automation and the perceived usability of

the automation.

APerformance. For each trial, participants’ initial performance was measured based
on the accuracy of their initial response: 1 indicates right and 0 wrong (see Figure 5.3).
Similarly, their final performance was determined by whether they correctly selected “I
was right” or “I was wrong” (see Figure 5.5b). We defined APerformance as a cate-
gorical variable showing the difference between the final and initial performance, where

APerformance € {—1 = decrement,0 = same, 1 = increment}.

APerformance(i) = Final Performance(:) — Initial Performance(:), ¢=1,2,3,...,30

Reaction Time. For each trial, reaction time was measured in seconds from the moment
the AT prediction appeared to when the participant pressed either the “I was right” or “I was
wrong” button (see Figure 5.4b). A logarithmic transformation was applied to the reaction

time data prior to statistical analysis to reduce skewness and improve normality.

Trust Adjustment. After each trial ¢, participants reported their ¢rust(i) in the Al decision

aid. We calculate a trust adjustment as:
Trust adjustment(i) = Trust(i) — Trust(i — 1), where i = 2,3, ..., 30

The moment-to-moment trust was reported after each trial. Therefore, 29 trust adjust-

ments were obtained from each participant in each SoA.

Post-Condition Perceived Reliability Rating. As part of the post-condition question-
naire, participants rated perceived reliability on a visual analog scale (0-100) after each SoA

interaction.
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Post-Condition Trust Rating. After experiencing each SoA, participants completed a

9-item trust questionnaire (Muir and Moray, 1996).

System Usability Scale Score. After experiencing each SoA, participants completed
the System Usability Scale (SUS) questions (Brooke et al., 1996).

5.2.6 Experimental procedure

Prior to the experiment, participants completed a pre-experiment survey, including demo-
graphic questions and a trust propensity survey to assess their general tendency to trust
AT (Merritt et al., 2013). They then watched a video explaining the experimental task and
were informed that the Al recommendations may be correct or incorrect. Participants were
assigned to either the Stage-2-Al-First or Stage-3-Al-First group using a counterbalanced

design. After each block of 30 trials, participants completed a post-condition survey.

5.2.7 Statistical Analysis

We built mixed-effects models to analyze data on Aperformance, reaction time, and trust ad-
justment, with outcome type (Table 5.2) and Stage of Automation (SoA) as fixed effects and
participants modeled as random intercepts. Degrees of freedom (df) were estimated using the
Kenward-Roger method, which adjusts the variance-covariance matrix of the fixed effects via
a Taylor series expansion before computing df (Kenward and Roger, 1997). This approach
is widely used in mixed-effects modeling because it reduces Type I error rates, yields more
accurate p-values, and remains reliable under small samples, unbalanced designs, and com-
plex random-effects structures (McNeish and Stapleton, 2016; Luke, 2017; Kuznetsova et al.,
2017). Since Aperformance is an ordinal categorical variable, we used mixed-effects ordinal
logistic regression, specifically, cumulative link mixed models (CLMMs) were implemented
via the clmm function in the ordinal package in R (Christensen, 2019, 2018). Reaction time
and trust adjustment, both continuous variables, were analyzed using linear mixed-effects
models (LMMSs), implemented via the lme4 package in R (Bates et al., 2014).

We adopted an iterative approach to construct models. Following standard approaches
for mixed-effects modeling, models were initially specified with a simple structure and pro-
gressively extended to include additional fixed and random effects (Field et al., 2012). Model
comparisons were conducted using likelihood ratio tests (LRTSs), and the simpler model was
kept when no significant improvement in fit was observed. Statistical significance was deter-
mined at a = .05, and marginal significance was noted for p < .1.

To analyze post-condition survey data (i.e., SUS score, trust rating, and perceived relia-

bility rating), we conducted paired-sample t-tests.
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5.3 Results

The results section is structured in subsections that progressively broaden the scope of
analysis. We first examine differences between SoA when unintended safeguards occur.
Next, we analyze SoA differences within each Al accuracy (correct vs incorrect). Finally, we
compare outcomes based on the SoA (Stage-2-Al vs. Stage-3-Al).

Initial reaction time values (measured during the stage shown in Figure 5.3) exceeding
three standard deviations of the mean across the whole dataset were classified as outliers
and excluded from all analyses. A log scale transformation was applied to the final reaction
time data for the statistical analyses. For ease of interpretation, descriptive statistics (means
and standard deviations) are reported in seconds.

Tables 5.3 and 5.4 summarize descriptive statistics for performance, reaction time, and

trust adjustment. Marginal averages for each SoA level are presented in Table 5.5.

5.3.1 Comparing between SoA when Al is correct and incorrect

In this section, we present results when Al is simultaneously correct or incorrect in both

classification and decision recommendation.

Table 5.3: Counts of APerformance categories and means (with standard deviations) of
reaction time and trust adjustment, grouped by SoA and AI Correctness.

SoA Binary Representation APerformanc Count Total Reaction Trust
Initial Al Final ¢ © (n) Count Time Adjustment
Response  Correctness Response (n) (s)
_ 1 1 0 1 21
Stage 3 1236 3.23 (2.09) 1.32 (4.94)
1 1 1 0 1212
(Correct 0 i 0 0 164
] =4
Recommendation) 0 1 1 1 571 735 5.38 (2.83) 1.57 (6.32)
Stage 2 : ! 0 N 1 1201 4.00 (2.20) 1.63 (6.45)
1 1 1 0 1160
(Correct 0 1 0 0 283
aecificati =4 =
Classification) 0 1 1 1 455 738 6.13 (2.63) 1.34 (5.35)
Stage 3 ! 0 0 1 s 323 5.45 (2.46) -6.14 (9.84)
1 0 1 0 245
(Incorrect 0 0 0 0 30
Recommendation) 0 0 1 0 939 100 4.43 (2.99) -4.92 (7.46)
Stage 2 ! 0 0 1 60 202 6.27 (2.33) -5.89 (10.64)
1 0 1 0 232
(Incorrect 5 0 3 0 ©
Classification) 0 0 1 1 93 110 5.11 (2.50) -5.00 (11.60)

Note that Count (n) refers to the number of observations within each correctness category (final response
right (1) or wrong (0)), whereas total count refers to the sum of right and wrong observations within a given
pattern.

APerformance. When Al was correct, the effect of SoA was significant (§ = .308, SE =
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072, z = 4.26, p < .001), indicating that participants had 1.36 times greater odds (95%
CI = [1.18,1.57]) of improving Aperformance using Stage-3-Al compared to using Stage-
2-Al. When AI was incorrect, the effect of SoA was marginally significant (8 = —.325,
SE = 170, z = —1.904, p = .057), indicating that Stage-3-Al marginally reduced odds of
improving Aperformance by .72 (95% CI = [.52,1.01]) compared to Stage-2-AI (Table 5.3).

Reaction Time. When Al aid was correct, participants showed significantly shorter reac-
tion time when using Stage-3-Al (Mean (SD) = 4.03s (2.61)) compared to using Stage-2-Al
(Mean (SD) = 4.79s (2.59)) (¢(3783.02) = —13.42, p < .001, Cohen’s d = —.432). When Al
aid was incorrect, shorter reaction time was also observed in the Stage-3-Al condition (Mean
(SD) = 5.21s (2.63)) compared to the Stage-2-Al condition (Mean (SD) = 5.96s (2.43))
(t(752.61) = —5.11, p < .001, Cohen’s d = —.365) (Table 5.3).

Trust adjustment. When Al aid was correct, no difference in trust adjustment was found
between Stage-3-Al (Mean(SD) = 1.41(5.49)) and Stage-2-Al (Mean(SD) = 1.52(6.06))
conditions (#(3622.42) = —0.650, p = .516, Cohen’s d = —.02). When AI aid was
incorrect, no difference in trust adjustment was observed in the Stage-3-Al condition
(Mean(SD) = -5.85(9.35)) compared to the Stage-2-AI condition (Mean(SD) = -5.65(10.90))
(¢(756.59) = —0.940, p = .348, Cohen’s d = —.067) (Table 5.3).

5.3.2 Comparing between SoA when Unintended Safeguards oc-

cur

Table 5.4: Counts of APerformance categories and means (with standard deviations) of
reaction time and trust adjustment, grouped by Final Response Accuracy and SoA, for
unintended safeguard.

Outcome SoA Binary Representation APerforman Count Total Reaction Trust
Type © Initial ~ Automation Final eriotinance (n)  Count  Time Adjustment
Response  Correctness Response (n) (s)
Inadvertent ) 0 1 0 0 40 .
Safeguard Stage 3 0 1 1 1 147 187 5.29 (2.91) 1.16 (6.03)
) 0 0 0 0 91
Stage 2 0 0 1 1 130 221 6.43 (2.75) -2.38 (9.84)

Note that Count (n) refers to the number of observations within each correctness category (final response
right (1) or wrong (0)), whereas total count refers to the sum of right and wrong observations within a given
pattern.

APerformance. We conducted a mixed-effects ordinal logistic regression to examine
whether SoA predicted changes in APerformance (-1 = decrement, 0 = same, 1 = incre-
ment). The model revealed a statistically significant effect of SoA, f = 1.00, SE = .242,
z = 4.15, p < .001. The odds ratio (OR) was 2.75 (95% C1 = [1.71,4.44]), indicating that
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participants using Stage-3-Al had 2.75 times the odds of being in a higher APerformance
category (e.g., 1 vs 0, or 0 vs -1) compared to those using the Stage-2-Al (Table 5.4).

Reaction Time. A pairwise comparison of unintended safeguard outcomes indicated that
Reaction time in Stage-3-Al (Mean (SD) = 5.29s (2.91)) was significantly shorter than in
Stage-2-Al (Mean (SD) = 6.43s (2.75)) (t(351.21) = —5.04, p < .001, Cohen’s d = —.5306)
(Table 5.4).

Trust adjustment. A pairwise comparison of unintended safeguard outcomes indicated
that trust adjustment in Stage-2-Al was significantly different than the trust adjustment in
Stage-3-Al (¢(385.39) = 4.47, p < .001, Cohen’s d = .457) (Table 5.4).

Trust decrement shown in pattern WI of Stage-2-Al (Mean(SD) = -2.38 (9.84)) was
significantly below 0 (¢(175) = —4.09, p < .001, Cohen’s d = —0.31). In contrast, trust
increment shown in pattern WCx of Stage-3-Al (Mean(SD) = 1.16 (6.03)) was marginally
above 0 (£(208) = 1.89, p = .06, Cohen’s d = 0.15).

5.3.3 Comparing Between SoA (Stage-2-Al vs. Stage-3-Al)

Overall APerformance. The effect of SoA on overall Aperformance was significant (§ =
211, SE = 061,z = 3.48,p < .001), indicating that participants had 1.24 times the odds
(95% CT = [1.10,1.39]) of improving Aperformance using Stage-3-Al compared to using
Stage-2-Al (Table 5.5).

Overall Reaction Time. Significantly shorter reaction time was observed in the Stage-3-
AT (Mean (SD) = 4.31s (2.68)) compared to in the Stage-2-Al (Mean (SD) = 5.12s (2.64))
(¢(89) = 5.02, p < .001, Cohen’s d = .53) (Table 5.5).

Table 5.5: Counts of APerformance categories and means (with standard deviations) of re-
action time and trust adjustment, grouped by SoA. The table presents the marginal average.

SoA APerformance Count (n) Total Count (n) Reaction Time (s) Trust Adjustment

1 102

Stage 3 0 1741 2581 4.31 (2.68) 196 (6.85)
1 738
1 101

Stage 2 0 1848 2562 5.11 (2.64) 054 (7.87)
1 613

Note that Count (n) refers to the number of observations within each APerformance category, whereas total
count refers to the sum of all observations within each Stage.

System Usability Scale (SUS) Score. A significantly higher SUS score was observed
after participants interacted with the Stage-3-Al (Mean(SD) = 75.35 (12.27)) compared to
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using the Stage-2-Al (Mean(SD) = 71.37 (15.42)) (£(89) = 2.64, p < .01, Cohen’s d = .27)
(Figure 5.6).

Post-Condition Trust Rating. A significantly higher mean post condition trust rating
was observed after participants used the Stage-3-Al (Mean(SD) = 64.35 (15.87)) compared
to using the Stage-2-Al (Mean(SD) = 60.26 (17.17)) (¢(89) = 1.99, p < .05, Cohen’s d = .21)
(Figure 5.6).

Post-Condition Perceived Reliability Rating. A significantly higher post-condition
perceived reliability rating was observed after participants interacted with the Stage-3-Al
(Mean(SD) = 79.72 (10.50)) compared to using the Stage-2-Al (Mean(SD) = 74.36 (15.97))
(¢(89) = 3.13, p < .01, Cohen’s d = .33) (Figure 5.6).
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Figure 5.6: Comparing system usability score (SUS) rating, post-condition trust rating, and
post-condition perceived reliability between the two SoA

5.4 Discussion

In this section, we discuss the findings in relation to our aims and hypotheses.

Prior literature on stages of automation (SoA) cautions that higher SoA automation
should be implemented carefully in safety-critical systems, because the automation failures
at higher stages are more likely to be missed by human operators than failures at lower stages
(Rovira et al., 2002; Sarter and Schroeder, 2001; Sethumadhavan, 2009; Crocoll and Coury,

1990). When unintended safeguards were excluded, consistent with established findings, par-
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ticipants using Stage-3-Al experienced greater performance decrements when Al provided in-
correct recommendations, reflected by a marginally greater decrease in APerformance (H1b
partially supported). In contrast, when Al recommendations were correct, Stage-3-Al yielded
greater APerformance improvements than correct classification in Stage-2-Al (H1a partially
supported). Regardless of Al accuracy, trust adjustment remained stable across the two SoA
conditions. Reaction times were consistently faster with Stage-3-Al than Stage-2-Al (H1c
supported), replicating prior evidence that higher stages of automation can reduce cognitive
workload by supporting decision selection (Rovira et al., 2002; Wickens et al., 2007; Gegoff
et al., 2025).

Expanding upon the foundational SoA research that modeled automation errors using bi-
nary classifications (i.e., correct vs. incorrect) (Crocoll and Coury, 1990; Rovira et al., 2002;
Sarter and Schroeder, 2001; Sethumadhavan, 2009; Rovira et al., 2007; Tatasciore et al., 2020;
Wickens et al., 2007; Rovira et al., 2007; Picco et al., 2025; Gegoff et al., 2025; Wang et al.,
2025), we introduce multi-class Al performance patterns, where unintended safeguards (pat-
tern WI) can emerge, cases in which an incorrect Al classification produces an inadvertently
correct recommendation (Kim et al., 2025b). When focusing on the unintended safeguard
cases, Stage-3-Al resulted in significantly greater odds of A performance improvement and
faster reaction time compared to Stage-2-Al (H2a fully supported), despite identical un-
derlying classification accuracy. Moreover, trust increased under Stage-3-Al but decreased
under Stage-2-Al had a trust decrement (H2b supported). Notably, although unintended
safeguards in Stage-2-Al classification implicitly signaled a mismatch between the partici-
pants’ initial selection and the AI’s classification, participants did not consistently leverage
this information to improve task performance. In contrast, when the same underlying Al
classification was translated into an explicit decision-level guidance in Stage-3-Al recom-
mendation, participants demonstrated significantly greater task performance improvements
and larger trust increases. These results suggest that the “functional utility” of unintended
safeguards is amplified when correct interaction-level predictions are conveyed as actionable
advice (Stage-2-Al), rather than as raw underlying classification information in Stage-2-Al,
where users must infer implications.

Studies have indicated that AI accuracy strongly influences automation dependence, that
higher automation reliability promotes greater reliance and compliance (Dixon and Wick-
ens, 2006; Chancey et al., 2017). The underlying Al classification accuracy in this study
exceeded the commonly cited 70% usefulness threshold (Wickens and Dixon, 2007). The
presence of unintended safeguards, where the incorrect classification in Stage-2-Al becomes
correct advice in Stage-3-Al, further increased the interaction-level accuracy of Stage-3-Al,

contributing to greater overall task performance, faster overall reaction times, greater system
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usability, higher post-condition trust, and higher post-condition perceived reliability relative
to Stage-2-Al (H3 supported).

We proved with Proposition 1 that the overall correct probability of Stage-3-Al, g+r(1—
t), is always greater than or equal to that of Stage-2-Al, ¢q. The task performance advantage
of Stage-3-Al becomes more pronounced as (1 — t) increases. This probability is driven by
two factors: wrong initial input (probability 1 — ¢, where Y is selected instead of X) and the
AT’s error of misclassifying the input as a Z (probability ), which is unrelated to both X and
Y (see Figure 5.1). The hypothetical scenario in the introduction involved three simplified
“classes” of medications, X, Y, and Z. In practice, the likelihood of unintended safeguards
increases as the number of possible classes grows, expanding the margin for both input and
classification errors. For example, an analysis of 10,399,324 electronic prescriptions from 2019
to 2021 reported 353,002 unique medications (Lester et al., 2022). With such a large number
of classes, both the probability of wrong input (1 —t) and the probability of misclassification
(r) may increase, as there are substantially more alternatives for both selecting the wrong
medication and misclassifying it. In this setting, the incorrect input could be mapped not
only to Z, but to a large set of other medications (n=353,000), increasing the likelihood that
some misclassifications may still lead to operationally acceptable recommendations.

These benefits are likely to generalize to other complex real-world domains characterized
by multi-class classification, such as TSA luggage screening, medical diagnosis, manufactur-
ing, defense, and large language model auditing (Walter et al., 2024; Sundaram and Zeid,
2023; Souissi et al., 2019; Rashid et al., 2023; Rastogi et al., 2023). In such contexts, cer-
tain misclassifications may be operationally equivalent, allowing system-level safety to be
preserved when they result in correct or safe decision recommendations. It is important to
note, however, that the performance advantages of Stage-3 systems arise specifically when
unintended safeguards are present. While these structural buffers can enhance the accuracy
of final decision recommendations, they may also contribute to the perceived “black-box”
nature of Al systems. Evidence suggests that when both Stage-2 and Stage-3 information
are available, human operators tend to prioritize the correctness of Stage-3 outputs over
incorrect Stage-2 classification (Gegoff et al., 2025). Accordingly, future research should ex-
plicitly investigate multi-class classification scenarios across Stage 2, Stage 3, and integrated
Stage 2&3 configurations in a variety of domains. Examining how unintended safeguards
influence performance across these configurations can provide deeper insight into the roles
of transparency and explainability in systems where underlying model-level errors do not

necessarily lead to incorrect decision recommendations.
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5.4.1 Limitations

This study has several limitations. First, the current study was conducted over a relatively
small number of trials (30 trials), which limits insights into how operator behavior and
performance change over time. Future research could benefit from longer-duration designs
to examine whether the benefits of Stage-3-Al remain as users adapt to and gain expertise
with Al during extended collaboration.

Second, the experimental design prioritized accuracy over speed. The incentive structure
rewarded correct verification outcomes rather than quicker responses, encouraging careful
decision-making within the time constraint. However, real-world operational contexts vary
widely in the degree and nature of time pressure they impose. In environments with higher
temporal incentives or lower Al reliability, the balance between speed and accuracy may
differ. Future research should systematically manipulate time pressure and Al reliability to
examine how speed-accuracy trade-offs interact with SoA and unintended safeguards.

Third, while the findings provide general insights, the applicability to domain-specific and
real-world contexts, especially in safety-critical environments, remains to be validated. Fu-
ture studies should examine SoA in domain-specific simulations and multi-class classification
tasks to assess whether the observed difference between incorrect classification in Stage-2-Al
and correct recommendation in Stage-3-Al generalizes across complex operational settings.
Additionally, extending this work to multi-task environments would clarify the influence of

unintended safeguards under higher cognitive workloads and competing task demands.

5.5 Conclusion

Existing research on stages of automation (SoA) suggests that even though increasing SoA
could benefit performance when reliable, failures result in greater negative consequences.
Similar to prior literature, our findings also indicate that Stage-3-Al led to poorer task
performance when Al recommendations were incorrect compared to Stage-2-Al.

However, we further broke down the binary dichotomy (accuracy classification of correct
versus incorrect) into multi-classification cases and proved with Proposition 1 that an Al
system operating at a higher stage will yield greater interaction-level accuracy. This greater
accuracy is driven by the unintended safeguards, in which incorrect classifications in Stage-
2-Al become correct interaction-level advice in Stage-3-Al. The increased Al accuracy of
Stage-3-Al led to a higher overall verification task performance, followed by quicker reaction
time, a greater system usability score, a higher post-condition trust rating, and a higher

post-condition perceived reliability.

81



Such benefits may extend to domains in which unintended safeguards can emerge during
human-Al interaction in multi-class decision contexts, including TSA luggage screening,
medical diagnosis, manufacturing, defense, and large language model auditing (Walter et al.,
2024; Sundaram and Zeid, 2023; Souissi et al., 2019; Rashid et al., 2023; Rastogi et al., 2023).
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CHAPTER 6

Conclusion and Future Directions

6.1 Summary, Intellectual Merit, and Practical Impact

This dissertation advances understanding of human trust and performance in Al-assisted
decision-making by systematically examining how Al uncertainty, multi-class error catego-
rization framework, severity of error consequence, and stages of automation shape human-Al
interaction. Across four complementary research aims, this work moves beyond traditional
binary performance categorization models of automation performance to capture the com-
plexity inherent in multi-class classification scenarios of real-world, safety-critical Al-assisted

decision environments.

6.1.1 Connecting to Existing Literature

Chapter 2 contributes to the literature on trust in Al-assisted healthcare technologies by ex-
amining pharmacists’ trust in automated pill verification systems. Prior research in human-
automation interaction has shown that transparency and uncertainty information can in-
fluence user trust and reliance on automated systems (Lee and See, 2004; Hoff and Bashir,
2015; Chatzimparmpas et al., 2020a). However, empirical work examining these factors in
pharmacy workflows has been limited. Chapter 2 addressed this gap by investigating how
pharmacists perceive and interact with an Al-assisted pill verification system, particularly
when uncertainty information is presented. The findings suggest that pharmacists generally
demonstrate a high disposition to trust automated systems, and that transparent presenta-
tion of AI uncertainty can influence trust calibration. This aim extends the human-Al trust
literature into a domain where AI system errors may directly affect patient safety.

Chapter 3 expands the literature on human-Al trust by examining automation perfor-
mance beyond the commonly used binary framework of signal detection theory (SDT) (Tan-

ner and Swets, 1954; Hautus et al., 2021). The majority of the existing research in trust
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in automation/autonomy /AT systems modeled automation outcomes as either correct or in-
correct predictions (Wang et al., 2009; Du et al., 2020; Neyedli et al., 2011). While this
binary categorization has supported many theoretical developments in human-automation
interaction (Bhat et al., 2022; Yang et al., 2017; Chancey et al., 2017), it does not reflect
the complexity of modern Al systems that often operate in multi-class classification envi-
ronments. Chapter 3 addressed this limitation by identifying and analyzing distinct error
patterns that emerge when Al systems interact with human decision-makers in multi-class
settings. The results demonstrate that different AI error patterns can produce substan-
tially different effects on human performance, response time, and trust adjustment. By
revealing how specific types of Al errors influence human behavior, this study contributes
to a more nuanced understanding of trust dynamics in contemporary Al-assisted decision
environments.

Chapter 4 examines how the consequences of errors influence trust and reliance in human-
Al collaboration. Prior literature has recognized error consequence as an important factor
affecting trust in automation (Hoff and Bashir, 2015). However, empirical findings on how
consequence severity affects reliance on automation have been mixed, and relatively few
studies have explored this issue in the context of Al-assisted decision making (Ezer et al.,
2008; Lyons and Stokes, 2012; Satterfield et al., 2017). This chapter addressed this gap by
experimentally manipulating the perceived consequences of errors and examining how users
adjusted their trust, reliance, and visual attention when interacting with AI support. The
results suggest that higher perceived consequences lead users to rely less on Al assistance
and engage in more independent verification behaviors. Chapter 4 is especially relevant to
the pharmacy domain because, although most dispensing errors do not lead to harm, some
carry severe consequences, potentially resulting in injury or death depending on the dosage
and the patient’s level of vulnerability (Aldhwaihi et al., 2016). An important consideration
is pharmacists’ ability to recognize medications that carry higher clinical risks. In real-world
practice, pharmacists are generally aware that certain drugs require heightened vigilance.
These are known as high-alert medications, defined as medications that bear a heightened
risk of causing significant patient harm when used in error (Engels and Ciarkowski, 2015;
Cohen et al., 2007). This domain knowledge allows pharmacists to implicitly distinguish
between higher- and lower-risk dispensing situations even without explicit visual cues. In
Chapter 4, consequence levels were communicated through simplified visual indicators to
ensure clear manipulation. However, in real-world environments, pharmacists rely on their
professional training and experience to identify situations that warrant additional verification
and caution. Understanding how pharmacists adjust their trust and reliance on Al systems

across medications with varying levels of clinical risk remains an important direction for
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future research.

The stages of automation (SoA) framework have provided theoretical foundations for un-
derstanding how automation supports human information processing (Parasuraman et al.,
2000; Wickens et al., 2010). Chapter 5 contributes to the literature on SoA by examining
how trust and user behavior vary across Stage-2 and Stage-3 systems. Prior studies sug-
gest that although Stage-3 systems may offer performance advantages over Stage-2 systems
when both systems operate accurately, the cost of automation failure is typically greater
for Stage-3 systems (Crocoll and Coury, 1990; Rovira et al., 2002; Sarter and Schroeder,
2001; Sethumadhavan, 2009; Rovira et al., 2007). These studies generally classify automa-
tion accuracy in binary terms (correct or incorrect) using the signal detection theory (SDT)
framework (Tanner Jr and Swets, 1954; Sorkin and Woods, 1985; Hautus et al., 2021).
However, when automation performance is considered within a multi-class framework, unin-
tended safeguards can occur in which an incorrect classification at the Stage-2 level results
in a correct recommendation at the Stage-3 level. Building on this perspective, Chapter 5
demonstrated through a mathematical proposition that Stage-3 systems can achieve Al re-
liability that is greater than or equal to that of Stage-2 systems, depending on the presence
of these unintended safeguards. The empirical results further showed that this increased
reliability can lead to greater performance and trust benefits for Stage-3 systems. These
findings suggest that trust adjustment is shaped not only by the underlying accuracy of Al
classifications but also by the practical utility of the AI’s recommendation. Although both
outcomes may stem from incorrect underlying classifications, they differ in their utility for
supporting safe human-AlI performance (Kim et al., 2025b). It is important to note, how-
ever, that the performance benefits of Stage-3 systems arise specifically when unintended
safeguards are present. While this structural buffer can enhance the operational accuracy
of decision recommendations, it may also contribute to the perceived “black-box” nature of
AT systems (Von Eschenbach, 2021). In such cases, the correctness of the Stage-3 recom-
mendation may appear “deceptive,” as it stems from Stage-2 errors. Evidence suggests that
when both Stage-2 and Stage-3 information are available, human operators tend to prioritize
the correctness of Stage-3 recommendations even when the underlying Stage-2 classification
is incorrect (Gegoff et al., 2025). Future research should therefore explicitly investigate
differences among Stage-2, Stage-3, and integrated Stage-2/3 configurations across various
domains. By examining how unintended safeguards influence performance and trust across
these configurations, researchers can better understand the roles of transparency and ex-
plainability in Al systems where model-level errors do not always lead to incorrect decision

recommendations.
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6.1.2 Intellectual Merit

This dissertation makes several key theoretical contributions to the literature on human-Al
interaction and trust in automation. Most notably, it challenges the predominant reliance
on binary Signal Detection Theory frameworks to capture automation performance by in-
troducing a beyond-binary, multi-class decision framework that more accurately reflects the
complexities of modern Al-assisted decision-making. This framework reveals novel error pat-
terns and trust dynamics that are unnoticed under traditional binary performance classifica-
tions, thereby extending foundational theories of trust dynamics (Chapter 3). By integrating
severity of error consequences (Chapter 4) and stages of automation (Chapter 5) into this
multi-class framework, this thesis advances a more nuanced and dynamic understanding of
trust in complex decision environments. Collectively, these contributions provide a unifying
theoretical foundation for studying trust and performance in Al systems whose predictions,

errors, and impacts are inherently non-binary.

6.1.3 Practical Impact

The findings offer actionable insights for the design and deployment of Al systems in high-risk
domains.

Chapter 2 provides the first empirical evidence of pharmacists’ trust in automated pill ver-
ification technology, demonstrating that transparent presentation of Al uncertainty, designed
through focus group studies and grounded in human factors principles, can meaningfully en-
hance trust in healthcare settings. By incorporating user feedback into the design process
and applying established cognitive systems engineering approaches, this work highlights the
importance of user-centered Al design that integrates transparent uncertainty communica-
tion into clinical AT tools to support safety.

Chapter 3 demonstrates that varying Al error types have distinct effects on human trust
and performance, revealing that some errors can mislead operators through false reassurance,
while others can paradoxically improve safety by prompting verification. As multi-class clas-
sification scenarios become increasingly prevalent in advanced Al systems across domains
such as healthcare, autonomous driving, e-commerce, and luggage screening, these find-
ings highlight the importance of examining human-Al performance through the multi-class
framework to capture the nuanced differences in trust and performance.

Chapter 4 demonstrates that users adapt their reliance on Al in response to consequence
severity, becoming more vigilant in high-risk situations. This suggests that AI systems
capable of identifying and signaling high-consequence contexts may help mitigate errors by

encouraging appropriate human oversight.
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Finally, Chapter 5 informs the selection of appropriate stages of automation by showing
that higher stages can yield superior interaction-level performance when evaluated through
the multi-class framework, including the presence of unintended safeguards. In safety-critical
domains, careful consideration of automation stages is essential to balance performance ben-
efits with potential risks and ensure safe and effective human-AI collaboration.

Together, these findings can guide the development of Al systems that are safer, more
transparent, and better aligned with human decision strategies in safety-critical domains,

enabling the operators to make more informed and accurate decisions.

6.2 Future Work

As with all research, this dissertation has limitations that highlight avenues for further refine-
ment and future investigation. Addressing these limitations and investigating the identified
future research directions will strengthen the validity, generalizability, and practical relevance
of the findings. Such efforts will be essential to ensure the safe, effective, and responsible

deployment of Al systems in real-world settings, especially within safety-critical domains.

6.2.1 Considerations for Pharmacy Technology Implementation

Chapter 2 represents one of the first exploratory efforts to examine trust in automated pill
verification technology. While the findings indicate that pharmacists generally exhibit a high
disposition toward trusting automation and that transparent Al uncertainty presentation can
further enhance trust, successful real-world integration depends on addressing several key
variables.

First, the study did not explicitly vary the clinical risk associated with each medication.
In practice, medications differ substantially in their potential to cause patient harm, and
future work should examine how trust and reliance change when pharmacists interact with
Al systems across medications with varying levels of clinical risk.

Second, the experimental design provided immediate feedback on Al performance follow-
ing pharmacists’ accept-reject decisions. In real-world pharmacy workflows, the consequences
of dispensing errors often become apparent only after a delay, sometimes after the medica-
tion has already been collected by the patient. Capturing this delayed-feedback dynamic
in controlled experimental settings remains a challenge, and future research should develop
methods to better capture how delayed error discovery influences trust, learning, and reliance
over time.

Third, the role of worker training was not explicitly examined in this study. Pharmacists’
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training with automated pill verification systems may critically shape their understanding
of system capabilities, limitations, and appropriate use. Future research should investigate
how different training strategies interact with transparency and uncertainty presentation to

support safe and effective adoption of Al-assisted medication dispensing systems.

6.2.2 Extensions of the Proposed Theoretical Frameworks

Chapters 3, 4, and 5, introduced theoretical frameworks to examine how multi-class decision
scenarios, error consequences, and varying stages of Al and automation influence human
trust and performance in a generalizable experimental context. While these abstractions en-
able systematic investigation across general domains, several limitations highlight important
directions for future research.

First, future work should examine these dynamics within domain-specific tasks. Multi-
class decision scenarios are particularly relevant in domains where Al systems generate mul-
tiple possible classifications that are subsequently reduced to lower-dimensional decision
recommendations for human operators. Examples include TSA luggage screening, where
multiple threat categories inform a binary clear-or-search decision; clinical decision-making
based on medical image classification (e.g., X-rays or radiographs); autonomous vehicle ob-
ject detection, where classification results may inform route adjustments versus proceeding;
and e-commerce systems that classify whether packaged items are eligible for shipment.
Investigating trust and performance within these domain-specific contexts would enhance
ecological validity and support more precise guidance for system design. Moreover, extend-
ing this work to examine varying stages of automation within each domain could further
clarify which forms of Al assistance are most appropriate given domain-specific risk profiles,
task demands, and operational constraints.

Second, this dissertation primarily examined trust from the perspective of the provider,
individuals using Al systems to perform tasks on behalf of others, such as pharmacists
dispensing medication for patients. As Al systems become increasingly embedded in decision-
making processes, it is equally important to consider the perspectives of receivers, including
patients, customers, or the general public. For instance, if a dispensing error occurs due
to an Al failure that a pharmacist was unable to detect, this may fundamentally alter
patients’ acceptance of Al-assisted healthcare and their trust in both the technology and
the provider. Questions regarding responsibility, accountability, and transparency in such
cases remain unresolved and requires further investigation. Future research should explore
how outcomes influenced by Al errors are perceived by receivers and how these perceptions

shape trust, acceptance, and ethical considerations across domains.
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Third, short-term, controlled experimental interactions limit insight into how trust in Al
systems evolves over extended periods of real-world use. Trust is dynamic, and changes as
users accumulate experience with the system. Future research should therefore incorporate
longitudinal designs to examine how trust and reliance develop over time, including how
users adapt to recurring Al errors. Longitudinal studies could also capture learning effects
or disuse behaviors that may not emerge in short-term experiments, thereby providing a
more comprehensive understanding of sustained human-Al interaction and long-term system

safety.
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APPENDIX A

Questionnaires

A.1 Trust Propensity Scale Items

The Merritt et al. (2013) trust propensity scale items were presented on a 5-point Likert

scale, ranging from “strongly disagree” to “strongly agree.”

I usually trust machines until there is a reason not to.
For the most part, I distrust machines.

In general, I would rely on a machine to assist me.
My tendency to trust machines is high.

It is easy for me to trust machines to do their job.

I am likely to trust a machine even when I have little knowledge about it.

A.2 Post-Experiment Survey Items

The Muir and Moray (1996) post-experiment survey items were presented on a 5-point Likert

scale, ranging from “extremely high” to “not at all.”

To what extent does the Al perform its function properly?

To what extent can the AI’s behavior be predicted from moment to moment?

To what extent can you count on the Al to do its job?

To what extent does the Al perform the task it was designed to do in the system?

To what extent does the AI respond similarly to similar circumstances at different

points in time?
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Your degree of faith that the Al will be able to cope with other system states in the

future.
Your degree of trust in the Al to respond accurately.
Your degree of trust in the Al’s display.

Your overall degree of trust in the Al

A.3 Automation Evaluation Interview Items

Study team members described 6 concepts of automation evaluation, and provided an exam-

ple scenario for each concept McDermott et al. (2018). After each description and example,

the participants were asked to provide their thoughts on how the concept relates to the

medication verification Al system.

Observability

1. Did you notice any features that told you how the system was working or making

decisions?

2. Did you notice any features that told you how the system was working or making
decisions?
Predictability

1. Were there any features that conveyed information about the system’s intentions

or goals?

2. What are the aspects of the model that need greater predictability?

Directing Attention
1. In what ways did the system appropriately direct your attention?

2. What could the system do differently to direct your attention more efficiently?

Exploring Solution Space
1. How did the system offer alternative suggestions?
2. How did the system help you problem solve?

3. How could the system be improved to help you problem solve?
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o Adaptability
1. How could this system be more adaptable?

2. Are there additional features that would help convey the system’s adaptability?

e Calibrated Trust

1. What features of the system help you determine how much and when to trust
it?

2. How could this system be modified to improve your trust in it?
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APPENDIX B

Testbed Supporting Figures
B.1 Study 1 Trust Rating

How much do you trust the Al advice?

48
Not at all trust Completely trust

Figure B.1: After each trial i, participants reported their trust(i) in the Al
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B.1.1 MRT Confidence Rating

 Investigation - o x

Practice

How confident are you?

Not confident at all L1 absolutely confident
0 E E e 3

Confirm

Figure B.2: Participants rated their confidence using a visual analog scale.

B.1.2 MRT Trust Rating

# investigation of - o x

Practice

How much do you trust the automation prediction?

1 don't trust it at all ma 1 trust it completely
« Lower Trust Neutral Higher Trust —

What is your perceived reliability of the automation?

50
L8
0 10 20 30 40 50 60 70 80 920 100

Confirm

Figure B.3: Participants rated their trust and perceived reliability using a visual analog
scale.
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