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ABSTRACT

Predicting the future has long been a fundamental aspiration of humankind. In the current

era of big data, the capacity to collect vast amounts of information presents a substantial

challenge in effectively leveraging this data, given its increasing diversity, dynamism, and

scale. In addition, data-driven methods, especially the evermore powerful deep learning

models, are lacking in terms of interpretability and uncertainty quantification.

This dissertation focuses on the theory and the practice that improve the calibration,

sharpness, and interpretability in probabilistic forecasting, with a particular focus on appli-

cations in solar flare forecasting and active region evolution prediction. In terms of data,

we devise methods that fuse historical data, combine multimodal data, and construct phys-

ically meaningful features, to unleash the potential of deep neural networks in solar flare

forecasting. In terms of models, we apply modern methods to estimate the high-dimensional

multiway covariance, and use them to predict the evolution of the high-dimensional multi-

channel spatio-temporal process observed in solar active regions. In terms of post-processing,

we develop statistical theories and efficient algorithms in binary recalibration problems with

potential distribution shifts, and apply them in solar flare prediction regulated by solar cy-

cles. In terms of post-hoc interpretation, we develop attribution tools for astrophysicists to

identify the precursors of solar flares discovered by convolutional neural networks.

With these theoretical and practical advances, we provide refreshing understanding of the

statistical theory that underpins the general probabilistic prediction, and practical predictive

methodology and techniques that utilize massive and complex data.

xvii



CHAPTER 1

Introduction

1.1 Probabilistic Forecasting

Forecasting, i.e., predicting, the future is one thing that we humans have been trying to do

since the earliest times. In some simple cases, the future of a system is fully determined,

like the movement of an ideal pendulum in a vacuum. In other cases, the future is random

or chaotic by nature, like the outcome of tossing a die, or the weather. Regardless of the

existence of deterministic or stochastic mechanisms, in our attempt to predictively model

any system stochastic measurement errors are unavoidable. Therefore, forecasting problems

are inherently probabilistic. Thus, the events to be predicted are best modeled as random

variables drawn from a (possibility unknown) distribution and the prediction procedure is a

function mapping past observables to the event space.

1.1.1 Forecast Verification

So what is considered as a good prediction procedure? This question has inspired forecast

verification, the process of assessing the quality of forecasts. Forecast verification has been

developed in meteorology [320], finance and economics [15, 54], medical diagnosis [223], and

statistics [97, 96]. There have not been a gold standard for what constitutes a good forecasts,

but some of the desired attributes for prediction procedures are as follows [320]:

• Accuracy: the average correctness of between individual forecasts relative to the events

they predict.

• Robustness: the ability of a forecast procedure to consistently achieve high accuracy

over different conditions, e.g., distribution shifts.

• Calibration: the property that the true occurrence rate of events is equal to the pre-

dicted rate of events.
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• Sharpness (or refinement): the variance of the predictor function about its mean.

Another important attribute of forecasts is interpretability. In the era of artificial intel-

ligence (AI), the forecasts and decisions are often made by machines based on “black box”

mechanisms. Although these AI methods exceed human performances in many applications,

the decisions are not always interpretable. However, interpretability is important because:

(1) scientists want to know why the machine made a particular decision to enhance scientific

understanding or discovery, (2) without an explanation of the decision and understanding,

it is difficult to predict how well the AI black box will generalize and how sensitive it may

be to deliberate adversarial attack, and (3) interpretability of the AI black box is crucial for

improving AI technology.

For deep learning methods such as neural networks, the most successful and widely-

used method to interpret or explain the machine’s decisions is to use attribution methods.

Attribution methods reveal the role of particular features or training instances in determining

the the predictions.

Increasingly over time, the focus in forecasting has shifted to modeling events as a spatio-

temporal process, as described by [94]:

“A pressing need is to go beyond the univariate, real-valued case, which we

review, to the multivariate case, such as in temporal, spatial, and spatiotemporal

scenarios and trajectories.”

In this thesis, we consider a particular spatio-temporal prediction problem: solar active

region evolution.

1.1.2 Data-Driven Probabilistic Forecast Pipeline

Machine learning systems are applied to many different applicactions. The training and

evaluating of machine learning models can be summarized as the following pipeline:

Data → Model → Post-processing → Evaluation

The contribution of this thesis to this probabilistic forecasting pipeline is summarized in

Table 1.1. These contributions are organized into 7 chapters, divided into three thematic

areas of parts:

• Part I contains Chapter 2 and 3, where the focus is on machine learning strategies for

solar flare predictions, addressing challenges in multisource and multimodal learning

using neural networks, stacking ensemble, and attribution methods.
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Data Model Post-processing Deployment

Calibration III Calibration
data

III Uniform-mass
binning

III Recalibration III Label Shift
Correction

Sharpness I Multisource
multimodal data

I Neural networks I Stacking I Skill scores

Interpretability II Kronecker
covariance models

I Attribution
methods

Table 1.1: Our contributions to the probabilistic forecasting pipeline. The roman numerals
highlighted with different background colors ( I , II , and III ) before a topic indicates the
part of the thesis it belongs to.

• Part II contains Chapter 4 and 5, where the focus is on scalable and interpretable

modeling of multiway high-dimensional spatio-temporal processes using Kronecker co-

variance models.

• Part III contains Chapter 6 and 7, where the focus is on post-hoc recalibration of

probabilistic predictions produced by machine learning models.

1.2 Solar Flare Forecasting

The central application domain of this thesis is probabilistic forecasting of solar flares. So-

lar flares are explosions in localized magnetic active regions on the sun, featuring a sudden

brightening across the electromagnetic spectrum. They are powerful enough to affect ter-

restrial satellite communications, power grids, and cause aurora. Strong solar flares can

have significant terrestrial impacts, including interfering with radio communications, caus-

ing satellite damage, disrupting power grids, and creating auroras in lower latitudes. Solar

active regions involve complex magnetic configurations that contain precursors to the so-

lar flare. These precursors can be useful for solar flare prediction. Physical modeling of the

magnetohydrodynamics in solar active region has been a long-term effort [244, 51]. However,

physical modeling is not sufficient to accurately predict solar flares. In this thesis, we explore

statistical methods to model solar active regions, and data-driven methods to predict solar

flares.

Solar Active Regions Modeling On the Sun, there are some regions that are more

magnetically active than others. Many powerful solar events occur in these regions. Thus,

modeling the evolution of solar active regions is of interest. Physical modeling of the mag-
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netohydrodynamics for solar active regions has been of interest for many years [244, 51], as

have statistical and data-driven modeling approaches [134, 118, 341].

Data-Driven Solar Flare Forecasting Although the underlying physical mechanism

of solar flares remains poorly understood, significant progress has been made over the past

decade, largely due to the unprecedented abundance of high-quality data collected by several

newly-launched space observatories. Many machine learning approaches including several

deep learning models have been proposed utilizing physics-based or machine-learned features

extracted from image data, but few have dealt with the full time series of AR images.

However, the temporal evolution of active regions undoubtedly contains information for

flare production.

1.3 Outlines and Contributions

This dissertation studies theoretical underpinning and practical techniques in probabilistic

forecasting, with a focus on improving calibration, sharpness, and interpretability. Each

chapter in the thesis provides a comprehensive and self-contained exposition of the topic

pursued. Consequently, certain chapters may share similar introductory material to ap-

propriately set the context for their specific focus. Below we list the high level goals and

contributions of each chapter.

Chapter 2 explores utilising data from multiple sources and merging predictions from

different modalities of the data. Specifically, we consider the flare prediction problem that

distinguishes flare-imminent active regions, which produce an M- or X-class flare in the future

24 hours, from quiet active regions, which do not produce any flare within ±24 hours. Using

line-of-sight magnetograms and parameters of active regions in two data products covering

Solar Cycle 23 and 24, we train and evaluate two deep learning algorithms—convolutional

neural network (CNN) and long-short term memory (LSTM) network—and their stacking

ensembles. The decisions of the CNN are explained using visual attribution methods. The

chapter presents the following three main findings. (1) Training the LSTM on data from two

solar cycles achieves statistically significantly higher True Skill Scores (TSS) as compared to

training the LSTM on data from a single solar cycle. (2) On data from Solar Cycle 23, a

stacking ensemble that combines predictions from LSTM and CNN using the TSS criterion

achieves statistically significantly higher TSS than the best individual model. (3) A visual

attribution method called Integrated Gradients [272] is able to attribute the CNN’s predic-

tions of flares to the emerging magnetic flux in the active region. The Integrated Gradients

attribution also reveals a limitation of CNN as a flare prediction method using line-of-sight
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magnetograms: it treats the polarity artifact of line-of-sight magnetograms as positive ev-

idence of flares. This chapter is based on [270] which was published in the Astrophysical

Journal.

Chapter 3 exploits a novel polar field feature to improve solar flare prediction. We show

that incorporating data associated with the sun’s north and south polar field strengths

can improve solar flare prediction performance, under a variety of machine learning mod-

els. When used to supplement local data from active regions on the photospheric magnetic

field of the sun, the polar field data provides global information to the predictor. While

such global features have been previously proposed for predicting the next solar cycle’s in-

tensity, in this chapter we propose using them to help classify individual solar flares. We

conduct experiments using Helioseismic and Magnetic Imager (HMI) data employing four

different machine learning algorithms that can exploit polar field information. Additionally,

we propose a novel probabilistic mixture of experts model that can simply and effectively

incorporate polar field data and provide on-par prediction performance with state-of-the-art

solar flare prediction algorithms such as the Recurrent Neural Network (RNN). Our experi-

mental results indicate the usefulness of the polar field data for solar flare prediction, which

can improve Heidke Skill Score (HSS2) by as much as 10.1%. This chapter is based on [7]

which was published in Frontiers in Astronomy and Space Sciences. My contributions in

this chapter include constructing the polar field features (Equation (3.1) and (3.2)), revising

the paper, and creating and interpreting Figure 3.1.

Chapter 4 explores the general class of Kronecker-structured covariance models for multi-

way data. Many applications produce multiway data of exceedingly high dimension. Model-

ing such multi-way data is important in multichannel signal and video processing where sen-

sors produce multi-indexed data, e.g. over spatial, frequency, and temporal dimensions. We

address the challenges of covariance representation of multiway data and review some of the

progress in statistical modeling of multiway covariance over the past two decades, focusing on

tensor-valued covariance models and their inference. Several new insights are developed for

applying Kronecker models to physical processes governed by partial differential equations.

We also illustrate the application of Kronecker-structured covariance models in predicting

the evolution of solar active regions over time. This chapter is based on [310] which was

published in the Statistical Surveys. My contributions in this chapter include surveying the

Kronecker product covariance models, running experiments, and drafting and revising the pa-

per. In particular, my focus was on surveying, drafting, and revising Kronecker covariance

decomposition, Kronecker PCA, and Tensor graphical Lasso; revising the introduction of

spatio-temporal dynamics including the Poisson-AR(1) process and the convection-diffusion

process; drafting and revising applications to predicting evolution of solar active regions and
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future works on Kronecker-structured autoencoders.

Chapter 5 describes an implementation of Kronecker-structured covariance models in the

Julia programming language. The increasing availability of high dimensional multi-indexed

data has created an opportunity for the development of graphical modeling software that

bridges the gap between second order statistical and computational models. In this chapter,

we introduce TensorGraphicalModels, a suite of Julia tools for statistical estimation of high-

dimensional multiway (tensor-variate) covariance and precision matrices, with applications to

ensemble Kalman filtering. The Julia package implements several state-of-the-art multiway

covariance and precision matrix estimators. These are illustrated in the context of a physics-

driven forecasting example with an integrated implementation of a tensor ensemble Kalman

filter (EnKF). This chapter is based on [309] which was published in Software Impacts. My

contributions in this chapter include constructing the solar flare datasets, implementing the

Julia code for TeraLasso, drafting the ongoing research on the inference of synchronic global

maps of the solar photospheric magnetic field.

Chapter 6 explores the theory of optimal probabilistic recalibration in binary classification.

Recalibrating probabilistic classifiers is vital for enhancing the reliability and accuracy of

predictive models. Despite the development of numerous recalibration algorithms, until our

work there has been a lack of comprehensive theory that integrates calibration and sharpness

(which is essential for maintaining predictive power). In this chapter, we introduce the

concept of minimum-risk recalibration within the framework of mean-squared-error (MSE)

decomposition, offering a principled approach for evaluating and recalibrating probabilistic

classifiers. Using this framework, we analyze the uniform-mass binning (UMB) recalibration

method and establish a finite-sample risk upper bound of order Õ(B/n+1/B2) where B is the

number of bins and n is the sample size. By balancing calibration and sharpness, we further

determine that the optimal number of bins for UMB scales with n1/3, resulting in a risk bound

of approximately O(n−2/3). Additionally, we tackle the challenge of label shift by proposing a

two-stage approach that adjusts the recalibration function using limited labeled data from the

target domain. Our results show that transferring a calibrated classifier requires significantly

fewer target samples compared to recalibrating from scratch. We validate our theoretical

findings through numerical simulations, which confirm the tightness of the proposed bounds,

the optimal number of bins, and the effectiveness of label shift adaptation. This chapter is

based on [271] which appears in the proceedings of the Thirty-seventh Conference on Neural

Information Processing Systems.

Chapter 7 applies the optimal recalibration and label shift theory to probabilistic solar

flare forecasting. Solar flare forecasting can be prone to prediction bias, producing poorly-

calibrated and unreliable predictions. A major cause of prediction bias is the varying event
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rates between the training and the testing phase, which either comes from data collection

(e.g., collecting the training set and the test set from different phases in a solar cycle) or

data processing (e.g., resampling the training data to tackle the class imbalance). Much of

the research on machine learning methods for solar flare forecasting do not directly address

the prediction bias caused by shifting event rates. In this chapter, we propose a simple yet

effective calibration technique when the event rate in the test set is known. We evaluated

our calibration technique on various machine learning methods (logistic regression, quadratic

desciminant analysis, decision trees, gradient boosting trees, and multilayer perceptrons) that

are trained and evaluated on Space-Weather HMI Active Region Patches (SHARPs) from

2010 to 2022, roughly covering Solar Cycle 24. The experimental results show that, under the

event rate shift, the proposed calibration generally improves the reliability, discrimination,

and various skills as measured by Brier Skill Scores (BSS) and Heidke Skill Scores (HSS).

While the proposed calibration decreases True Skill Scores (TSS) which is insensitive to

the event rate on the target domain, it preserves the peak TSS maximized by varying the

probability threshold. We provide a decision theoretical explanation for the degradation of

TSS. Our method is quite general and can be applied to a wide variety of probabilistic flare

forecast methods to improve their calibration and discrimination.
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CHAPTER 2

Solar Flare Prediction using Deep Learning

Ensemble on Multimodal Data

2.1 Introduction

Solar flares are abrupt electromagnetic explosions occurring in magnetically active regions on

the solar surface. Intense solar flares are frequently followed by coronal mass ejections and

solar energetic particles, which may disturb or disable satellites, terrestrial communication

systems, and power grids. Predicting such strong flares from solar observations is therefore

of particular significance and has been one of the primary tasks in space weather research.

Flare prediction can be posed as a classification problem, asking for a binary decision

on whether the sun will produce a flare above some level in a future time window. Since

strong solar flares mostly occur in active regions, it is common to first produce predictions

for each active region on the solar disk. In this chapter, we consider a “strong-vs-quiet”

flare prediction problem, distinguishing active regions that will produce an M- or X- class

flare in the future 24 hours, from those that stay flare quiescent within 24 hours before—and

after—the forecast issuance time.

Over the past decade, a great amount of flare prediction studies have been conducted

on a data product named Space-Weather HMI Active Region Patches [SHARPs, 31]. The

SHARP database is derived from full-disk observations of the Helioseismic and Magnetic

Imager [HMI, 251] aboard the Solar Dynamics Observatory (SDO), containing maps and

summary parameters of automatically tracked active regions from May 2010 to the present

day, covering much of Solar Cycle 24. Despite the fact that SHARP is one of the most recent

and highest quality datasets of its kind, it only contains a limited number of strong events,

as Solar Cycle 24 is the weakest solar cycle in a century. Recently, a new data product,

Space-Weather MDI Active Region Patches [SMARPs, 32], was developed as an effort to

extend backward the SHARP database to include active region observations in Solar Cycle

23, a much stronger solar cycle with significantly more flaring events. In fact, Solar Cycle
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23 is the longest solar cycle (147 months) in the past 150 years1. The SMARP database was

derived from the Michelson Doppler Imager [MDI, 249] aboard the Solar and Heliospheric

Observatory (SoHO), which observed the sun from 1996 to 2010. Compared to its successor

HMI, MDI’s measurement of the solar surface magnetic field is only restricted to the line-

of-sight component, with lower spatial resolution, lower signal-to-noise ratio, and shorter

cadence. As such, SMARP does not contain as much information as SHARP, and its data

quality is not as high. Nonetheless, SMARP’s coverage of a stronger solar cycle and its

partial compatibility with SHARP make it a valuable data product to use with SHARP,

especially for statistical studies in which a large sample size or a long time span is desired.

Many machine learning methods for flare prediction have been proposed in recent years.

They roughly fall into three categories in terms of how flare pertinent features are extracted

from data. The first category uses explicit parameterization of observational data that

are considered relevant to flare production, e.g., SHARP parameters that characterize the

photospheric magnetic field. Much of the effort in data-driven flare forecasting has been

made in this category, exploring a wide range of machine learning algorithms including

discriminant analysis [169], regularized linear regression [145], support vector machine [335,

30, 217, 83], k-nearest neighbors [217], extremely random trees [217], random forests [185, 83],

multi-layer perceptrons (MLP) [83], residual networks [218, 219], long short-term memory

(LSTM) networks [49, 188], etc. The second category learns features from images using fixed

transformations, e.g., random filters [145], Gabor filters [145], wavelet transforms [115]. The

third category, only popularized more recently, implicitly learns flare indicative signatures

directly from active region magnetic field maps. This category features mainly convolutional

neural networks (CNNs) [135, 180]. Note that the three categories are not mutually exclusive.

For example, methods in the second category typically also depend on explicitly constructed

features [e.g. 145] as the information within transformation coefficients is often limited. In

this study, two representative deep learning methods, LSTM and CNN, are considered.

LSTM uses times series of active region summary parameters derived from line-of-sight

magnetograms, whereas CNN uses static point-in-time magnetograms.

With so many machine learning algorithms developed for flare forecasting, one might

expect an improved performance by combining different methods. This expectation seems

even more reasonable if component methods in the combination use different data to provide

complementary information. This is the idea behind ensemble learning, a learning paradigm

that capitalizes on different models to achieve better performance than is achievable by any of

the models alone. During the past few decades, the rapidly-evolving field of ensemble learning

has achieved great success in many areas, which has attracted the attention of the space

1Source: https://ntrs.nasa.gov/api/citations/20130013068/downloads/20130013068.pdf
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weather community [213]. In this chapter, using CNN and LSTM models independently

trained on active region magnetograms and parameter sequences, respectively, we consider

a particular type of ensemble method called stacking [322]. Ideas similar to our stacking

ensemble method have previously appeared in solar flare forecasting, most notably Guerra

et al. [108, 106]. In their work, full-disk probabilistic forecasts are linearly combined with

weights selected by maximizing a potentially non-convex performance metric (e.g., the True

Skill Score, the Heidke Skill Score). In contrast, our stacking ensemble linearly combines

two state-of-the-art machine learning classifiers (LSTM and CNN). To select the combination

weights, we consider a convex cross-entropy loss function in addition to other performance

metrics.

Deep learning models are often considered to be “black-box” due to lack of interpretabil-

ity. Recently the machine learning community has developed empirical tools that aim to

better interpret the decisions of the deep neural network (DNN). Among these tools is the

class of attribution methods [e.g. 261, 254, 256, 272] that attribute a score to gauge the

contribution of each input feature for a given input sample. Attribution methods such as

the occlusion method and Grad-CAM have been previously used to interpret CNNs in flare

prediction applications [24, 329]. In this work, we evaluate additional attribution meth-

ods (Deconvolution, Guided Backpropagation, DeepLIFT, and Integrated Gradients) on the

interpretation of CNNs trained to predict flares. In particular, we show that Integrated Gra-

dient attribution maps, which have the same resolution as the input image, lead to insights

on the important magnetic features that inform the CNN’s decisions on flare prediction.

The contributions of this chapter are as follows:

1. We demonstrate the value of combining SMARP and SHARP to improve flare predic-

tion performance.

2. We compare the flare prediction performance of LSTM and CNN on an equal footing,

i.e., on the same temporally evolving active region dataset.

3. We demonstrate that stacking the LSTM and CNN can significantly improve flare class

prediction in certain settings.

4. We provide visual explanations of the CNN predictor using visual attribution methods

including Deconvolution, Guided Backpropagation, Integrated Gradients, DeepLIFT,

and Grad-CAM. We demonstrate the potential of these methods in identifying flare

indicative signatures, interpreting CNN’s decisions, revealing model limitations, and

suggesting model modifications.
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The rest of the chapter is organized as follows. Section 2.2 introduces the data sources and

how they are processed into machine-learning-ready datasets. Section 2.3 describes the flare

prediction methods, stacking ensemble, and visual attribution methods. Section 2.4 presents

and compares the flare prediction performance on the datasets. Section 2.5 concludes the

chapter by presenting the lessons learned from the experiments.

2.2 Data

2.2.1 Data sources

Observational data of active regions of Solar Cycle 23 and 24 are extracted from the

SMARP and the SHARP data product, respectively. Both SMARP and SHARP contain

automatically-tracked active region cutouts of full-disk line-of-sight magnetograms, referred

to as Track Active Region Patches (TARPs) and HMI Active Region Patches (HARPs),

respectively. They also contain summary parameters that characterize physical properties

of active regions. We consider definitive SMARP and SHARP records in Cylindrical Equal-

Area (CEA) coordinates hosted in Joint Science Operations Center2. We query SMARP

records from 1996 April 23 to 2010 October 28 and SHARP records from 2010 May 1 to

2020 December 1, both at a cadence of 96 minutes. Only good quality SMARP and SHARP

records within ±70◦ of the central meridian matching at least one NOAA active region are

considered. For active region summary parameters, we use four metadata keywords that

are common to SMARP and SHARP, i.e., USFLUXL, MEANGBL, R VALUE, and AREA. Defini-

tions of these summary parameters are listed in Table 2.1. For images, we use photospheric

line-of-sight magnetic field maps, or magnetograms, from the two data products.

Observational data samples are labeled using the GOES catalog of X-ray solar flare events.

Based on the peak magnitude of 1–8 Å soft X-ray flux measured by Geostationary Operational

Environmental Satellites (GOES), solar flare events are classified into five increasingly intense

classes: A, B, C, M, and X, sometimes appended with a number that indicates a finer scale

classification. M- and X- class flares are referred to as strong flares throughout the chapter.

We only consider GOES solar flare events with at least one associated NOAA active region

that can be used to cross-reference the NOAA ARS keyword in SHARP (or SMARP) databases

to associate the flare with a HARP (or TARP). The GOES event records are queried using

the SunPy package [284] from the beginning of 1996 to the end of 2020, covering the period

of the SMARP and SHARP observations used in this chapter. Of note, although the GOES

catalog is widely considered as the “go-to” record database in solar flare forecasting, it is

2See http://jsoc.stanford.edu.
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Table 2.1: Active region summary parameters used in this study. The line-of-sight magnetic
field is denoted by BL.

Keyword Description Pixels Formula Unit

USFLUXL Total line-of-sight unsigned
flux

Pixels in the
TARP/HARP region

∑
|BL|dA Maxwell

MEANGBL Mean gradient of the line-of-
sight field

Pixels in the
TARP/HARP region

1
N

∑√(
∂BL

∂x

)2
+
(

∂BL

∂y

)2
Gauss/pixel

R VALUE R, or a measure of the un-
signed flux near polarity in-
version lines [253]

Pixels near polarity in-
version lines

log (
∑

|BL|dA) Maxwell

AREA De-projected area of
patch on sphere in micro-
hemisphere

Pixels in the
TARP/HARP region

∑
dA mH

not error-free. There are cases in which flares, even the strong ones, are not assigned to any

active region [173]. Furthermore, small-sized flares could be buried under the background

radiation, a phenomenon frequently observed for A- and B-class flares, especially after a

strong flare occurs. Moreover, there are 61 event records annotated with an unknown GOES

event class, most of them in the year 1996. These 61 event records are excluded in this study.

2.2.2 Data fusion

The challenge of combining the disparate SHARP and SMARP data is mitigated by the fact

that there is a short overlapping time period over which they were jointly collected (May 1

to October 28 of 2010). We used this common time period to evaluate the dissimilarities

between the SHARP/SMARP data and to develop methods for data alignment. As explained

below, our analysis of the data over the common time period led us to adopt a simple method

for fusing the SHARP and SMARP data: (1) we downsampled the SHARP magnetograms

to match the resolution of the SMARP magnetograms; (2) we separately transformed the

SHARP and SMARP summary parameters by Z-score (translation-scale) standardization.

We first discuss the fusion of the SHARP and SMARP magnetograms. SHARP mag-

netograms inherit the HMI resolution of about 0.5′′ per pixel, whereas SMARP magne-

tograms inherit the MDI resolution of about 2′′ per pixel. To compare HMI and MDI mag-

netograms, Liu et al. [189] reduced HMI spatial resolution to match MDI’s by convolving a

two-dimensional Gaussian function with an FWHM of 4.7 HMI pixels and truncated at 15

HMI pixels. Then, the HMI pixels enclosed in each MDI pixel are averaged to generate an

MDI proxy pixel. Subsequently, a pixel value transformation MDI = −0.18 + 1.40 × HMI is

applied. In this work, we adopted a simpler approach by subsampling SHARP magnetograms
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Figure 2.1: Q-Q (quantile-quantile) plot of 50 matched magnetogram pairs of HARP and
TARP from May 1 to October 28 in 2010. Active regions with pixels outside of ±70◦ from
the central meridian are not used. For each pair, the co-temporal magnetograms are sampled
at a rate of every 8 hours. The pixels within the intersection of the bounding boxes of active
region pairs are used. Lighter colors indicate higher latitudes.

4 times in both dimensions to match the resolution of SMARP magnetograms. Unlike Liu

et al. [189], we approximated pixel value transformation with an identity map, as pixel value

distributions of SHARP and SMARP magnetograms in the overlap period are very similar

(Figure 2.1). Our approximation agrees well with Riley et al. [241], who found a multiplica-

tive conversion factor of 0.99 ± 0.13 between MDI and HMI using histogram equating. The

discrepancy between our multiplicative conversion factor (1.099) and that of Liu et al. [189]

(1.40) may be because they considered full-disk magnetograms whereas we focus on active

regions. In addition, they considered only 12 pairs in June–August 2010, whereas we consid-

ered every possible matching in May–October 2010. Moreover, they performed pixel-to-pixel

match of full-disk magnetograms, whereas we use histogram-based methods on active regions

because more precise models for aligning coordinates between CEA-projected SHARP and

SMARP are not yet available [32]. Furthermore, they considered pixels within 0.866 solar

radius of Sun’s center, whereas we considered pixels within ±70◦ from the central meridian.

We next discuss the fusion of SHARP and SMARP summary parameters. Although

designed to represent the same physical quantity, summary parameters with identical key-

words in SHARP and SMARP are calculated from two pipelines with different source data,

and the differences between them cannot be neglected. Bobra et al. [32] investigated these

differences by comparing the marginal and the pairwise joint distribution of co-temporal

SMARP and SHARP summary parameters for 51 NOAA active regions over the overlap

period of MDI and HMI [32, Figure 3]. Motivated by these findings, we investigated the lin-

ear associations between SHARP and SMARP using a univariate linear regression analysis.

Specifically, SMARP parameters were regressed on their SHARP counterparts. As shown in
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Figure 2.2: 2D histograms of summary parameters USFLUXL, MEANGBL, R VALUE, and AREA

between SHARP and SMARP. SHARP summary parameters are suffixed with HMI and
SMARP with MDI. The orange lines in the diagonal blocks are the least square fit of SMARP
summary parameters on the corresponding SHARP summary parameters, with coefficient
k, intercept b, and Pearson correlation coefficient r displayed in the corner.

Figure 2.2, USFLUXL is the most correlated parameter between SHARP and SMARP, with

Pearson correlation coefficient r = 0.970, whereas MEANGBL is the least correlated parameter,

with r = 0.796. Note that applying linear transformations to the SHARP summary pa-

rameters would have no effect once Z-score standardization was performed. This is because

Z-scores are invariant to univariate linear transformation. Therefore, in practice, the linear

transformation on SHARP summary parameters is not performed.

2.2.3 Sample extraction and labeling

We focus our joint SMARP and SHARP analysis on a particular task of interest, which

we refer to as “strong-vs-quiet” flare prediction: based on a sequence of observations of

an evolving active region, the objective is to discriminate active regions that will generate

strong flares in the near future, from active regions having no flare activity whatsoever. To

construct a dataset for this task, we extract data samples using a sliding window approach

similar to Angryk et al. [13]. Specifically, samples are extracted from a 24-hour time window
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Figure 2.3: Demonstration of the sample extraction and labeling procedure of an active
region. The dark orange dots represent flares that occurred in an active region, with the last
flare exceeding the M1.0 threshold. The blue sample is labeled as the negative class because
no flare of any class occurs in the observation and the prediction period. The gray sample
is irrelevant to the task since all flares in the prediction period are weaker than M1.0. The
orange sample is labeled as the positive class because the prediction period contains a flare
of size exceeding M1.0.

that slides through an active region sequence with step size of 96 minutes (i.e., one 24-hour

subsequence starts 96 minutes after the starting point of its previous subsequence). The 24-

hour time window that a sample covers is called the observation period, and the 24-hour time

window following immediately after the observation period is called the prediction period.

Then we retain the samples that either: (1) exhibit an M- or X-class flare in the prediction

period (assigned to the positive class); or (2) have no flare of any class in both observation

and the prediction period (assigned to the negative class). Table 2.2 lists the sample sizes of

all the possible flare activity evolution types and the associations between evolution types

and class labels. Figure 2.3 shows examples of extracted and labeled samples.

We note that two evolution types are excluded in this study. Evolution types denoted

by blank spaces in Table 2.2 indicate a decay in flare activity—a process different from the

onset or the continuation of the flare activity. They are unrelated to our task and also less

studied in the literature. Including them in the dataset brings an unnecessary source of

heterogeneity and makes learning a reliable predictor substantially more difficult. Evolution

types denoted by question marks have only weak flares in the prediction period. They are

excluded to enhance the contrast between the two classes, to avoid the concerns on the

detection of weak flares (many B- and C-class flares are obscured by background radiation),

and to avoid the controversy on the granularity of labels (for instance, an M1.0 class flare

and a C9.9 class flare relieve a similar amount of energy but are categorized differently).

Possible limitations of our sample selection rules are discussed in Section 2.5.

After extracting and labeling active region samples, we discarded the samples having

inconsistent or missing data. We consider a point-in-time record in a sample sequence

as a “bad record” if (1) the magnetogram contains Not-a-Number (NaN) pixels, (2) the
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Table 2.2: Up: Samples sizes of all possible flare activity evolution types, with missing/in-
consistent data removed. The flare activity in the observation period of a sample can be
QUIET (the active region is flare-quiet), WEAK (only flares of size smaller than M1.0 occur),
or STRONG (there is at least one large flare of size M1.0 or above). The prediction period
can be classified the same way. The entries denote the sample counts in SMARP/SHARP
data sets. Down: The associations of flare activity evolution types and the class labels for
the “strong-vs-quiet” flare prediction task. Positive samples are denoted as + and negative
samples as -. Samples with the evolution type signifying a decaying flare activity (denoted
as a blank space) or leading to only small flares (denoted as ?) are not relevant to our task.

Prediction

QUIET WEAK STRONG

Observation

QUIET 130695 / 66349 12341 / 10715 932 / 296
WEAK 12688 / 11110 12033 / 14891 1915 / 1366

STRONG 1071 / 282 1723 / 1371 1754 / 1187

Prediction

QUIET WEAK STRONG

Observation

QUIET - ? +

WEAK ? +

STRONG +
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Table 2.3: Sample sequences extracted from SMARP and SHARP

Positive (M1.0+) Negative (Quiet) Event Rate

SMARP 4601 130695 0.0340
SHARP 2849 66349 0.0412

magnetogram has either height or width deviating more than 2 pixels from the median

dimension in the sample sequence, or (3) any of the summary parameters is NaN. A sample

is discarded if it contains more than 2 bad records or the last record is a bad record. The

validity of the last record is enforced because the CNN uses only the last record in the sample

sequence.

The numbers of SMARP and SHARP samples output by the above pipeline are shown

in Table 2.3. The count of negative samples is observed to dominate in both SMARP and

SHARP. To address the issue of significant class imbalance, we randomly undersample the

negative samples to equalize the positive and negative classes, which will be described in

more detail in Section 2.2.5.

2.2.4 Train/validation/test split

A common practice in machine learning is to divide the data samples into three disjoint

subsets, as known as splits: a training set on which the model is fitted, a validation set

on which hyperparameters are selected, and a test set on which the model is evaluated for

generalization performance. The ability of a trained machine learning algorithm to generalize

to unseen samples hinges on the distributional similarity among splits. Therefore, it is

important that splits be sufficiently similar in distribution.

Due to the temporal coherence of an active region in its lifetime, a random split of

data samples will have samples coming from one active region categorized into different

splits. Such correlation constitutes an undesirable information leakage among splits. For

instance, information leaking from the training set into the test set will likely result in an

overly optimistic estimate of the generalization performance. Much of the flare prediction

literature deals with this issue by taking a chronological split, e.g., a year-based split [e.g.

30, 49]. Unfortunately, it is observed that the splits may not share the same distribution due

to solar cycle dependency [301]. Some other works take an active-region-based split, where

data samples from the same active region must belong to the same split [e.g. 108, 40, 346, 180].

Compared to splitting by years, this approach has the advantage that active regions in each

split are randomly dispersed in different phases of a solar cycle, removing the bias introduced
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by artificially specifying splits. This distributional consistency between splits comes at the

price of an additional source of information leakage due to sympathetic flaring in co-temporal

active regions.

2.2.5 Random undersampling

As shown in Table 2.3, both SMARP and SHARP exhibit prominent class imbalance, with

positive (minority class) samples significantly outnumbered by negative (majority class) sam-

ples. In flare forecasting, class imbalance has been recognized as a major challenge, both

in forecast verification [323, 144] and in data-driven methodology [30, 4]. A data-driven

forecasting method needs to be calibrated to handle class imbalance properly, in order to ef-

fectively detect the events of interest, as opposed to being overwhelmed by the sheer volume

of the negative samples in the training set.

Methods to tackle class imbalance can be categorized into three types: data-level methods,

algorithm-level methods, and a hybrid of the two [155, 142]. Data-level methods rebalance

the class distribution by oversampling the minority class and/or undersampling the majority

class—both have been used in flare forecasting [e.g. 239, 332]. Classifiers trained on rebal-

anced datasets, without being biased towards the majority class, are more likely to effectively

detect the event of interest. Such classifiers are also generally more robust to variations in

class imbalance than classifiers trained on the original imbalanced data [326]. Algorithm-level

methods modify the learners to alleviate their bias towards the majority groups. The most

popular algorithm-level approach—also widely used in flare forecasting [e.g. 30, 218, 188]—

is cost-sensitive learning, which assigns a higher penalty to the misclassification of samples

from the minority class to boost their importance [155]. The penalty weights for different

classes are usually set to be inversely proportional to their samples sizes [218, 188, 4]. Other

algorithm-level approaches include imbalanced learning algorithms, one-class learning, and

ensemble methods [9], but they are rarely used in flare forecasting. Recent work by Ah-

madzadeh et al. [4] provided a thorough investigation of class imbalance in flare forecasting

by presenting an empirical evaluation of multiple approaches.

We handle the class imbalance problem using random undersampling: we randomly re-

move samples from the majority class until the number of positive and negative samples

are equalized. By training on rebalanced training and validation sets, we obtain a predictor

that is more robust to shifts in climatological flare rates and learns more resilient pre-flare

features. Following Zheng et al. [346] and Deng et al. [67], we also perform random under-

sampling on test sets to preserve the class proportion consistency among splits. By testing

on rebalanced test sets, we evaluate the generalization performance of the predictor under
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the same climatological rate as it is trained with. We note there are also studies that do

not rebalance the test set in order to evaluate the performance under a realistic event rate

[53, 4]. However, the bias caused by the class-balance change between the test and the train-

ing set is often neglected. We discuss such bias in addition to possible corrective methods

in Section 2.5. Applying such corrections will be left to future work that directly addresses

operational applications.

2.2.6 Image resizing

The CNN requires all input images to be of the same size, but the active region cutouts

are of different sizes and aspect ratios. Resizing (via interpolation), zero padding, and

cropping are among mostly used methods to convert different-sized images into a uniform

size. Jonas et al. [145] cropped and padded input images to a square aspect ratio and then

downsampled them to 256 × 256 pixels. This has the advantage of preserving the aspect

ratio. However, since many active regions are east-west elongated, cropping may exclude

part of active regions and padding may introduce artificial signals. In this work, we resize

all active region magnetograms to 128 × 128 pixels using bilinear interpolation, similar to

Huang et al. [135] and Li et al. [180].

2.2.7 Standardization

Magnetogram pixel values and summary parameters are different physical quantities ex-

pressed in different units and ranges. Unlike physical modeling, many machine learning

algorithms are invariant to scaling the input; they only care about the relative feature am-

plitudes. Moreover, drastically different ranges of features may hurt the convergence and

stability of many algorithms. Therefore, the data of different scales are typically transformed

into the same range via a process called standardization. In particular, Z-score standard-

ization transforms the input data by removing the mean and then dividing by the standard

deviation.

In this work, we apply the Z-score standardization to the image data using the mean and

standard deviation of the magnetogram pixels in SHARP. This is because the pixel values

between SMARP and SHARP are similar. We apply the Z-score standardization to SMARP

and SHARP summary parameters separately. That is, the mean and standard deviation

are calculated for SHARP and SMARP separately, and data in one dataset is standardized

using the mean and the standard deviation in that dataset. The transformation is “global”

[4] in that it is calculated regardless of the splits. Empirical evaluation in Ahmadzadeh et al.

[4] showed a global standardization to be better than the local standardization, i.e., the
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mean and standard deviation are calculated only for the training split. We note that, with

this standardization, the linear transformation converting SHARP summary parameters to

SMARP proxy data is no longer needed; any coefficients and bias will have no effect after

standardization.

2.3 Methodology

In this section, we introduce the two deep learning models, LSTM and CNN, that we use

for flare prediction. Then we describe the stacking ensemble approach that combines the

two models. Subsequently, we describe the forecast verification methods (skill scores and

graphical tools) we used. Then we discuss how we use the paired t-test to compare em-

pirical performance between algorithms and settings with statistical confidence. Lastly, we

introduce the visual attribution methods used to interpret the decisions generated by the

CNN.

2.3.1 Deep learning models

We use two deep neural network models, LSTM and CNN, to predict strong flares from active

region observation. LSTMs use 24-hour-long time series of summary parameters before the

prediction period begins, whereas CNNs use the static point-in-time magnetogram right

before the prediction period begins. Both networks output the probability that an input

sample belongs to the positive class, i.e., the probability that the active region will produce

a strong flare in the next 24 hours, rather than continue to be flare-quiescent.

The long short-term memory (LSTM) network was introduced by Hochreiter and Schmid-

huber [126] as a type of recurrent neural networks that learns from sequential data for classi-

fying text and speech. A common LSTM unit is composed of a cell, an input gate, an output

gate, and a forget gate. In solar flare prediction, LSTMs have been applied to prediction

using SHARP parameter series [49, 188]. The architecture of the LSTM used in this chapter

is adapted from Chen et al. [49], shown in Figure 2.4(a). Two LSTM layers, each with 64

hidden states, are stacked. The last output of the second LSTM layer, a 64-dimensional

vector, is sent to a linear layer with 2 outputs. The softmax is applied to this 2-dimensional

output to get the predicted probabilities of the positive and the negative class.

The convolutional neural network (CNN) is a neural network architecture that learns

from images. CNNs have been applied to solar flare forecasting by Huang et al. [135] and

Li et al. [180]. We use the architecture proposed by Li et al. [180], illustrated in Figure

2.4(b), which was itself inspired by the VGG network [258] and the Alexnet network [157].
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The first two convolutional layers have kernels of size 11 × 11, designed to learn low-level

and concrete features. The three following convolutional layers have kernels of size 3 × 3,

designed to learn more high-level, abstract concepts. Batch normalization is used after all

convolutional and linear layers to speed convergence. ReLU nonlinearity is applied to only

convolutional layers. The batch normalization outputs of the two linear layers are randomly

dropped out with a probability of 0.5 in training to reduce overfitting. The 2-dimensional

output is passed to softmax to generate a probability assignment between the positive and

the negative class. More details of this architecture can be found in Li et al. [180].

The procedures used to train the LSTM and the CNN are similar. For both models, the

Adam optimizer [151] is used to minimize the cross-entropy loss with learning rate 10−3 and

batch size 64. Both models are evaluated on the validation set after each epoch of training.

To prevent overfitting, the training is early-stopped if no improvement on the validation

True Skill Score (or TSS, explained later in Section 2.3.3) is observed for a certain number

of epochs, called the patience, before early stopping. The LSTM is trained for at most 20

epochs with a patience of 5 epochs, whereas the CNN is trained at most 20 epochs with a

patience of 10 epochs. After training, the LSTM or the CNN with the best validation TSS

among the checkpoints of all epochs is selected and evaluated on the test set to estimate its

generalization performance.

2.3.2 Stacking ensemble

In ensemble learning, the most common approach to combining individual models—called

base learners—is averaging their outputs, possibly with non-equal weights, to produce a final

output. Another approach is stacking. Different from output averaging, stacking uses cross-

validation training to learn the best combination—called the meta-learner—of the outputs

of the base learners. The meta-learner is often chosen to be global and smooth [322], such as

linear models [35, 164, 286] and decision trees [287, 78]. Training a stacking ensemble consists

of two stages. First, the base learners are fitted on the training set. Then, the predicted

probabilities by all base learners on the validation set, as well as their labels, are collected

into the so-called level-one data, on which the meta-learner is fitted. Cross-validation is

frequently used in place of a simple train-validation split to significantly increase the sample

size of the level-one dataset. Either way, it is important that the level-one data are out-of-

sample for base learners, otherwise the meta-learner will inevitably prefer models that overfit

the training data over ones that make more realistic decisions [321].

An early application of stacking for solar flare prediction problems was presented by

Džeroski and Ženko [78]. These authors proposed a decision-tree-based stacking method,
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(a) LSTM architecture
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(b) CNN architecture

Figure 2.4: Neural network architectures. (a) shows the LSTM architecture. (b) shows the
CNN architecture.
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demonstrating it on the UCI Repository of machine learning databases [75], including a

dataset with 1389 flare instances, each characterized by 10 categorical attributes. In the space

weather community, Guerra et al. [108] proposed stacking for flare prediction. They linearly

stacked four full-disk probabilistic forecasting methods, with the weights maximizing HSS

under the constraint that they are non-negative and sum to 1. They found that the stacking

ensemble performed similarly to an equally weighted model. Guerra et al. [106] continued

in this direction adopting stacking for more forecasting methods and a larger data sample.

They also considered an unconstrained linear combination with a climatological frequency

term. They found most ensembles perform better than a bagging model that essentially

averages the members’ predictions. However, these authors overlooked the nonconvexity

of the objective in training the meta-learner. Furthermore, their conclusions about the

superiority of the stacking ensemble over the equally weighted model were limited to the

evaluation of in-sample error, which is unlikely to generalize. We will discuss these issues as

we introduce our proposed stacking ensemble.

We formulate the stacking ensemble as a linear combination of LSTM and CNN. Given

a sample xi, the stacking ensemble outputs the probability that the sample belongs to the

positive class

ri = αpi + (1 − α)qi, 0 ≤ α ≤ 1, (2.1)

where pi and qi are the predicted probability by LSTM and CNN, respectively, and α is

the meta-learner parameter. We note that, in order to be most effective, stacking methods

require base learners that are diverse and complement each other. Examples include base

learners trained on different types of data, each providing an alternative view of the same

phenomenon. The magnetograms and summary parameters in SHARP/SMARP provide

such diverse multiviews. These multiviews are processed by CNN and LSTM, respectively,

to generate two predicted probabilities, which are then fused into a single prediction by the

aforementioned stacking procedure.

The meta-learning of the stacking ensemble essentially means finding the optimal com-

bination weight α. To that end, we minimize a loss function that penalizes the difference

between the prediction ri and the binary label yi ∈ {0, 1} for samples in the validation set.

A natural choice is to maximize the accuracy or skill scores, or equivalently, to minimize the

loss which is the negation of these metrics. The downside of these loss functions is that they

may not be convex or differentiable. This is not problematic when there are only a few base

learners, as is the case with this work and Guerra et al. [108]; a grid search can be applied to

find the weights that minimize the loss. However, as the number of base learners increases,
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the grid search quickly becomes infeasible, and iterative algorithms have to be used—many of

them require convexity and differentiability of the loss function for guaranteed convergence.

In machine learning, convexity and smoothness ensure the uniqueness of the minimizer and

guarantee faster convergence rates for iterative algorithms [220, 33]. Guerra et al. [106] found

that for some optimization metrics, the resulting weights were sensitive to the initialization

of the solver. This is likely the consequence of the nonconvexity of the loss function. Their

proposed solution was to run the solver with multiple initializations and take the average.

To circumvent convergence problems, machine learning researchers often use loss functions

that are convex and differentiable. One example is the negative log-likelihood function for the

logistic regression model, whose minimum corresponds to the maximum likelihood estimator

(MLE). Within the meta-learning framework specified by Equation (2.1), the negative log-

likelihood loss function is

L(α) = − log
n∏

i=1

ryii (1 − ri)
1−yi (2.2)

=
n∑

i=1

(−yi log ri − (1 − yi) log(1 − ri))︸ ︷︷ ︸
Li

. (2.3)

The negative log-likelihood objective can also be interpreted as the binary cross-entropy

loss, a divergence measure between the distributions of ground truth labels and predicted

probabilities. This loss function can be decomposed into the summation of instance-wise

loss Li, having gradient and the Hessian

L′
i(α) =

(
−yi
ri

+
1 − yi
1 − ri

)
(pi − qi) , (2.4)

L′′
i (α) =

(
yi
r2i

+
1 − yi

(1 − ri)2

)
(pi − qi)

2 ≥ 0. (2.5)

Minimizing L on α ∈ [0, 1] is a convex optimization problem and we use grid search to find

the minimizer. In general cases with more than two base learners, iterative algorithms like

projected gradient descent or Newton’s method will be more efficient. We point out that

convex loss functions are widely adopted in the literature of stacking, such as least square

estimate [35], regularized linear regression [164], multi-response linear regression [286], and

hinge loss [255].
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Predicted

Negative Positive Total

T
ru

e Negative TN FP n

Positive FN TP p

Total n′ p′ p+ n

Table 2.4: A contingency table consisting of TP (true positive), FP (false positive), FN (true
negative), and TN (true negative).

2.3.3 Evaluation tools

The prediction probabilities output by CNN and LSTM can be turned into binary decisions

by thresholding and the algorithm performance can be represented as a contingency table (or

confusion matrix), as shown in Table 2.4. The contingency table contains the most complete

information for categorical prediction. However, a single numerical metric is often needed

to summarize the table for model selection. Accuracy and skill scores are examples of such

contingency table based metrics that are adopted in space weather forecasting.

We start our discussion on metrics with accuracy (ACC), also known as rate correct, the

simplest metric that is widely used in all sorts of domains. In terms of the contingency table,

accuracy is defined as

A =
d+ a

n+ p
. (2.6)

For a highly imbalanced classification problem like solar flare prediction, accuracy is generally

not considered a useful metric, since a no-skill classifier that assigns the majority label to all

samples will be correct most of the time. Therefore, a plethora of skill scores are devised to

overcome this issue.

A skill score provides a normalized measure of the improvement against a specific reference

method. In its most general form, a skill score can be expressed as

Skill =
Aforecast − Areference

Aperfect − Areference

, (2.7)

where Aforecast, Areference, and Aperfect are the accuracy of the forecast to be evaluated, the

reference forecast, and the perfect forecast, respectively. A higher skill score indicates bet-

ter performance, with the maximum value 1 corresponding to the perfect performance, 0

corresponding to no improvement over the reference, and negative values corresponding to

performance worse than the reference. Below, we review some of the mostly used skills scores
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in flare forecasting. For a more complete discussion, we refer readers to Woodcock [323] and

Wilks [320].

The Heidke Skill Score (HSS), also known as Cohen’s kappa coefficient due to Cohen [55],

uses a random forecast independent from the flare occurrences as a reference. The expected

number of correct forecasts made by the random predictor, denoted by E, can be calculated

using the law of total expectation as

E =
p

p+ n
× p′ +

n

p+ n
× n′. (2.8)

The accuracy of the random predictor can then be expressed as

Areference =
E

p+ n
. (2.9)

Defined using this reference accuracy, HSS has the form

HSS =
a+ d− E

p+ n− E
=

2[(a× d) − (c× b)]

pn′ + p′n
. (2.10)

HSS quantifies the forecast improvements over a random prediction. Since the random

reference forecast is dependent on the event rate (climatology) p/(p+n), HSS has to be used

with discretion in comparing methods when the event rate varies.

The True Skill Score (TSS), also known as Hanssen & Kuiper’s Skill Score (H&KSS) or

Peirce Skill Score. It is the difference between the probability of detection (POD) and the

false alarm rate (FAR):

TSS =
a

p︸︷︷︸
POD

− b

n︸︷︷︸
FAR

. (2.11)

TSS falls into the general skill score definition with a reference accuracy [21]

Areference =
c(d− b)2 + b(a+ c)2

(n+ p)[c(d− b) + b(a+ c)]
, (2.12)

constructed such that both the random and unskilled predictors score 0. A nice property

of TSS is its invariance to the class imbalance ratio, and hence is suggested by Bloomfield

et al. [29] to be the standard measure for comparing flare forecasts.

We note that, on a balanced dataset for which the event rate is 0.5, it can be shown that

TSS = HSS = 1−2(1−ACC). The trend and the paired t-test results for TSS apply to ACC

and HSS due to perfect correlation. Therefore, we mainly focus on the discussion on TSS,
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list ACC as a complement metric, and omit HSS as it is equal to TSS in our setting. For

probabilistic forecasts, the aforementioned metrics (ACC, HSS, and TSS) depend upon the

threshold applied to the predicted probability. A common practice is to apply a threshold

of 0.5, which is considered to be “random” by many researchers. In contrast, the following

two metrics, BSS and AUC, are irrelevant to the threshold, and they need information (i.e.,

predicted probabilities) beyond the mere contingency table.

The Brier Skill Score (BSS) is a skill score evaluating the quality of a probability forecast.

It is of a nature different from those of HSS and TSS, in that it directly uses probabilistic

predictions without thresholding them. The BSS also admits the general skill score formula-

tion, with the accuracy replaced by the Brier Score (BS), defined as the mean squared error

between the probability predictions fi’s and binary outcomes oi’s:

BS =
1

n

n∑
i=1

(fi − oi)
2 . (2.13)

With a reference forecast that consistently predicts the average event frequency ō (also known

as climatology), the BSS is given by

BSS = 1 − BSforecast

BSreference

. (2.14)

It is sometimes of interest to decompose BS into three components of reliability, resolution,

and uncertainty [207, 201]. BSS is frequently accompanied by the reliability diagram dis-

cussed below, providing more complete information about the performance of probabilistic

predictions.

For completeness we briefly discuss the Area Under Curve (AUC), defined as the area

under the receiver operating characteristic (ROC) curve. The ROC curve depicts how the

probability of detection changes with the false alarm rate by varying the classification thresh-

old. A higher AUC implies a higher average detection probability over all false alarm rates.

Unlike dichotomous metrics like TSS and HSS, AUC summarizes detection performance over

all possible false positive rates and, in particular, does not depend on the threshold selected

to convert probabilistic forecasts into binary decisions. Consequently, the AUC is not as

useful in flare prediction, especially when stringent false positive control is exercised [262].

The above skill scores provide one way to directly compare flare prediction models. In

addition to such metrics, flare forecasts are often evaluated using graphical tools for diag-

nostics and comparison. Apart from ROC curves discussed above, reliability diagrams (RD)

and skill score profiles (SSP) are also commonly used in forecast verification. All three of

them are applicable to forecasts that predict probabilities or continuous scores (e.g., logits)
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Figure 2.5: An illustration of the relation between the reliability diagram and BSS.

that can be converted to probabilities. We briefly discuss RD and SSP below.

The reliability diagram, also known as the calibration curve, measures how well a prob-

abilistic forecast agrees with the observation. The predicted probabilities are binned into

groups and the observed event rate within each group is plotted. If the predicted probability

agrees well with the observed rate, the points will be close to the diagonal of the plot (the

line of perfect reliability). Such a forecast is called reliable. Any forecast that produces

predictions independent of flare activity has all its points close to the horizontal line at the

event rate. BSS provides a metric that accounts for both reliability and resolution. Figure

2.5 shows an example of the plane on which the reliability diagram is drawn. The climatol-

ogy rate is set to be 0.1. The overall BSS can be seen as a histogram weighted average of the

contributions of the points on the reliability diagram. The contours are equal contribution

lines. The points in the shaded area contribute positively to BSS. The dashed line with slope

1/2 is called the “no skill” line, the points on which have zero contribution to the overall

BSS.

A skill score profile plot shows how skill scores change as a function of the probability

threshold. A method with high and flat profile is usually desired, as such a method achieves

high skill scores and the performance is robust to the changes of the threshold.

2.3.4 Statistical performance comparisons

We use a one-sided paired t-test to assess the comparative performance of a pair of prediction

algorithms, called algorithm 1 and 2, that are tested on the same test data. Specifically, two

competing hypotheses are formulated: the null hypothesis (H0) that algorithms 1 and 2 have

identical performance and the alternative hypothesis (H1) that algorithm 2 is better than

algorithm 1. Suppose we have n pairs of empirical performance {(xi, yi)}ni=1 achieved by

algorithm 1 and 2 on n test samples. The paired t-statistic is t =
√
n(y− x)/σ where y and
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x are the sample means of {xi}ni=1 and {yi}ni=1, respectively, and σ2 is the sample variance of

the differences {yi − xi}ni=1. Under H0, t follows a Student-t distribution with n− 1 degrees

of freedom [25]. The p-value associated with the test statistic t is defined as the area under

the Student-t density to the right of the value t. Small p-values provide strong evidence in

favor of H1, i.e., that algorithm 2 is better than algorithm 1. In this chapter, we use the

paired t-test to examine the following hypotheses:

• Training a predictor (LSTM or CNN) on data from two solar cycles (SMARP and

SHARP) improves upon training a predictor on data from a single solar cycle (only

SMARP or only SHARP) (Section 2.4.1).

• LSTM achieves better performance than CNN (Section 2.4.2).

• The LSTM-CNN stacking ensemble achieves better performance than the better model

between LSTM and CNN (Section 2.4.3).

2.3.5 Interpretation of CNNs

Deep learning methods are widely applied to many domains such as computer vision, natural

language processing, speech processing, robotics, and games [see, e.g. 121, 257, 70]. As of

today, deep learning algorithms largely remain black box methods, raising concerns of lack of

interpretability, transparency, accountability, and reliability. Interpretability is of particular

importance when deep learning is used in scientific discovery. Over the years, many tools for

interpreting the functioning of deep neural networks have been proposed, revealing aspects

of their underlying decision process.

One way to interpret a black-box model, often referred to as “attribution”, is to see

how different parts of the input contribute to the model’s output. An attribution method

generates a vector of the same size as the input, with each element indicating how much the

corresponding element in the input contributes to the model decision for that input. In the

context of CNNs, the attribution vector is a heatmap of the same size as the input image.

A multitude of attribution methods have been proposed for CNNs in the task of image

classification. One type of approach is perturbation-based methods, among which occlusion

[339] is well known. Occlusion masks the input image with a gray patch at different locations

and sees how much the prediction score of the ground truth class drops. The prediction score

drop varies with location, forming a heatmap, with large values indicating the positions of

the features important to the CNN’s correct prediction. One drawback of the occlusion

method is that it is computationally expensive. Another drawback is that the attribution
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depends on the size and shape of the patch, which need to be tuned to obtain sensible results.

Therefore, this type of approach is not used in our work.

Another type of approach uses gradient-based methods, the basic idea being that the

gradient of the predicted score of a certain class with respect to the input reveals the contri-

bution of each dimension of the input. Saliency map [259], one of the earliest gradient-based

methods, is simply the absolute value of the gradients. The intuition is that the magnitude

of the derivative indicates which pixels need to be changed the least to affect the class score

the most [259]. Deconvolution Network [339] and Guided Backpropagation [261] attribution

methods modify the backpropagation rule. Integrated Gradients [272] integrate the gradi-

ents along the path from a reference image to the target image. Formally, the integrated

gradient along the i-th dimension for an input x and a baseline x′ is

Lc
i(x;x′) = (xi − x′i) ×

∫ 1

α=0

∂Fc(x
′ + α× (x− x′))

∂xi
dα, (2.15)

where Fc(x) is the model output for class c with input x. One desirable property of Integrated

Gradients, known as completeness, is that the pixels in the attribution map add up to the

difference of prediction scores of the target and the reference image, i.e., F (x) − F (x′).

DeepLIFT [256] and its gradient-based interpretation [12] can be seen as the gradient with

modified partial derivatives of non-linear activations with respect to their inputs. Grad-CAM

(Gradient-weighted Class Activation Mapping) [254] accredits decision-relevant signatures by

generating a saliency map, highlighting pixels in the input image that increase the confidence

of the network’s decision for a particular class. More formally, the Grad-CAM heatmap Lc

for class c with respect to a particular convolutional layer is given by the positive part of the

weighted sums of the layer’s activation maps Ak, i.e.,

Lc = ReLU

(∑
k

αc
kA

k

)
, (2.16)

with weights αc
k given by the spatial average of partial derivatives of the class-specific score

yc with respect to the class activation map as

αc
k =

1

Z

∑
i

∑
j

∂yc

∂Ak
ij

, (2.17)

where Z is a normalization constant. Intuitively, a class activation map is weighted more if

the pixels therein make the CNN more confident in its decision that the input belongs to

class c.
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In solar flare prediction, Bhattacharjee et al. [24] applied the occlusion method and found

that CNNs pay attention to polarity inversion regions. Yi et al. [329] applied Grad-CAM to

CNNs and found that polarity inversion lines in full-disk MDI and HMI magnetograms are

highlighted as an important feature for flare prediction. In this chapter, using a variety of

attribution methods, we observe similar trends for the CNN trained on SHARP and SMARP

data.

2.4 Results

We aim to answer the following four scientific questions: (1) Can additional data from an-

other solar cycle benefit the performance of deep learning methods for solar flare prediction?

(2) Do features implicitly learned by CNN work better than handcrafted physical parame-

ters used by LSTM? (3) Can we combine the two deep learning methods to obtain a better

prediction? (4) What preflare signatures can the CNN detect from the magnetogram of an

active region?

To summarize, we report the following findings: (1) Additional training data from HMI

collected in Solar Cycle 24 improve the predictive performance of both LSTM and CNN when

tested on Solar Cycle 23. (2) LSTM (using summary parameters) generally outperforms CNN

(directly using magnetograms) in flare prediction. (3) Stacking CNN and LSTM generally

leads to better prediction performance. (4) Visual attribution methods help us interpret the

decision of CNN by identifying preflare features. This section presents the empirical results

that lead to these findings.

2.4.1 Data from another solar cycle improves prediction

A major goal of this chapter is to examine the utility of using SMARP and SHARP together.

We set an experimental group and a control group and contrast their 24-hour “strong-vs-

quiet” flare prediction performance. The control group consists of models that train, validate,

and test exclusively on SHARP data. We refer to this type of dataset as SHARP ONLY.

Compared to the control group, models in the experimental group have the training set

enriched by SMARP data, while the validation and the test set are kept the same. We call this

type of dataset FUSED SHARP. The only difference between SHARP ONLY and FUSED SHARP is

that models using FUSED SHARP have access to data from a previous solar cycle in the training

phase. Symmetrically, we design SMARP ONLY and FUSED SMARP to examine the utility that

SHARP brought to SMARP. Specifically, the four types of datasets are generated as follows:

1. Dataset SHARP ONLY: 20% of all the HARPs are randomly selected to form a test set.
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Table 2.5: Sample sizes of a random realization of the four datasets

Train Validation Test

Positive Negative Positive Negative Positive Negative

SHARP ONLY 1774 1774 665 665 410 410
FUSED SHARP 6375 6375 665 665 410 410
SMARP ONLY 2849 2849 860 860 892 892
FUSED SMARP 5698 5698 860 860 892 892

20% of the remaining HARPs are randomly selected to form a validation set. The rest

of the HARPs belong to the training set. In each split, negative samples are randomly

selected to match the number of positive samples.

2. Dataset FUSED SHARP: The test set and the validation set stay the same, respectively,

with those in SHARP ONLY. The remaining HARPs are combined with all TARPs to

form the training set. In each split, negative samples are randomly selected to match

the number of positive samples.

3. Dataset SMARP ONLY: 20% of all the TARPs are randomly selected to form a test set.

20% of the remaining TARPs are randomly selected to form a validation set. The rest

of the TARPs belong to the training set. In each split, negative samples are randomly

selected to match the number of positive samples.

4. Dataset FUSED SMARP: The test set and the validation set stay the same, respectively,

with those in SMARP ONLY. The remaining TARPs are combined with all HARPs to

form the training set. In each split, negative samples are randomly selected to match

the number of positive samples.

Since train/validation/test split and undersampling are both random, repeating these two

steps with different seeds enables uncertainty quantification to the evaluation results. The

tally of samples produced by one particular random seed is shown in Table 2.5. On each of

the four types of datasets, LSTMs and CNNs are fitted on the training set, validated on the

validation set, and evaluated on the test set.

Table 2.6 shows the results of the “strong-vs-quiet” active region prediction using

the LSTM and the CNN. For LSTMs, a consistent improvement on the fused datasets

(FUSED SHARP and FUSED SMARP) is observed in terms of the mean of all metrics. This aligns

with the fact that more data are typically desired to improve the generalization performance

of deep learning models because they are overparameterized and can easily overfit on small
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Table 2.6: Test set performance of the LSTM and the CNN on 24-hour “strong-vs-quiet”
flare prediction. The two datasets within each comparison group share common test sets.
The 1-σ error is calculated from 10 random experiments. Bold fonts indicate the experiments
in which the mean of the metric on the fused dataset is higher than that on the single dataset
within the group. Note that comparisons should not be made between groups because the
metrics are evaluated on different test sets.

Group 1 Group 2

Dataset FUSED SHARP SHARP ONLY FUSED SMARP SMARP ONLY

Model

ACC
CNN 0.906+/-0.036 0.922+/-0.017 0.901+/-0.028 0.877+/-0.031

LSTM 0.950+/-0.012 0.942+/-0.016 0.905+/-0.025 0.900+/-0.024

AUC
CNN 0.980+/-0.009 0.981+/-0.006 0.963+/-0.017 0.950+/-0.020

LSTM 0.990+/-0.004 0.986+/-0.004 0.966+/-0.015 0.963+/-0.015

TSS
CNN 0.812+/-0.071 0.843+/-0.034 0.802+/-0.056 0.754+/-0.061

LSTM 0.900+/-0.023 0.884+/-0.032 0.810+/-0.050 0.800+/-0.049

BSS
CNN 0.649+/-0.152 0.714+/-0.064 0.628+/-0.114 0.520+/-0.121

LSTM 0.799+/-0.036 0.775+/-0.047 0.626+/-0.107 0.586+/-0.108

datasets. For CNNs, an improvement is observed on FUSED SMARP over SMARP ONLY, but not

on FUSED SHARP over SHARP ONLY. This indicates that the lower image quality in SMARP

has a negative effect on CNN’s performance.

The statistical significance of the improvement on the fused datasets is tested using a

one-sided paired t-test with significance level 95%. Table 2.7 shows the t-statistics and

the associated p-values of the paired t-tests. The bold font p-values are less than 0.05

and considered to be significant. For LSTMs, the fused datasets are better than the single

datasets in a statistically significant way in almost all settings. The only exception is BSS on

FUSED SHARP, whose p-value is only slightly larger than 0.05. For CNNs, across all metrics,

statistically significant improvement is observed for FUSED SMARP over SMARP ONLY, but not

for FUSED SHARP over SHARP ONLY. This indicates that adding SHARP magnetograms into

SMARP during training helps the CNN to better predict flares, but not the other way

around. One potential reason is SMARP magnetograms have a lower signal-to-noise ratio

than SHARP magnetograms, which may have negatively affected the CNN. The LSTM, on

the other hand, uses the active region summary parameters, which could suppress the effect

of noise during summarizing magnetograms, providing information in a sufficiently good

quality that does not offset the improvement induced by the increased training sample size.

Aside from the numerical metrics, we provide graphical evaluation results for Group 1
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Figure 2.6: Verification plots on SHARP test data to compare models trained on
FUSED SHARP and SHARP ONLY. Shown in (a1)–(a3) are the reliability diagram, ROC, and SSP
for LSTM. Shown in (b1)–(b3) are the same plots but for CNN. In each panel, the blue/o-
range curve is the test performance for the model trained on FUSED SHARP/SHARP ONLY. In
each graph, solid curves and error bars (or shaded area) indicate respectively the means and
the standard deviations calculated from 10 random experiments. In each reliability plot, the
short horizontal bars indicate the number of samples in each probability bin, and the two
curves are separated horizontally to prevent error bars from overlapping.
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Table 2.7: Paired t-tests for significant improvement of test set performance on the fused
datasets as measured by different metrics. The alternative hypothesis H1 claims that metric
S on the fused dataset (FUSED SHARP or FUSED SMARP) is greater than the respective single
dataset (SHARP ONLY or SMARP ONLY), which is tested against the null hypothesis H0 claiming
otherwise. The bold font p-values are less than 0.05 and considered to be significant.

H1 SFUSED SHARP > SSHARP ONLY SFUSED SMARP > SSMARP ONLY

p-value t p-value t
Metric S Model

ACC
CNN 0.885787 -1.292359 0.001862 3.881137

LSTM 0.016544 2.514074 0.026797 2.219666

AUC
CNN 0.589845 -0.233881 0.001399 4.070352

LSTM 0.000459 4.842485 0.033930 2.074572

TSS
CNN 0.885787 -1.292357 0.001862 3.881135

LSTM 0.016544 2.514079 0.026796 2.219673

BSS
CNN 0.889419 -1.314583 0.000482 4.806837

LSTM 0.054812 1.775082 0.000099 6.014784
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Figure 2.7: Same as Figure 2.6 but for SMARP test data to compare models trained on
FUSED SMARP and SMARP ONLY.

35



(FUSED SHARP and SHARP ONLY) in Figure 2.6, and Group 2 (FUSED SMARP and SMARP ONLY)

in Figure 2.7. A trend of over-forecasting for high probabilities and under-forecasting for

low probabilities is observed in some cases but such effect is minor considering the size

of the error bars. In reliability diagrams, all models have points closer to the diagonal,

indicating high reliability. In ROC plots, it is observed that the LSTM achieves higher

AUC on the fused datasets (FUSED SHARP and FUSED SMARP) than on the single datasets

(SHARP ONLY and SMARP ONLY). For the CNN, similar improvement is also observed in the

comparison of FUSED SMARP and FUSED SHARP, whereas the ROCs are almost indistinguish-

able for FUSED SHARP and SHARP ONLY. In skill score profiles, the TSS for LSTM trained on

fused datasets are at the same level as that trained on single datasets. For the CNN, on the

other hand, FUSED SHARP displays a disadvantage against SHARP ONLY, whereas FUSED SMARP

displays an advantage over SMARP ONLY. This verifies the observations made from metrics.

In all cases, the skill score profiles are high and relatively flat, indicating the robustness of

the performance to the change of thresholds within a wide range of the varying threshold.

2.4.2 LSTM performs better than CNN

This section provides forecast verification to the LSTM and the CNN. We use the same

evaluation results for 10 experiments in each setting mentioned in Section 2.4.1, but present

them in a way that makes it easier to compare the LSTM and the CNN. We note the

differences between our verification set-up and that in an operational setting:

1. In terms of data, the test set of our sort has lots of samples removed based on their

active regions, observational data, and flare activities. About 1/5 of tracked active

region time series in the evaluation period (May 2010–December 2020) are selected.

Within each active region series, only samples with good quality observation and certain

flaring patterns are selected (detailed in Section 2.2.3). Negative samples (flare-quiet

active regions) are significantly downsampled to match the number of positive samples

(strong-flare-imminent active regions). In contrast, operational forecasts do not discard

any sample unless absolutely necessary.

2. In terms of outcomes, the forecast of our sort is independent for individual active re-

gions, with the prediction result available every 96 minutes (i.e., MDI cadence) for

valid active regions. In contrast, the end goal of an operational forecast is a full-disk

forecast. For operational forecasts built upon active region based forecasts, the pre-

dictions for all active regions on the solar disk are aggregated to compute the full-disk

prediction. In addition, operational forecasts are typically issued at a lower frequency

(e.g., every 6 hours), but in a consistent manner.
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Table 2.8: Paired t-tests for significant improvement of the LSTM over the CNN in terms of
different metrics S on the test set of the four datasets. The alternative hypothesis H1 claims
SLSTM > SCNN. The bold font p-values are less than 0.01 and considered to be significant.

Dataset FUSED SHARP SHARP ONLY FUSED SMARP SMARP ONLY

p-value t p-value t p-value t p-value t
Metric S

ACC 0.001442 4.050296 0.007142 3.028403 0.234866 0.754672 0.001079 4.245351
AUC 0.003757 3.429557 0.002527 3.682754 0.227978 0.779031 0.000743 4.501005
TSS 0.001442 4.050297 0.007142 3.028405 0.234865 0.754673 0.001079 4.245350
BSS 0.005296 3.213872 0.002645 3.653351 0.531965 -0.082481 0.005781 3.159315
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Figure 2.8: Verification plots of the LSTM and the CNN on FUSED SHARP. Shown are the
reliability diagram, ROC, and SSP, from left to right. This figure essentially extracts the blue
curves (representing FUSED SHARP) in both rows of Figure 2.6 and overlaps them together.

The verification results in this section should be interpreted with the above differences in

mind.

It can be seen from Table 2.6 that the LSTM generally scores higher than the CNN in

terms of mean performance. We performed paired t-test to validate this observation. The

results in Table 2.8 confirm that the LSTM scores significantly higher (p < 0.01) than the

CNN across all metrics on all datasets except for FUSED SMARP. On FUSED SMARP, although

we cannot claim statistical significance, the LSTM’s performance is slightly better or at the

same level as the CNN as is observed from Table 2.6.

We only present the graphical verification results for both models trained and tested

FUSED SHARP, given that SHARP is widely used and validated by a wealth of studies. For

the results on other datasets, the visualization can be obtained by simply rearranging the

same results shown in Figure 2.6 and 2.7.

The reliability diagram in Figure 2.8 shows that the probabilistic prediction given by the

LSTM is closer to the diagonal than the CNN, and hence more reliable. The CNN exhibits

a trend of under-forecasting especially when the predicted probability is less than 0.5. The
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histogram of predicted probability shows that probabilistic forecast by the LSTM is “more

confident”, or has higher resolution, than LSTM, with most of the predicted probabilities

close to 0 or 1.

The ROC in Figure 2.8 shows a clear advantage of the LSTM over the CNN, in the sense

that it achieves a higher probability of detection with the same false alarm rate. This trend

is also manifested in terms of AUC.

The SSP in Figure 2.8 shows LSTM achieves higher TSS on average for all thresholds

within 0.2–0.9. It is also observed that the TSS for LSTM is maximized by a threshold

very close to the climatological rate on the test set (which is 0.5 in our case), a necessary

condition for a reliable predictor [158].

2.4.3 Stacking LSTM and CNN leads to better prediction

In this chapter, we only consider stacking methods to combine the CNN and the LSTM

hoping for better predictive performance. We evaluate the test set performance of stacking

methods using four different criteria:

• CROSS ENTROPY: weights are optimized to minimize cross-entropy loss on the validation

set.

• BSS: weights are optimized to maximize BSS on the validation set.

• AUC: weights are optimized to maximize AUC on the validation set.

• TSS: weights are optimized to maximize TSS on the validation set.

Among these criteria, cross-entropy and negative BSS are known to be convex; TSS is

neither convex nor concave; we observe AUC to be concave but we do not have proof other

than empirical evidence. Criteria HSS and ACC are excluded from the evaluation since their

stacking weights are the same as that of TSS due to the perfect correlation mentioned in

Section 2.3.3.

To provide baseline performances, we include the evaluation results for the two base

learners, LSTM and CNN. In addition to the above stacking methods, we consider two other

meta-learning schemes:

• AVG outputs the average of predicted probabilities of two base learners.

• BEST [78] selects the base learner that performs the best on the validation set and

applies it to the test set.
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Figure 2.9: Test set TSS for base learners and meta-learners using different criteria.

Splitting and undersampling are randomly performed 10 times on each of the four datasets

FUSED SHARP, FUSED SMARP, SHARP ONLY, and SMARP ONLY. The test set TSS of the 10 random

experiments for each criterion on each dataset are summarized as box plots in Figure 2.9.

The optimal stacking weights for the four stacking ensembles are summarized in Figure 2.10.

Figure 2.9 shows that stacking methods perform slightly better than the BEST meta-

learner, especially on FUSED SMARP and SMARP ONLY. Of note, the wide error bars are partially

due to the randomness originating from data sampling. To fairly compare the methods, we

perform paired t-tests with significance level 0.05. It turned out stacking is significantly

better than BEST in the following three settings: BSS on FUSED SMARP (p = 0.048), AUC on

SMARP ONLY (p = 0.025), and TSS on SMARP ONLY (p = 0.013).

We also note in Figure 2.9 that BEST unsurprisingly achieves better performance than

AVG but is slightly worse than the better performing base learner LSTM, most noticeably on

FUSED SHARP. In fact, BEST decided that CNN is the better model in 3 out of 10 experiments

on FUSED SHARP. This is not unexpected because the “best” model on the validation set is

not necessarily the best on the test set.

From Figure 2.10, we can see that α is greater than 0.5 in most experiments, with the

median falling between 0.55 and 0.9 in all settings. This suggests that stacking ensembles

generally depend more on the LSTM than on the CNN. The variance of α is large in some set-

tings, especially for the AUC on FUSED SMARP. The variance of convex criteria (CROSS ENTROPY

and BSS) is not smaller than that of nonconvex criteria (TSS), indicating that the local min-

ima of non-convex loss functions is not the major source of variance. We suspect the major

source of the variance comes from the data sampling bias among experiments, which is, in

turn, a collective consequence of the insufficient sample size, heterogeneity across active re-

gions, and possibly a small amount of information leakage because the validation set is used

both in the validation of base learners and the training of the meta-learner.

We inspect one experiment of stacking with criterion ACC and the results are presented
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Figure 2.10: Stacking weight α fitted using different criteria on different datasets. All 10
values of α in an experiment setting are shown as points next to the corresponding box.

in Figure 2.11. Figure 2.11 (a1)–(a3) show the predicted probabilities by the LSTM and the

CNN of each instance in the training, the validation, and the test set. The points are colored

by their labels, with red representing the positive class and blue representing the negative

class. The green solid line in (a2) and (a3) shows the decision boundary by the meta-learner

with α fitted on the validation set to maximize ACC. The points (p, q) on the upper right

side of the boundary are classified as positive because they satisfy r = αp+(1−α)q > 0.5. In

this experiment, the fitted α = 0.586, suggesting the stacking ensemble relies almost equally

on the CNN and the LSTM. The violet dashed line in (a3) is the decision boundary with

α fitted on the test set, and hence can be seen as the oracle. It can be observed that the

distribution of predicted probabilities on the validation set (a2) and the test set (a3) are

similar. The distribution of predicted probabilities on the training data in (a1), on the other

hand, looks completely different, with the CNN achieving almost perfect separation. In fact,

the CNN overfitted on the in-sample data, as indicated by a significantly lower positive recall

rate in (a2) and (a3). This validates the decision that meta-learners should not be fitted on

the predicted probabilities of the same data used to train the base learners.

Figure 2.11(b) exhibits the stacking optimization process for the same experiment, in

which the ACC is calculated on the validation set (a2) and the test set (a3) by scanning over

a fine grid of α ∈ [0, 1] with resolution 0.001. Although the validation ACC (blue curve) is

not concave with respect to α, it does exhibits a maximum at α = 0.586 as indicated by the

vertical green line. The stacking ensemble’s test set performance over α is shown as the red

curve. These curves indicate that stacking the LSTM and the CNN indeed results in a small

improvement of performance relative to implementing either of them alone, corresponding

to the values of ACC at α = 1 or α = 0.
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(a1) Train set (a2) Validation set

(a3) Test set (b) Optimization of ACC

Figure 2.11: (a1)–(a3): CNN predicted probability (y-axis) vs. LSTM predicted probability
(x-axis) for the train, the validation, and the test set. The green solid line in (a2) and (a3)
is the decision boundary of the ensemble with meta-learner fitted on the validation set. The
violet dashed line in (a3) is analogous to the green line except that it is fitted on the test set,
and hence can be seen as the oracle. (b): ACC as a function of α on the validation and the
test set. The vertical green line shows the value of α that maximizes the validation ACC.
The leftmost values of the ACC curves (α = 0) correspond to the ACC of the CNN, and the
rightmost values of these curves (α = 1) correspond to the ACC of the LSTM.

41



2.4.4 CNN identifies the emergence of preflare features

We use visual attribution methods to extract flare-indicative characteristics of magnetograms

from trained CNNs. First, we use synthetic images to examine patterns that contribute to

a positive decision of CNNs. The results of synthetic images help us understand better the

attribution maps of real magnetograms. Then, we apply visual attribution methods to image

sequences of selected active regions that transition from a flare-quiescent state to a flare-

imminent state. Setting the baseline to the first image in the sequence gives a time-varying

attribution map that tracks magnetic field variations that contribute to the change in the

predicted probability.

2.4.4.1 Synthetic image

To assist our understanding of attribution maps obtained by different methods, we first

turned to synthetic magnetograms. We take the bipolar magnetic region (BMR) model in

Yeates [327], represented as line-of-sight magnetic field B as a function of Heliographical

location (s, ϕ), where s denotes sine-latitude and ϕ denotes Carrington longitude. B is

parameterized by amplitude B0, polarity separation ρ (in radian), tilt angle γ (in radian)

with respect to the equator, and size factor a fixed to be 0.56 to match the axial dipole

moment of SHARP [327]. The untilted BMR centered at origin has the form

B(s, ϕ) = −B0
ϕ

ρ
exp

[
−ϕ

2 + 2 arcsin2(s)

(aρ)2

]
. (2.18)

We sweep a grid of B0, ρ, and tilt angle γ to generate a BMR dataset. Of particular

interest are synthetic BMRs considered to be flare-imminent by CNNs. Figure 2.12 shows

some examples of them and their attribution results, from which patterns of positive predic-

tions can be summarized. Guided Backpropagation heatmaps have both poles highlighted

with the signs matching the polarities. Integrated Gradients produces heatmaps that are

more concentrated to polarity centers and attribute more credits to the negative polarities.

DeepLIFT produces similar heatmaps to those by Integrated Gradients. Grad-CAM’s re-

sults are not as interpretable as the above methods. They seem to avoid the polarities and

highlight the background and sometimes the polarity inversion lines.

2.4.4.2 The emergence of preflare signatures in the active region evolution

We focus on the attribution results on SHARP as opposed to SMARP because the former

has magnetograms of higher resolution and lower noise level. We choose the CNNs that

are trained on SHARP ONLY as opposed to FUSED SHARP because the former is observed to
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Figure 2.12: Examples of synthetic bipole images and attribution maps.

generalize better according to Section 2.2. To get results that reflect the generalization

performance as opposed to training artifacts, we need to make sure that active regions being

investigated are out-of-sample. To evaluate any active region of interest in SHARP, we

perform 5-fold cross-validation on SHARP ONLY, so that every active region is associated with

a CNN that has never seen the active region in training. In addition, we do not enforce

the flare-based sample selection rules and random undersampling, so that the evolution of

attribution maps can be evaluated more coherently. As case studies, we select four HARP

sequences that transition from a flare-quiescent state to a flare-imminent state. Figure 2.13

shows the labels and predicted probabilities of the four sample sequences. The attribution

methods are performed on each HARP sequence in a frame-by-frame manner.

Figure 2.14 shows the last image of the four HARP sample sequences. The attribution

maps of the same size as the input of the CNN (128× 128 pixels) are upsampled to the

original resolution of the SHARP magnetogram using the resize method of the Python

package skimage.transform with 2nd-order spline interpolation. The attribution maps of

DeepLIFT and Integrated Gradients are similar. As such, only the results of the former are

shown. The results for Integrated Gradients can be accessed online with the link shown in

the caption.

In Figure 2.14, the attribution maps of Guided Backpropagation are observed to be more

concentrated in strong fields compared to that of Deconvolution. The reference image of

DeepLIFT and Integrated Gradients are chosen as the first sample in each sequence. From

these two methods, the change of the prediction scores is attributed to the change of magnetic

configuration of the last frame relative to the first frame, with red pixels indicating positive

contribution and blue pixels indicating negative contribution. Since the predicted event

probability of the last frame is higher than the first frame for all HARPs (Figure 2.13), the

red pixels outweigh the blue pixels in the attribution maps of DeepLIFT and Integrated
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Figure 2.13: CNN predictions of part of time series of in HARP 384, 1806, 5107, and 5982.
The labels are shown as blue open boxes and predicted probabilities as green plus symbols.
The point-in-time instance is labeled as positive if an M1.0+ flare occurred in the future
24 hours in that active region. GOES flare events during and 24 hours within the sample
sequence are shown as short vertical bars, with y-coordinates indicating flare intensities
(peak flux in W/m2) on a log scale.
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Figure 2.14: Attribution results of Deconvolution, Guided Backpropagation, DeepLIFT, and
Grad-CAM on the last magnetogram in the sample sequences of HARP 384, 1806, 5107, and
5982. DeepLIFT chooses the first sample in the sequence as the reference. “LayerGradCam-
4” means Grad-CAM with respect to the output of the fourth, or the second to last, con-
volutional layer. The interactive movie of heatmaps on all 9 samples in HARP 5982 using
more attribution methods can be accessed at https://zeyusun.github.io/attribution/
captum_movie_first.html.

Gradients. The Grad-CAM results roughly reveal the position of the strong fields and

polarity inversion lines.

From the visual attribution map, the CNN’s prediction of a flaring active region can be

accredited to the elements in the magnetogram. Figure 2.15 shows the contour plots of

attribution maps generated by Integrated Gradients overlaid on magnetograms of the four

HARP series. The contours enclose areas with large absolute values of Integrated Gradients

in the last frame of each series, with red/blue contours indicating the region contributing

positively/negatively to the increase in predicted probability. A general pattern is that the

flux is emerging in red contours and canceling in blue contours. From the attribution maps,

we can explain the increase in prediction scores as the consequence of the emerging flux

outweighing the canceling flux.

The visual attribution maps can not only be used to identify preflare signatures in an

45

https://zeyusun.github.io/attribution/captum_movie_first.html
https://zeyusun.github.io/attribution/captum_movie_first.html


active region; comparing them with our knowledge of flaring active regions can provide

insights to diagnose, and potentially improve, the machine learning method used to predict

flares. Here we provide an example. A known artifact in magnetograms is the fake polarity

inversion line (PIL) caused by the projection effect when the magnetic vector’s inclination

relative to the line-of-sight surpasses 90◦ [172]. In Figure 2.15(d), the emerging polarity

inversion line in the penumbra of the leading polarity (on the right/west part of the active

region) is picked up as a preflare signature by the largest red contour. However, HARP 5982

is on the limb of the solar disk at the time (Figure 2.16), and the emerging PIL is caused

by the highly inclined magnetic field in the penumbra as the flux rope is elevating from the

surface. This shows that the CNN trained to associate magnetograms and flaring activities

is not able to discern the polarity artifact by itself. This also suggests that the model could

be potentially improved if we feed the location information to the CNN to help it correct

such artifact. A similar PIL artifact is also observed in the following polarity of HARP 5107

in Figure 2.15(c). Since this artifact does not change much during the observation interval,

it does not contribute as much to the change of the prediction score.

We remark the attribution maps obtained by Integrated Gradients are better in terms of

resolution and interpretability than what were used in Bhattacharjee et al. [24] and Yi et al.

[329]. The occlusion method in Bhattacharjee et al. [24] was shown to highlight the area

between the opposite polarities, providing only crude attribution. This is because the size of

the occlusion mask is usually chosen to be big enough to cover the informative regions. The

result of Grad-CAM, being the attribution to a convolutional layer as opposed to the input,

also suffers from the low-resolution issue. Both the Grad-CAM results in Figure 2.14 and in

[329] are able to highlight active regions, but the resolution is not high enough to reveal any

structural information within the active region at the level of magnetic elements. Guided

Backpropagation in Yi et al. [329] is able to identify polarity inversion lines. However, it has

been observed (and theoretically assessed) that Guided Backpropagation and Deconvolution

behave similarly to an edge detector, i.e., they are activated by strong gradients in the image

and insensitive to network decisions [e.g. 216, 3]. In contrast, the method of Integrated

Gradients needs a baseline, which aligns with the natural way in which the human interprets

an observation: by assigning credit or blame to a certain cause, we implicitly consider the

absence of the cause [272]. In addition, Integrated Gradients essentially “decomposes” the

change of the network’s prediction score to pixels in the input image, leading to a high-

resolution attribution map.
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Figure 2.15: Highly attributed pixels in the last frame by Integrated Gradients on four
select HARPs shown in rows. In (a), the left/right panel shows the first/last magnetogram
in the sample sequence of HARP 384. The magnetograms are in the SHARP resolution,
with ticks on the axes indicating pixels. Pixel values saturate at ±500 Gs. The red/blue
contours on the right panel (last frame) highlight the areas with strong positive/negative
Integrated Gradients relative to the first frame. The same contours are mapped to the left
panel (first frame) for contrast. The contours are drawn on the attribution map smoothed
with a Gaussian kernel with a standard deviation of 3 pixels. Figures in (b), (c), and (d) are
similar to (a) but for other HARPs. An animated version of this figure that serially presents
the complete sample sequences of the four HARPs is available online.
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(a) (a) HMI magnetogram (b) (b) AIA 171 Å image

Figure 2.16: Line-of-sight magnetic field (a) and solar EUV image (b) of HARP 5982 (NOAA
AR 12423) at 23:10:17 on Sep 27, 2015. Images are taken from https://solarmonitor.

org/. Note that the image title of (b) should be “AIA 171 Å” instead of “AIA 174 Å”.

2.5 Conclusions and discussion

In this chapter, we used two solar cycles of active region observational data from SMARP

[32] and SHARP to examine the improvement in flare predictive performance of two deep

learning models, namely the LSTM and the CNN, when trained on the fused datasets. When

tested on SMARP, both models showed significant improvement. When tested on SHARP,

LSTM showed significant improvement. The results of the controlled comparative studies

indicate such an improvement is due to the significantly increased sample size from the

other solar cycle. Then, in our setting of flare prediction, we verified the performance of

the LSTM and the CNN using skill scores, reliability diagrams, ROC, and skill score pro-

files. The comparison showed that the LSTM is generally a better model than the CNN.

After that, we explored the possibility of combining the LSTM and the CNN for a better

prediction performance in the framework of a meta-learning paradigm called stacking. The

results showed that in some settings, the stacking model outperforms the best member in the

ensemble. Lastly, we applied visual attribution methods to CNNs. The results demonstrate

the utility of visual attribution methods in identifying flare-related signatures in active re-

gions, including the flux emergence and new polarity inversion lines. The attribution map

on one particular region on the limb of the solar disk revealed one limitation of the CNN

and suggested potential modifications for improvement.

The questions raised in Section 2.4 are arguably broad and general. We have taken one
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particular path to partially address each question. To inspire future studies, we provide

additional comments and discussions related to these questions.

Task-based sample selection In this work, we studied the task of distinguishing M- and

X-class flare producing regions from flare-quiet regions. This “strong-vs-quiet” task focuses

on the increase or the continuation of flare activity and does not require distinguishing be-

tween flares of closer energy levels like M- and C-class flares. The samples that indicate a

decay in flare activity and the samples that only lead to weak flares are therefore excluded.

This ensures good baseline classification performance against which our proposed predictors

could be reliably compared. Our findings may not extend to other task definitions, e.g.,

all-clear forecasts, where flare-quiet active regions that evolve from a flare-active state are of

interest [21, 138]; and operationally-evaluated forecasts, where flare activities in the predic-

tion period are considered as prescience and can not be used to select samples. The principal

challenge to extending our analysis to these tasks is that weak- and no-flare activity anno-

tations have higher uncertainty due to background radiation and other factors [201]. The

higher levels of “label noise” when including weak flares as negative samples would make

learning a reliable predictor substantially more difficult. A possible solution, and topic of fu-

ture work, is to predict the continuous flare intensity level instead of the GOES flare activity

class.

Evaluation under a realistic event rate As mentioned in Section 2.2.5, we rebalance

the training and the validation set to prevent the predictor biasing towards the majority non-

event class simply due to its volume, and we rebalance the test set to evaluate the predictor’s

generalization ability under the same climatological rate as it is trained. Evaluating the

performance under a realistic event rate requires more work other than simply applying the

predictor on a test set that is not rebalanced: predictors trained on the balanced dataset will

bias towards the minority class on a test set under a realistic rare event rate, producing an

undesirably high false alarm rate. One possible solution to correct such bias is to treat the

class proportions as priors and apply the Bayes rule [79]. This method requires an accurate

estimate of the true event rate of the testing period.

The importance and challenges of data fusion Fusing data from multiple sources to

produce more consistent, accurate, and useful information is a universal problem in astron-

omy. Although the astrophysics community is funding projects like DKIST [242] and the

Vera Rubin Observatory [137], both of which will take 25–50 TB of data a day, astronomers

cannot study long-term trends without including historical or old data sets (or waiting a
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decade for these instruments to take enough data). In this work, we took a straightforward

approach to add the new data in the training set with minimal calibration, and train the

models as usual. Based on our experiments, we have shown that this simple approach can

result in improvement. We anticipate that, with more accurate cross-calibration between

the SMARP and SHARP, the benefit of combining them may be better than demonstrated

here. There are several possible ways to improve upon the fusion method:

• To simulate the effect of unresolved structures in SMARP magnetograms, Gaussian

blur can be applied to the higher quality SHARP magnetogram. This approach is used

in comparing full-disk line-of-sight magnetograms of HMI and MDI in Liu et al. [189],

in which the parameters of the Gaussian filters are tuned to minimize the root mean

squared difference between them.

• Point spread functions can be estimated for MDI and HMI magnetograms separately,

and deconvolution can be performed to remove stray light that is instrument-specific

[199, 328].

• Magnetogram fusion can be performed in the other direction: super-resolving magne-

tograms in SMARP to mimic those in SHARP. Such an approach has been recently

explored using deep neural networks [93, 146]. The improved overall image quality of

super-resolved SMARP magnetograms could capture higher resolution magnetic field

distributions and hence improve the accuracy of the active region summary parameters

in SMARP.

• For the active region summary parameters, we took a “post-facto” correction approach

by correcting the parameters of the same name in the two data products via linear re-

gression. Alternatively, with fused magnetograms available, one can also re-compute

the parameters on those transformed image data. This approach avoids the linear

assumption and leads to parameters more consistent with the manipulated magne-

tograms, with the caveat that the manipulated magnetograms also suffer from the

loss of information. More concretely, the effects of spatial resolution on the inferred

magnetic field and derived quantities have been examined by Leka and Barnes [170],

who found that, to preserve the underlying character of the magnetic field, post-facto

binning can be employed with some confidence, albeit less so for derived quantities

like vertical current density. In short, a universal and accurate fusing strategy that

accounts for the instrumental spatial resolution is still hindered by our ignorance of

the ground truth magnetic field structure, and the benefits and drawbacks of different

fusing methods have to be evaluated case by case.
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Machine learning with multi-source data Learning from multi-source data is also a

prevalent topic in machine learning. In our work, machine learning models are trained as

usual with new data added to the training set. An alternative approach would use transfer

learning: train on the additional data first, then switch to the original data for fine-tuning.

In heliophysics, this idea is recently explored by Covas [57] in the prediction of the solar

surface longitudinally averaged radial magnetic field distribution, using historical data from

1874 to 1975 in addition to newer data obtained by SoHO and SDO.

Performance comparison between the LSTM and the CNN The active region

summary parameters used by the LSTM are derived from magnetograms. In that sense,

the data used by the CNN contains complete information of the data used by the LSTM.

However, our experiments show that the LSTM generally has better performance. There

are many potential reasons that the CNN does not perform better than, or as well as the

LSTM: (1) the CNN takes in uniformly sized magnetograms whose size and aspect ratio are

distorted. (2) the CNN only uses the image of the last frame in the sequence, whereas the

LSTM uses all the data in the sequence; (3) the CNN learns the features by itself, wheres

the LSTM uses hand-crafted parameterizations that are known to be relevant to flaring

activity; (4) the CNN uses subsampled images with information loss, whereas the LSTM

uses parameters derived from full resolution images; (5) the CNN has more parameters and

more prone to overfitting (which reflects on the lower training loss but not validation loss of

the CNN in many experiments).

On the comparison of flare forecast methods Many flare forecast studies quote the

skill scores directly from other studies for comparison. Even though the forecast goal is

somewhat standard and used in many studies (e.g. to predict whether there will be an

M1.0+ class flare occurring in the future 24 hours), to conclude the superiority of one

method against another, both methods have to be evaluated on the same dataset. However,

it is not trivial to come up with such a “common ground” for methods to compete because

research codes are not usually publicly available, and because different opinions exist on the

ways the data should be processed. The difficulty in methodical comparison spawns the

effort in fairly comparing existing forecasts (e.g., the “All-Clear” workshops [21, 173]) and

developing common datasets (e.g., SWAN-SF benchmark dataset [13]) or platforms (e.g.,

the FLARECAST project [92]). To advocate credible comparisons, we do not quote skill

scores from other studies. Instead, we follow the above studies and make our code publicly

available to facilitate future comparisons.
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On stacking ensemble In our experiments, stacking CNN and LSTM performs similarly

to the “select best” strategy but not significantly better in most settings. However, another

stacking study Guerra et al. [106] used a larger number of base learners and showed that most

ensembles achieved a better skill score (between 5% to 15%) than any of the members alone.

This suggests that improved performance may be obtained by training a larger number of

base learners on the SMARP/SHARP data studied here.

Choice of the baseline in interpretability methods Some visual attribution methods

require reference input, such as Integrated Gradients and DeepLIFT. One naive choice is an

image with all values equal to zero. Images of this sort imply a lack of patterns. These are

the baselines mostly used for interpretation in computer vision tasks like object detection.

In our case, the images are magnetic field component measurements, which can take on

positive or negative values and a wide dynamic range, unlike normal images in real life. We

choose the first image in the sequence as the reference, so that the visual attribution methods

can attribute the change of prediction scores to the change of magnetic field configuration,

which is of actual interest. There are other choices of baselines. One example is input images

with Gaussian noise. Using this type of reference may reveal the sensitivity of the network’s

prediction to local changes. Furthermore, integration may benefit from going beyond simply

linearly interpolating the reference and the input on the original image space, i.e., the 2D

cartesian plane. For example, one could consider applying attribution methods to the path

of time series of magnetograms. The Integrated Gradients calculated with this approach

would integrate temporal dependency of each point-in-time in the sequence, exploiting more

information about the evolution of active regions.
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CHAPTER 3

Incorporating Polar Field Data in Flare

Prediction

3.1 Introduction

Solar flares rapidly release magnetic energy stored in the Sun’s corona, which heats large areas

of the surrounding atmosphere. The terrestrial impacts of flares can be serious, especially

when they are high-intensity. Although weak flares have a limited impact on mankind,

strong flares can disturb satellite communication and GPS-navigation systems, in addition

to causing dangerous ionizing radiation exposure to astronauts orbiting the earth. Hence,

timely prediction of solar flares, especially the strong ones, is desirable so that precautions

can be taken. However, strong flares occur rarely as compared to weak flares, and the

underlying mechanisms and the factors that trigger and determine the strength of the flares

are not well understood. This makes the prediction of solar flares a complex task.

As the coronal field is anchored in the photosphere, the onset of flares has been linked to

changes in the photospheric magnetic field [301, 268]. Consequently, it is reasonable to expect

that photospheric magnetic fields in active regions (AR) may be useful indicators of flare-

triggering mechanisms. The Helioseismic and Magnetic Imager (HMI) [250, 127] on Solar

Dynamics Observatory (SDO) [226] spacecraft has observed the photospheric magnetic field

of the sun since 2010, taking high-resolution images with 1 arcsec spatial resolution and 720s

cadence. From these magnetic field images, useful features are computed, known as Space-

weather HMI Active Region Patches (SHARP) parameters, which are representative of the

magnetic field’s scale, energy and complexity [31]. This time-series data has been successfully

used for solar flare prediction for Solar Cycle 24 using machine learning algorithms [49, 145,

30, 217, 83, 185, 41, 154, 40]. See also [173] for a comprehensive review.

Several supervised machine learning models have been proposed to predict solar flares from

HMI observations. NOAA Geo-stationary Operational Environmental Satellites (GOES)

flare list [89] provides peak energy levels for each flare on a logarithmic scale separated into
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five flare intensity classes, labeled A, B, C, M, X, with A the weakest and X the strongest

intensities. These can be used as categorical response variables in machine learning models

for flare prediction. Such models use input features, such as HMI SHARP parameters, to

apply off-the-shelf machine learning algorithms to predict the labels of the flares, including

discriminant analysis [167], linear regression [145], support vector machine [30, 217, 83], k-

nearest neighbor [217], random forests [185, 83], multilayer perceptrons [83], and recurrent

neural networks [49]. Recently, the magnetogram images of the active regions have been

used as features in deep learning models such as convolutional neural networks (CNN) [[135],

for prediction of flare intensity class. Ensemble models have also shown promise as a way of

combining predictions of multiple models that use different data sources [107, 270].

Hale’s Polarity laws [116] for sunspots apprise that the polarities of the sunspots (dis-

tinguished in pairs with a leading/following counterpart from east to west) have a strong

tendency to have the opposite pattern in the northern and southern hemispheres of the sun in

a particular cycle. Moreover, the polarities of the spots of the present cycle are the opposite

of the polarities in the previous cycle. Additionally, polar field reversals occur systematically

at approximately the time of the solar cycle maximum [18], with peak polar field values oc-

curring at the time of the sunspot cycle minimum. Thus, the polar fields are 180 degrees

out of phase with the sunspot cycle. See Fig. 3.1 for plots over time of the polar fields along

with curves of sunspot number, unsigned AR flux, and AR latitude. Numerous works show

how the polar field is reformed each cycle from a small fraction of active region flux, which

is transported by meridional flows from mid-latitudes to the poles [120, 303, 206].

It has been demonstrated that the strength of the sun’s polar fields can be used to predict

the next solar cycle’s sunspot intensity based on the understanding of the sun’s magnetic

dynamo [292, 71, 125] 1. Weak polar fields at the end of Cycle 23 motivated the authors

of the 2005 paper [274] to forecast a weak Solar Cycle 24. Indeed, Solar Cycle 24 has been

the weakest solar cycle in a century. To graphically illustrate the strong association between

polar fields and sunspot activity, we the polar fields and monthly mean sunspot number

over four solar cycles in the top panel of Fig. 3.1. It can be observed the magnitude of

the difference between the two polar fields at the solar minimum is a good indicator of the

intensity of the subsequent cycle.

The relation between polar fields and AR magnetic fields is more intricate, involving

complex physical mechanisms. This is better observed with higher temporal resolution and

in an AR-localized manner. The middle and bottom panels of Fig. 3.1 shows how polar

fields interact with total unsigned flux and latitudinal distribution of ARs in the northern

and the southern hemisphere, respectively, during the period that HMI has been in operation

1https://ntrs.nasa.gov/api/citations/20130013068/downloads/20130013068.pdf
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(the shaded area in the top panel of Fig. 3.1). The data are collected from the data

product hmi.meanpf 720s, available at the Joint Science Operations Center (JSOC). The

north and south polar field strengths are represented by CAPN2 and CAPS2, respectively,

which correspond to the mean radial field within latitudes N60-N90 and the mean radial field

within latitudes S60-S90. The unsigned AR flux can be well approximated by the unsigned

flux in between S40 and N40, since flux is concentrated in ARs which are mostly located in

those latitudes. Specifically, for the northern hemisphere, we compute the unsigned AR flux

(USFLUXN) and unsigned-flux-weighted latitude (USFLATN) via

USFLUXN = FLUXN P − FLUXN N , (3.1)

USFLATN =
FLATN P × FLUXN P − FLATN N × FLUXN N

FLUXN P − FLUXN N
, (3.2)

where FLUXN P (FLUXN N) is positive (negative) flux between N0-N40 above a fixed

threshold, and FLATN P (FLATN N) is positive (negative) flux weighted latitude between

N0-N40. Similar quantities are computed for the southern hemisphere as well. The active

regions’ locations follow the well-observed butterfly diagram of sunspots, starting approxi-

mately ±40 degrees latitude at the beginning of a solar cycle, and gradually drifting towards

the equator as the cycle progresses. At the cycle minimum, there is an overlap of the old

(near the equator) and new (near ±40 degrees) cycle spots. These trends can be observed

from the lower two panels of Fig. 3.1. It is worth noting that the rapid transition in AR lat-

itude at the depth of solar minimum provides a strong signature of the solar cycle when the

total flux and polar fields show the lowest variation with time. These strong and complex

relations between polar fields and AR fields suggest supplementing SHARP features with

HMI polar field strength may improve the prediction of AR-localized flare intensity levels.

This is our main motivator for applying machine learning flare prediction approaches to the

combined data.

In summary, we validate the usefulness of polar field features in predicting solar flares.

The motivation is to assess whether combining SHARP keywords with polar field features

can improve solar flare prediction performance or not. To this end, we design an experiment

in which there are multiple possible ways of incorporating polar field data, four different

machine learning models, and different train-test-validation splitting methods for each algo-

rithm. In addition, we design a novel mixture of experts model tailored for incorporating

polar field data for solar flare prediction context. Our experimental results indicate that po-

lar field data can improve solar flare prediction performance. They also show that mixture

of experts modeling is a simple yet effective alternative for combining polar field data and

SHARP parameters, which can give similar or better performance to much more complicated
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Figure 3.1: Top: The north and south polar strength and the monthly mean sunspot
numbers plotted over 4 solar cycles. The shaded period is the time during which the HMI
instrument has been generating data. Polar fields data are from the Wilcox Solar Observatory
[273, 128]. Sunspot number data are from WDC-SILSO, Royal Observatory of Belgium,
Brussels. Middle: Solar cycle variation of the north polar field strength (CAPN2), AR
unsigned flux (USFLUXN), and flux-weighted AR latitude (USFLATN) obtained from HMI
data. The unsigned flux in the northern hemisphere (USFLUXN) is positively correlated with
the north polar fields (CAPN2), suggesting the inclusion of polar field data as additional
features in a machine learning flare prediction model can potentially improve prediction
accuracy. Bottom: Similar to the Middle panel but for the Southern Hemisphere of the sun.
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neural network-based algorithms.

The rest of this chapter is organized as follows. In Section 2, we describe how we in-

corporate multiple data sources into flare prediction algorithms, and we introduce several

data-splitting methods for assessing the performances of the models. In Section 3, we for-

mally define the machine learning models that are compared in this study including the new

mixture of experts model. In Section 4, we describe the experimental setup in detail and

present our results.

3.2 Data Preparation

There are three distinct data sources we exploit in this study, namely, SHARP, GOES,

and SPF datasets. The SHARP dataset provides parameters computed from the magne-

tograms produced by the HMI (See Table 3.3) instrument. These parameters are associ-

ated with the active regions that occurred from 2010 to 2020. We use the data product

hmi.sharp cea 720s, which contains definitive data in Cylindrical Equal-Area (CEA) coor-

dinates and is available at the Joint Science Operations Center (JSOC). The GOES dataset

includes solar flare event records measured by Geostationary Operational Environmental

Satellites (GOES). This dataset can be downloaded using the SunPy package 2 and it covers

the HMI time period from 2010 to 2020. The flare events are labeled by A, B, C, M, and X,

based on the peak intensity of X-ray flux measures. The Solar Polar Fields (SPF) dataset

consists of two solar polar field features, namely, CAPS2 and CAPN2. These features cor-

respond to the mean radial field in latitudes N60-N90, and the mean radial field in latitudes

S60-S90, respectively. Both HMI and MDI instruments record these features, which can also

be downloaded from JSOC. The MDI instrument was operational from 1996 to 2010 and the

HMI has been operational since 2010.

3.2.1 SPF Preprocessing

The noise levels on CAPS2 and CAPN2 features are significant, and the noise level is different

in the HMI and MDI instruments. Hence, we consider smoothing by using a Kalman filter

to filter out noise over these features. Note that the variance over the time series data is not

solely due to noise. There is strong yearly modulation due to the Earth-solar B0 angle, where

the solar rotation axis varies by ±7 degrees. Furthermore, there is strong 27-day modulation

due to solar rotation.

2https://sunpy.org/

57

https://sunpy.org/


Dataset
# of in-
stances

B-class
ratio

MX-
class
ratio

Parameters

SHARP 2663 0.49 0.51

USFLUXL, MEANGBL,
RVALUE, AREA, TO-
TUSJH, TOTUSJZ,
SAVNCPP, ABSNJZH, TOT-
POT, SIZEACR, NACR,
MEANPOT, SIZE, MEAN-
JZH, SHRGT45, MEANSHR,
MEANJZD, MEANALP,
MEANGBT, MEANGAM,
MEANGBH, NPIX

Table 3.1: SHARP dataset statistics after preprocessing step. See Table 3 in the appendix
for the definitions of the keywords.

Figure 3.2: Raw (blue curve) and Kalman filtered (red curve) polar field features. Polar field
strengths at the north pole CAPN2, south pole CAPS2, and the solar cycle approximation,
defined as the unsigned polar field difference |CAPS2(t)−CAPN2(t)|, are shown in the left,
middle, and right-hand panels respectively. The data source switched from MDI to HMI in
2010, which is accompanied by a visually obvious reduction in noise. The HMI data source
has lower noise due to its high resolution.

We implement the Kalman filter using the local level model [212] where the state transition

and observation models are defined as follows:

at = at−1 + ϵat , (3.3)

yt = at + ϵyt , (3.4)

where yt is the raw noisy observation at time t, at is the filtered data, and ϵyt ∼ N (0, λy) and

ϵat ∼ N(0, λa) are the noise processes over the observed and hidden spaces with variances λy

and λa, respectively. By adjusting these levels instrument-wise, we perform smoothing for

the data of both instruments. See Fig. 3.2 for the raw and filtered features.
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3.2.2 Observation Preprocessing

In this section, we describe how we use the HMI SHARP dataset and the GOES flare

intensity labels to construct the training and test data for our discriminative machine learning

algorithms, developed in the next section. Our Preprocessing steps for these data follow the

approach in [141, 49, 270].

We only include ARs having unique NOAA AR numbers [141] into our training set. We

eliminate low-quality observations by excluding ARs that occur outside of range ±70 relative

to the central meridian [49]. Similarly to [31, 49] we focus on predicting whether a solar flare

from a given active region will be strong (M/X class) or weak (B class). The A-class flares

are excluded as they are almost indistinguishable from the background radiation. The C-

class flares are frequently missing their NOAA AR numbers in the GOES database, making

their locations difficult to track [3]. Exclusion of A and C flares and combining M and X

class flares together creates a binary classification problem that enables the comprehensive

comparative computational analysis we report in Sec. 4. This is a step along the way of

establishing the value of polar field data for the more complex classification task of classifying

between the five labels A, B, C, M, X, which is worthwhile of future study.

As in [141], the class label of an AR is designated as the strongest flare occurring in a

24-hour prediction period, according to the GOES database. Thus an AR is assigned a B

label if there are no M/X flares within 24 hours, while it is assigned label M/X otherwise.

This is accomplished as follows. For each of the flares occurring in an AR, variables are

extracted from the time segment spanning a 24-hour time period from 48 hours to 24 hours

before the occurrence of the flare. Since the cadence of the HMI observations is one sample

every 12 minutes this yields a matrix of 22 SHARP predictor variables defined over 120-time

points. If, for a given flare, the corresponding predictor variables have NaN values no class

prediction is generated and we omit the flare from our analysis. Furthermore, in our analysis,

we do not use any flare labels in the first 24 hours of the beginning of an ARs since such

flares would have no associated observed predictor variables. Once these omissions are taken

into account, the total number of observations (predictor variables-label pairs) is 2663. See

Table 3.1 for a summary of our set of SHARP features.

3.2.3 Train-Validation-Test Splitting

We consider three different methods for splitting the set of AR samples into train-test sets. In

all three methods, we split the AR’s into 80% train and 20% test samples. i) Instance-based

splitting. The indexes of the splits are generated randomly without replacement. This split

can measure the goodness-of-fit but is prone to information leakage when the observations of
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a particular AR are scattered among the splits [270]. ii) AR-based splitting. AR numbers are

used instead of the observation indexes for random index generation. This split prevents the

information leakage that happens in Random splitting but may introduce another form of

information leakage due to sympathetic flaring between neighboring ARs [270]. iii) Month-

based splitting. The timestamps are used to split the sets in terms of months with the

same ratio. This split can also measure the goodness of fit and is closer to the operational

forecasting setting. Each feature in the dataset is normalized over the time windows of the

training data. Specifically, for each AR the mean and standard deviation of each feature is

computed over the time points of the training sample. Then for each AR and each variable,

the mean is subtracted and the result is divided by the standard deviation for both training

and test samples.

3.3 Prediction algorithms

We consider four machine learning models that can exploit polar field features for the flare

prediction task: i) Logistic Regression (LR); ii) Mixture of Experts (MOE); iii) Multi-Layer

Perceptron; iv) Recurrent Neural Network.

3.3.1 Logistic Regression

Logistic Regression (LR) is a model for which the conditional distribution of the response

variable as a Bernoulli distribution conditioned on the features of an AR sample in the case

of binary classes, and categorical (multinomial) distribution for multiple classes. Specifically,

for the binary case, LR models the conditional distribution of the response variable as

p(yi|xi,Θ) = Ber(yi|σ(ΘTxi)), (3.5)

where i indexes the data points, yi = {0, 1} denotes the response variable (i.e., flare class),

and xi corresponds to the SHARP parameters. The model parameters Θ are estimated from

the training set by using Maximum Likelihood Estimation (MLE). In particular, the MLE

objective over the N AR samples {(xi, yi)}ni=1 in the training set:

ℓ(Θ) =
N∑
i=1

log p(yi|xi,Θ), (3.6)

which is convex in Θ, and has a unique solution. We use LBFG-S [186] to optimize the

model parameters. In order to introduce polar field features to LR, a simple approach
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is to concatenate them with the SHARP parameters and apply the algorithm with these

augmented features.

3.3.2 Mixture of Logistic Regressions

A richer family of conditional distributions can be obtained by using a mixture of experts

(MOE) framework [336]. For classification tasks, each expert is an LR model. The pre-

dictions of the experts are mixed probabilistically according to mixture coefficients, which

are obtained by using another linear model called the gating function. The output of the

gating function is constrained to be a simplex to support proper mixing coefficients. This

is achieved by using a Softmax function S, which is applied after the linear transformation

of the input features of the gating function. We propose to use polar field features as the

input to the gating function. The main intuition is that the experts will be forced to focus

on specific portions of the solar cycle.

Let zi denote a K dimensional categorical valued latent variable that indicates which

expert is active for data point (AR) i, where K is the total number of experts initialized. The

categorical conditional distribution of the latent variable zi induced by the gating function

is given as

p(zi|ti,V ) = Cat(zi|S(V T ti)), (3.7)

where ti denotes the polar field features associated with data point i, and V represents the

gating function parameters that map features to the logits of the categorical distribution.

After the softmax function, we obtain proper mixture coefficients for data point i. Since the

experts are logistic regression models, their conditional distributions are given as

p(yi|xi, zi = k,Θk) = Ber(yi|σ(ΘT
kxi)), (3.8)

where Θk denotes the parameters of the expert k. The marginal likelihood of this model can

be computed by integrating out the latent variables as follows

p(yi|xi, ti) =
K∑
k=1

p(zi = k|ti,V )p(yi|xi, zi = k,Θk). (3.9)

The objective is to maximize marginal log-likelihood with respect to the logistic regression

and gating function parameters. The Expectation Maximization algorithm is a suitable

optimization method for latent variable models. The algorithm optimizes the expected

complete data log-likelihood (ECLL) instead of marginal, where the former forms a lower

bound for the latter. There are two alternating steps, E and M steps. In the E-step of
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the algorithm, the posterior distributions of the latent variables are computed and their

expectations are plugged into the complete data log-likelihood to obtain ECLL. Subsequently,

the ECLL is maximized with respect to the model parameters in the M-step. These steps

are iterated until ECLL converges. For the mixture of experts model, the ECLL is given as

N∑
i=1

K∑
k=K

rik log[Sk(V T ti)p(yi|xi,Θk)], (3.10)

where we replace the explicit expression of the prior distribution of mixture coefficients. rik

denotes the posterior distribution of zi, which can be computed as

rik = p(zi = k|xi, yi, ti,Θk) ∝ S(V T ti)p(yi|xi, zi = k,Θk), (3.11)

in the E-step of the EM algorithm. Replacing the posterior in the complete data log-

likelihood, we get parameter-specific objectives to optimize in the M-step. Specifically, for

the model parameters of the experts, the objective becomes

ℓ(Θk) =
N∑
i=1

rik log p(yi|xi, zi = k,Θk), (3.12)

which can be computed by using any gradient-based optimizer. Note the similarity of this

objective with Eq. 3.6. Hence, the former corresponds to weighted Logistic Regression. For

the parameters of the gating function, the objective takes the following form

ℓ(V ) =
N∑
i=1

K∑
k=1

rik logSk(V T ti), (3.13)

which is also similar to the Logistic Regression objective in Eq. 3.6 except that the re-

sponse variable is simplex instead of discrete. This objective can also be maximized with

any gradient-based optimizer. We use LBFG-S for all gradient-based optimization tasks.

In summary, the E-step constitutes computing posterior distributions of the latent vari-

ables given the current values of the parameters by using Eq. 3.11, the M-step constitutes

maximizing Eq. 3.12 and 3.13 with respect to Θk and V . When Eq. 3.10 converges, the it-

erations are halted. If we don’t use polar field features, mixing coefficients are unconditional

as analogous to Gaussian Mixture Models.

62



3.3.3 Multi-layer Perceptron

The Multi-layer Perceptron (MLP) is a non-linear discriminative classification model. MLPs

can be more powerful than their linear counterparts when the interactions between the

features and the response variables can not be explained by linear decision boundaries. An

MLP can be obtained by stacking multiple fully connected layers. Each layer performs

an affine transformation, and subsequently applies a deterministic non-linear function, e.g.,

softmax, relu, tanh. Stacking multiple layers result in a complex deterministic function of

the input features. Let fΘ denote this function with the exception that the last layer does

not apply any activation functions. Here, Θ represents the set of the affine transformation

parameters of all the layers. Then, the conditional distribution for a binary classification

task is given as

p(yi|xi,Θ) = Ber(yi|σ(fΘ(xi)), (3.14)

where the loss function is the same with LR as in Eq. 3.6.

The maximization of this distribution can be achieved by using a back-propagation algo-

rithm [122]. We consider using polar field features as the additional features by concatenating

them with the SHARP parameters.

Analogously to LR, a mixture of MLPs can be constructed by initializing multiple MLPs

and mixing them using the probabilistic objective given in Eq. 3.9 [27]. However, in the

MLP case, the EM algorithm is no longer applicable. Fortunately, back-propagation can still

be used to maximize the objective. Similar to the Mixture of Logistic regression, a separate

gating function can be initialized that maps polar field features to the mixture coefficients.

This function can be linear or non-linear (MLP). In our experiments, we did not observe a

significant performance change for Mixture of MLPs over NN-Augmented. Hence, we omit

the Mixture of MLPs in this study.

3.3.4 Recurrent Neural Network

The aforementioned algorithms do not take the sequential nature of the observations into

account. A more principled approach would model temporal data by assuming Markov

chains between the consecutive inputs or outputs. Recurrent Neural Networks (RNN) do

that by forming a first-order Markov chain between the hidden units. RNNs have shown

significant success for sequential data modeling, and LSTM, a variant of RNNs, achieves

state-of-the-art performance in flare forecasting from time series SHARP data [49, 188, 270].

For this study, we use a particular version to classify the sequences of the input observations,

also known as time series classification. The conditional distribution of the model is given
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as:

p(yi|xi,t=1:T ,Θ) = Ber(yi|σ(fΘ(xi,t=1:T )), (3.15)

which implies that the observed label is dependent on a sequence of input data points.

The length of the sequence is denoted as T and is a hyper-parameter of the model. The

log-likelihood function associated with the RNN model is

ℓ(Θ) =
N∑
i=1

log p(yi|xi,t=1:T ,Θ), (3.16)

where Θ represents the parameters of the model and can be optimized by using the back-

propagation algorithm and T = 120 is the number of temporal samples in each AR training

sample. The polar field features are incorporated as additional input features by concate-

nating them with the SHARP parameters.

3.4 Experiments

3.4.1 Configurations

The 4 algorithms described in Sec. 3.3 were compared in terms of relative performance

improvements when adding the polar field to the SHARP features. Our SHARP dataset

consists of 2663 samples with 22 parameters over 120 time points. As described above we

consider 3 different data splits: instance-based, AR-based, and month-based. For polar field

features, we create two modes: raw CAPS2 and CAPN2 used as two separate input features;

and cycle, where the absolute difference of CAPS2 and CAPN2 is used as a lower dimensional

solar cycle approximation (see Fig. 3.3). We also consider smoothed versions of CAPS2 and

CAPN2 by using the Kalman filter, and unfiltered versions of these features. Hence, the

total number of experimental configurations is 12 if we don’t use the polar field feature, and

48 otherwise. We perform cross-validation by using training splits for each configuration to

select the regularization strengths of the algorithms. Also, we perform 20 runs to assess the

significance of the accuracies. Hence, the total number of runs is around 7k.

3.4.2 Tuning

The hyper-parameters of the machine learning algorithms must be tuned for fair performance

comparison. Cross-validation on the training set is used to select the best hyper-parameters

for each experimental configuration. First, the training dataset is divided into 5 folds. The

first fold is held out for measuring the performance of a hyper-parameter setting while the
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rest are used for training the algorithm. Then the hold-out set is alternated one by one so

the total number of empirical realizations of performance for each hyper-parameter setting

is 5. The average of these 5 values is then used as the score of that particular setting. We

use the Heidke Skill Score HSS2 [55, 30] for quantifying performance, which is defined as

follows:

HSS2 =
2 × [(TP × TN) − (FN × FP )]

(TP + FN)(FN + TN) + (TP + FP )(FP + TN)
, (3.17)

where TP, TN, FP, and FN correspond to true-positive, true-negative, false-positive, and

false-negative values computed from binary classification predictions and ground truth, re-

spectively.

All the algorithms studied were implemented with the standard L2-norm regularization

approach to minimize overfitting. Regularization is accomplished by a penalty method, where

the sum of the L2-norm squared of each parameter vector is weighted by a regularization

parameter and added to the log-likelihood functions of each of the predictor models discussed

in Sec. 3.3. The regularization parameters are tuned to optimize the performance of each

algorithm. For LR, MLP, and RNN, the regularization strength is a single scalar that is

common for all the elements of the parameters. The grid search range for this scalar is

chosen as [0.1, 1, 10]. For MOE, we have separate parameters for the gating function and

the experts. We use one scalar regularization parameter for the parameters of the gating

function, and another for the parameters of the experts. The grid range for these two hyper-

parameters is similarly determined as [0.1, 1, 10].

In addition to regularization tuning, the mixture model has a hyper-parameter associated

with the total number of experts being initialized. The grid search range for this hyper-

parameter is set as [2, 3, 4, 5, 6, 7, 8]. We fix the network structure of RNN and MLP. In

particular, 32 nodes with one hidden layer are initialized for both models.

3.4.3 Significance Assessment

To assess the significance of the results, we repeat each experimental configuration n = 20

times with and without using polar field data. We then compute p-values from one-sided

paired t-tests. The t-statistic is computed as t = d̄
√
n/s, where d̄ = 1

n

∑n
i=1 di is the mean

of the difference vector d whose elements are given by di = yi − xi where yi and xi are HSS2

scores with and without polar field data for trial i, respectively. Then, under the Student-t

distribution with degrees of freedom n− 1, we compute the right-tail p-value.
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Algorithm Filter Mod Split p-value t-score hss2(s+p) hss2(s) hss2-diff hss2(p)

LR Yes Raw Month 0.0274 2.628 0.7745 0.7155 %8.2 0.3010

No Cyc Inst 0.0439 2.1271 0.8143 0.802 %1.5 0.3628

No Cyc Inst 0.0002 4.3055 0.8223 0.7992 %2.9 0.3484

MOE Yes Raw Inst 0.0005 4.0369 0.8254 0.792 %4.2 0.3867

Yes Cyc Inst 0.0155 2.6055 0.8205 0.8001 %2.5 0.3689

Yes Raw Month 0.0386 2.4202 0.7502 0.6827 %9.9 0.2485

MLP Yes Raw Inst 0.0000 6.8479 0.7992 0.7896 %4.9 0.4384
No Cyc Month 0.0481 2.2856 0.7653 0.7149 %7.0 0.3658

Yes Raw Inst 0.0002 4.4235 0.826 0.7947 %3.9 0.4143
RNN Yes Cyc Month 0.0463 -2.3092 0.6117 0.6756 -%9.4 0.3627

Yes Raw Month 0.0478 2.2888 0.7194 0.6544 %9.9 0.2791
No Raw AR 0.0221 2.4469 0.6977 0.6337 %10.1 0.3952

Table 3.2: Table of statistically significant (p-value≤5%) performance improvements due to
adding polar field features to SHARP features, The hss2 skill score argument (p) means only
polar fields data, (s) means only SHARP parameters, and (s+p) means both data sources
are used as input to the algorithms. (diff) is the mean hss2 score percentage difference when
the polar field is incorporated in addition to SHARP parameters. The highlight colors in
the table specify the common configurations where MOE achieves statistically significant
performance improvements due to adding the polar field. The full tables including the
statistically non-significant configurations are provided in the supplementary.

3.4.4 Results

The results are compiled in Table 3.2. We report HSS2 computed on the test set as the

performance metric. For each algorithm, we only keep the configurations with statistically

significant performance improvement due to the incorporation of polar field data, where

significance is defined as a p-value less than 0.05 (5% level) of a one-sided paired t-test

of equal mean performance, computed from 20 runs. For the LR model, there are two

configurations that exhibit significant performance differences when polar field features are

incorporated. Both of them imply that performance improves with the incorporation polar

field. Particularly when we use unfiltered cycle approximation for the polar field features and

filtered raw features, we obtain performance boost for the month (8.2%) and instance-based

splits (1.5%), respectively. For the MOE model, there are four significant cases with all of

them yielding performance improvements. The performance boost is up to 9.9%. The model

can exploit the polar field augmented data regardless of filtering and preprocessing options

when the splits are instance and month based to improve flare classification performance.

For filtered raw features, the MLP improves performance on instance-based splitting by 4.9%

and non-filtered cycle approximation on month-based splitting improves by 7.0%. The RNN

performance is boosted regardless of filtering, preprocessing, and splitting options for four
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significant cases, achieving improvements as high as 10.1%. In summary, out of 12 significant

cases for four algorithms, 11 of them provide performance increase, which suggests that polar

field features to have high potential to improve solar flare prediction performance.

The column hss2(p) shows the prediction performance of the algorithms when only polar

field data is used. The results indicate that sole use of polar field data gives poor skill

scores, which is less than half of those of the SHARP data alone, for solar flare prediction.

However, the hss2(p) scores are far from zero since solar cycle intensity and polar fields are

correlated, as discussed in Section 3.1. Solar cycle intensity affects the expected intensities

of the flares in particular time frames. Due to this connection, one can expect that coarse

predictions about the classes of solar flares can be made with polar field data since it captures

information about the solar cycle.

For the MOE model, the solar cycle dependency of the classification accuracy is shown

in Fig. 3.3 by repeating five experiments using instance-based splitting. We plot sunspot

numbers, polar fields data (cycle approximation), accuracy without polar fields data, and

accuracy with polar fields data. The classification accuracy curves are smoothed out with

a 90-day moving average. We observe that MOE can exploit polar field data to improve

classification accuracy in some parts of the solar cycle. The average classification accuracies

over the whole HMI period are 0.88 and 0.91 for without and with polar field data, respec-

tively. One can also observe the high negative correlation between the sunspot number and

the curve of the polar field, which is computed as -0.86.

Finally, we compare the performance improvements of the models in Table 3.2. Only

those configurations for which the p-value was significant at a level of 5% are shown. Among

all algorithms MOE stands out as the only one to attain highly significant performance

improvement (p-value=0.0002) when no Kalman filtering is used, the magnitude difference

north and south polar field data are used (the solar cycle approximation), and the splitting is

instance based. MOE, MLP, and RNN, all have highly significant performance improvement

when the polar field data is smoothed using the Kalman filter, the northern and southern

polar fields are not combined into a cycle approximation (raw) and the split is instance

based. Overall, among the five common configurations for which MOE achieves statistically

significant improvement at the 5% level, MOE exhibits better performance in three of them,

comparable performance in one of them, and slightly worse performance in the other one.

We conclude that MOE is a promising machine learning model that can incorporate polar

field data to improve flare classification accuracy.

We conclude this section by discussing some of the limitations of this study, which create

opportunities for future research. Firstly, while we have established the value of polar field

data when the train vs test data split is randomized over time, our conclusions may not
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Figure 3.3: The classification accuracy curves of MOE with and without using polar fields
data w.r.t. to the sunspot number when the splitting method is instance-based. Cycle
approximation with filtered data is used as input. The curves are moving averaged over 90
days. The incorporation of the data substantially improves classification accuracy in some
portions of the solar cycle.

translate to operational flare forecasting where train and test data are drawn from past and

future observations, respectively. We could not implement such a temporally defined data

splitting to train our algorithms due to the fact that HMI data is currently available only

over a single solar cycle. Secondly, it is possible that we could strengthen our conclusions

by accounting for the temporal and longitudinal correlations of the polar field and active

region magnetograms. In particular, instead of summarizing the polar field as the differ-

ence between both north and south polar fields (CAPN2 and CAPS2) we might be able to

improve our model by incorporating the spatial coordinates of the active regions and in-

dependently applying CAPN2 and CAPS2 to the northern and southern hemisphere active

regions, respectively (see Fig. 3.1). Alternatively, it might be beneficial to incorporate a

dynamic physics-based prediction model to account for dependencies between past active

region activity and present polar field intensity. Furthermore, the added value of using polar

field data may increase if we expanded the feature dimension to use the higher resolution

HMI image data instead of just SHARP summarized data of active regions.
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3.5 Conclusions

In this chapter, we investigated the utility of the sun’s north and south polar field strength

for improving solar flare prediction from HMI data. We presented an extensive experimental

study, that analyzes multiple ways of preprocessing schemes for polar field data, several ma-

chine learning models that can incorporate this additional data source, diverse experimental

conditions, and multiple splitting methods. The mixture of experts model was introduced

for this particular global data incorporation task Our experimental results showed that po-

lar field data is valuable for improving classification performance in multiple configurations.

Additionally, we demonstrated that the proposed mixture of experts model can effectively

supplement SHARP parameters with polar field data with for improved flare prediction.

The results suggest a causal connection between isolated ARs captured in the SHARP

data and the global magnetic field captured in the polar field. The connection could come

through the polar field itself due to the causal relationship between the event of decaying

ARs and the subsequent drift of enhanced field towards poles. Hence, AR activity is anti-

correlated to the polar field with a certain phase shift. In this study, we find that the

probability of individual flare events is also correlated to the total sunspot number through

the solar cycle, which closely follows the polar field strength. To put this work in context

we point out that the polar field data has been used to inform solar cycle predictions with

reasonable accuracy [227, 228]. We believe this work represents the first time the global field

has been used to augment the prediction of solar flares.

In future work, there are several promising directions to enhance current results. The

phase shift between the solar cycle/AR activity and polar field strengths can be estimated

jointly by developing a more sophisticated model that can estimate and take into account

phase shifts to improve prediction performance. The ARs in the northern and southern

hemispheres can be modeled separately for more focused predictions. The correlation be-

tween the polar field strengths and other global indicators such as total active region area

and flux-weighted latitude at a certain time can be investigated and possibly utilized for

improved prediction performance. Finally, the data and the model may be further refined

by using HMI high-dimensional image data instead of SHARP features.

Appendix A: Definitions of the SHARP parameters

Table 3.3 gives the SHARP parameters that are used in this work.
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Parameters Description

USFLUXL Total unsigned flux
MEANGBL Mean gradient of the line-of-sight field
RVALUE Total line-of-sight unsigned flux
AREA De-projected area of patch on sphere in microhemisphere
TOTUSJH Total unsigned current helicity
TOTUSJZ Total unsigned vertical current
SAVNCPP Sum of the modulus of the net current per polarity
ABSNJZH Absolute value of the net current helicity
TOTPOT Proxy for total photospheric magnetic free energy density

SIZEACR
Deprojected area of active pixels (Bz magnitude larger than
noise threshold) on image in microhemisphere (defined as
one millionth of half the surface of the Sun)

NACR The number of strong LOS magnetic field pixels in the patch
MEANPOT Proxy for mean photospheric excess magnetic energy density
SIZE Projected area of the image in microhemispheres
SHRGT45 Fraction of area with shear > 45°
MEANSHR Mean shear angle
MEANJZD Vertical current density
MEANALP Characteristic twist parameter, α
MEANGBT Horizontal gradient of total field
MEANGAM Mean angle of field from radial
MEANGBH Horizontal gradient of horizontal field
NPIX The number of pixels in a SHARP image

Table 3.3: List of SHARP Parameters and Brief Descriptions
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CHAPTER 4

Multiway Covariance Models

4.1 Introduction

Probabilistic modeling of data is ubiquitous in statistics and machine learning, and arguably,

estimating dependencies across covariates is one of the most fundamental modeling tasks.

While first order “mean field” analysis can describe typical mean behavior of covariates,

higher order analysis is required to capture interactions between covariates. Among the

latter, covariance estimation is a second order analysis that has been extensively studied

for empirically estimating the covariance or the inverse covariance (precision) matrix from

multivariate data. Besides being of interest in their own right, covariance estimates are

often a prerequisite in other applications, including: dimensionality reduction; multivariate

clustering; supervised classification; linear prediction; and model selection [143, 202, 334, 20,

84, 279, 277, 280].

A striking feature of many modern datasets is their high-dimensionality and multiway na-

ture, often involving a huge number of multi-indexed variables represented as tensor-valued

data [153, 163]. Second order analysis of such tensor-valued data poses significant model-

ing and computational challenges due to the intrinsically high computational complexity of

manipulating tensor representations [124]. To overcome these challenges, several method-

ological approaches have been developed over the past 50 years that reduce model complexity

by imposing sparse or low-dimensional dependency structures in the covariance or inverse

covariance. These include Kronecker generalizations of PCA (Kronecker PCA) [289, 103] and

the matrix normal model [62], where the covariates are multivariate normal with multiway

covariance structure modeled as a Kronecker product of matrices of much lower dimension.

These Kronecker representations of covariance can have Kronecker factors that are either

dense [76, 315] or sparse [10, 290].

The introduction of such parsimoniously structured tensor covariance models, and fast

iterative computational algorithms for inferring these models, have made tensor covariance
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models more practical for many applications. In particular, such models have been applied to

image classification [86], spatio-temporal image processing [103, 101, 204, 66], bioinformat-

ics [283, 100, 278, 74], atmospheric science [181, 102], neuroscience [306, 276, 26], medical

imaging [190, 187], and digital advertising [117]. Several other applications of multiway

covariance models are discussed in the unpublished survey [267].

In this article, we survey some of the recent advances in second order analysis of multiway

data. The focus is on Kronecker structured representations and approximations to multiway

covariance. After introducing some notation in Section 4.2, we describe how multiway co-

variance structure arises in different applications, including in linear prediction of dynamic

processes whose evolution is governed by differential equations. We then overview recent

approaches to Kronecker modeling and estimation of multiway covariance and inverse co-

variance in Section 4.3. In Section 4.4, we summarize and compare these Kronecker models

and estimators based on their theoretical performance properties and a numerical compari-

son study. The numerical study focuses on model comparison for an important application in

the domain of space weather: prediction of solar active region evolution over time. In Section

4.5, we conclude the chapter with a few open research directions in second order multiway

data modeling. A software package [308] accompanies this survey with code implementing

the methods described herein.

This survey is intended to complement previous surveys on aspects of high dimensional

covariance modeling important to practitioners. These include surveys on robust structured

covariance estimation [319, 149] and regularized covariance estimation [232, 165, 50]. Here,

we focus on the class of Kronecker structured covariance models.

4.2 Background

4.2.1 Notation

Throughout the chapter, scalars are denoted by lowercase letters, vectors by boldface lower-

case letters, and matrices by boldface capital letters. All matrix and vector quantities are as-

sumed to be real valued, although all the multiway covariance models discussed in this chap-

ter straightforwardly generalize to complex valued data. For a matrix A = (Ai,j) ∈ Rd×d,

the spectral norm is denoted as ∥A∥2, the Frobenius norm as ∥A∥F , and the nuclear norm

as ∥A∥∗. We define ∥A∥1,off :=
∑

i ̸=j |Ai,j| as its off-diagonal ℓ1 norm. For tensor algebra,

we adopt the notations used by Kolda and Bader [153]. K-th order tensors are denoted by

boldface Euler script letters, e.g, X ∈ IRd1×···×dK , with the (i1, . . . , iK)-th element denoted

as X i1,...,iK . A fiber of a tensor is a higher order analogue of a row or a column of a ma-
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trix. It is obtained by fixing all but one of the indices of the tensor. The vectorization of

X , denoted as vec(X ), stacks the entries of the tensor into a d-dimensional column vector

(X 1,1,...,1,X 2,1,...,1, . . . ,X d1,d2,...,dk)T , where d =
∏K

k=1 dk. Matricization, also known as un-

folding, is the process of transforming a tensor into a matrix. The mode-k matricization

of a tensor X , denoted by X (k), arranges the mode-k fibers to be the columns of the re-

sulting matrix. The k-mode product of a tensor X ∈ IRd1×···×dK and a matrix A ∈ IRJ×dk ,

denoted as X ×k A, is a tensor of size d1 × · · · × dk−1 × J × dk+1 × . . . dK , with entries

defined as (X ×k A)i1,...,ik−1,j,ik+1,...,iK :=
∑dk

ik=1 X i1,...,iKAj,ik . We define the K-way Kro-

necker product (KP) as
⊗K

k=1Ak = A1 ⊗ · · · ⊗AK , and the K-way Kronecker sum (KS) as⊕K
k=1Ak = A1⊕· · ·⊕AK =

∑K
k=1 I[d1:k−1]⊗Ak ⊗ I[dk+1:K ], where I[dk:ℓ] = Idk ⊗· · ·⊗ Idℓ . For

the case of K = 2, A1 ⊕A2 = A1 ⊗ Id2 + Id1 ⊗A2.

Statistical convergence rate will be denoted by the OP (·) notation, which is defined as

follows. Consider a sequence of real random variables {Xn}n∈N defined on a probability space

(Ω,F , P ) and a deterministic (positive) sequence of reals {bn}n∈N. By Xn = OP (1) is meant:

supn∈N P (|Xn| > K) → 0 as K → ∞, where Xn is a sequence indexed by n. The notation

Xn = OP (bn) is equivalent to Xn

bn
= OP (1). By Xn = op(1) is meant P (|Xn| > ϵ) → 0 as

n → ∞ for any ϵ > 0. By λn ≍ bn is meant c1 ≤ λn

bn
≤ c2 for all n, where c1, c2 > 0 are

absolute constants. The asymptotic notation an = O(bn) means lim
∑

b→∞ |an
bn
| ≤ C for some

constant C > 0, while cn = Ω(dn) means lim infn→∞ | cn
dn
| ≥ C ′ for some constant C ′ > 0.

4.2.2 Multiway Data

Multiway data frame Multiway data are data that are indexed over multiple domains,

called modes, and can be represented as a tensor-valued data frame. The number of modes

is called the order of the tensor. Examples of multiway data include 3D images of the brain,

where the modes are the 3 spatial dimensions, and spatio-temporal weather imaging data, a

set of image sequences represented as 2 spatial modes and 1 temporal mode. One can also

obtain a multiway data by stacking independent, identically distributed data samples.

Multiway patterned covariance matrix Given a multiway data tensor of order K, the

covariance matrix of the vectorized data has a special patterned structure. For instance,

suppose that X ∈ Rd1×d2 is a multiway data frame of order 2, (i.e., a matrix). Then the

covariance matrix of vec(X) is a d1d2 by d1d2 matrix Σ = (Σij) that corresponds to the

covariance of the i-th and the j-th rows of X. See Figure 4.1 for a visual illustration. As

a special case, if the rows of X are independent and identically distributed with d2 × d2

covariance Σd2 , then cov(X) = Id1 ⊗Σd2 .
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Figure 4.1: Multiway data and patterned covariance.

Utility of multiway data for prediction Arguably, regression analysis is one of the most

straightforward approaches for prediction as it attempts to estimate the relation between

the covariates and the response variable. Despite its long and fruitful history, traditional

regression techniques often fall short of handling multiway data encountered in modern

applications, due to the ultrahigh data dimensionality as well as complex data structure.

Recently, several tensor regression models were proposed to exploit the special structure

of tensor covariates [347, 117] or of tensor responses [234, 178, 348]. These models try to

utilize the sparse and low-rank structures in the tensors – either in the regression coefficient

tensor or the response tensor – to boost performance on the regression task by reducing the

number of free parameters. Similarly, in Section 4.4.3, we demonstrate the utility of sparse

precision/covariance matrices in linear prediction for tensor-valued data.

4.2.3 Multiway covariance representations for diffusion processes

While multiway representations have been successfully applied to many different types of

data, they are particularly interpretable when modeling data generated from physical diffu-

sion processes. In particular, consider a random process u whose sample paths obey a partial
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differential equations of the form

Du = f in Ω,

u = g on ∂Ω,
(4.1)

where u is the unknown physical process, f is the driving process (e.g., white Gaussian

noise), g is the function value of u on the boundary, D is some differential operator (e.g,

a Laplacian or an Euler-Lagrange operator), and Ω is the domain. After finite difference

discretization over the domain Ω, the model is equivalent to (ignoring discretization error)

the matrix equation

Du = f .

Here, D is a sparse matrix since D is a differential operator. Additionally, as shown below,

D admits the Kronecker structure as a mixture of Kronecker sums and Kronecker products.

The matrix D reduces to a Kronecker sum when D involves no mixed derivatives. As an

example, we consider the Poisson equation, an elliptical PDE that governs many physical

processes including electromagnetic induction, heat transfer, and convection. On a rect-

angular region Ω = (0, d1) × (0, d2) in the 2D Cartesian plane, the Poisson equation with

homogeneous Dirichlet boundary condition is expressed as

Du = (∂2x + ∂2y)u = f in Ω,

u = 0 on ∂Ω
(4.2)

where f : Ω → R is the given source function and u : Ω → R is the unknown process of

interest. Using the finite difference method with a square mesh grid with unit spacing, the

unknown and the source can be expressed as d1-by-d2 matrices, U and F, respectively, that

are related to each other via

Ui+1,j + Ui−1,j + Ui,j+1 + Ui,j−1 − 4Ui,j = Fi,j (4.3)

for any interior grid point (i, j). Defining n-by-n square matrix

An =


2 −1

−1 2
. . .

. . . . . . −1

−1 2

 ,
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the above relation can be expressed as the (vectorized) Sylvester equation with K = 2:

(Ad1 ⊕Ad2)u = f , (4.4)

where u = vec(U), f = vec(F). Note that An is tridiagonal. In the case where f is

white noise with variance σ2, the inverse covariance matrix of u has the form cov−1(u) =

σ−2(Ad1 ⊕Ad2)
T (Ad1 ⊕Ad2) and hence sparse.

More generally, any physical process generated from Equation (4.1) also has sparse inverse

covariance matrices due to the sparsity of general discretized differential operators. Note that

similar connections between continuous state physical processes and sparse “discretized”

statistical models have been established by Lindgren et al. [183], who elucidated a link

between Gaussian fields and Gauss Markov Random Fields via stochastic partial differential

equations.

In some applications, e.g. weather forecasting and multivariate time series, the data frame

X can be modeled as having been generated by an underlying dynamical process obeying

the aforementioned physical diffusion model. This model can be used for various tasks such

as forecasting, classification, and two-sample comparison. For example, when the dynamical

model is of known linear form, the Kalman filter can be used for these tasks [34]. In the

case of non-linear dynamics the ensemble Kalman filter (EnKF) [81] is applicable. Recently,

a sparsity-penalized EnKF was introduced for modeling non-linear state dynamics [133].

This EnKF was implemented with a sparse inverse covariance estimator in order to stabilize

the error covariance update of the Kalman Filter. When the state is high dimensional

and tensor-valued, [304] used Kronecker-structured models for the (inverse) covariance and

demonstrated improvements in tracking certain classes of dynamical models. A similar

application of Kronecker covariance modeling will be further illustrated in Section 4.4.2.

4.3 Multiway Covariance Models

In this section, we survey several covariance models for multiway data and review associated

estimation algorithms that have been introduced in the literature. The common assumption

of these models is that the multimodal covariance (or inverse covariance) of multiway data

has a factorized representation involving a Kronecker product or a Kronecker sum of smaller

matrices, or as a linear combination thereof. Each of the smaller matrices corresponds to a

single mode of data and these are often interpreted as mode-wise (inverse) covariances. The

models and the algorithms reviewed in this section are summarized in Table 4.1.
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Table 4.1: Overview of the models and the algorithms reviewed in Section 4.3. Here, Σ and
Ω denote the covariance and the inverse covariance (precision), respectively. For the sake of
brevity, the model in the second column is described for K = 2.

Model Algorithm Note

KP-Covariance
(Section 4.3.2)

Σ =
∑r

l=1Al ⊗Bl

KPCA [289] Algorithm requires K = 2
Robust KPCA [100] Algorithm requires K = 2

AdaKron [177] Analysis restricted to K = 2
TRCM [10] Analysis restricted to K = 2

Gemini [349] Analysis restricted to K = 2

KP-Precision
(Section 4.3.3)

Ω = A⊗B
KGlasso [10, 290] Analysis restricted to K = 2

Tlasso [192] Applicable to K ≥ 2

KS-Precision
(Section 4.3.4)

Ω = A⊕B
Teralasso [102] Applicable to K ≥ 2
BiGlasso [147] Analysis restricted to K = 2

Sylvester GM
(Section 4.3.5)

Ω = (A⊕B)2
SyGlasso [306] Applicable to K ≥ 2

SG-PALM [305] Applicable to K ≥ 2

4.3.1 The Kronecker Product Covariance Model

For a K-mode tensor-valued data frame, the Kronecker product (KP) model of its covariance

matrix Σ is

Σ = Σ1 ⊗ · · · ⊗ΣK (4.5)

where Σk ∈ IRdk×dk , k = 1, . . . , K are symmetric positive-semidefinite matrices, which are

called the Kronecker factors of Σ.

The KP model with K = 2 imposes a simple two-way covariance representation recast as

Σ = A⊗B, arguably the simplest non-trivial one. Then, under this model, each d2×d2 block

[Σ]ij of the d1d2×d1d2 patterned covariance matrix Σ shown in Figure 4.1 is the same matrix,

namely [Σ]ij = B, up to a multiplicative factor. Despite its apparent simplicity, the KP

model with K = 2 has been used effectively in many different applications, including spatio-

temporal data frames arising in MIMO wireless communications [333, 315], geostatistics [58],

genomics [330, 131], face recognition [344], and recommender systems [10].

The KP model was introduced by Dawid [62] in the context of the matrix normal dis-

tribution for data with K = 2 tensor modes. An alternating optimization algorithm for

maximum likelihood estimation (MLE) of the K = 2 Kronecker factors was introduced by

Mardia and Goodall [197] and analyzed by Dutilleul [76]. A different approach based on

the covariance matching principle was taken by Strobach [265], who cast the problem of

estimating the K = 2 Kronecker factors as a minimum Frobenius norm covariance matching
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problem:

min
A,B

∥S−A⊗B∥2F . (4.6)

Using the fact that the matrix Frobenius norm is invariant to permutation of the entries, the

above optimization (4.6) boils down to finding the rank-one approximation to the matrix

R(S), where R is the rearrangement-permutation operator that maps the square matrix

S ∈ IRd1d2×d1d2 to a rectangular matrix R(S) ∈ IRd21×d22 [295]. The minimizers of (4.6) can

thus be expressed in closed form using the left and right principal components u and v of

R(S) as Â = R−1(u) and B̂ = R−1(v), and the resultant estimator can be represented

as Σ̂ = Â ⊗ B̂. Compared to the MLE, this least square estimate does not require an

iterative algorithm, but is generally not asymptotically efficient. A weighted Frobenius norm

formulation based on (4.6) was considered by Werner et al. [315], leading to an asympotically

efficient estimator under the matrix normal assumption.

KP models with K > 2 also arise in applications and are explored in the literature. Mardia

and Goodall [197] considered a spatio-temporal multivariate environmental monitoring data

set and adopted a KP covariance with K = 3. They were the first to propose a maximum

likelihood estimation via triple iteration. As there were insufficient replicates, they simplified

the model by assuming the temporal components were statistically independent. Galecki [87]

discussed five 3-way KP models with different combinations of covariance factor structures

of identity, compound symmetry, AR(1), unstructured. Akdemir and Gupta [6] provided

a heuristic method for K ≥ 2, generalizing the flip-flop method originally proposed for

matrices. The convergence of the algorithm was empirically verified using simulations with

K up to 4, and using real world data with K up to 3. Hoff [129] discussed maximum

likelihood estimation and Bayesian estimation for tensor normal models for general K, the

latter approach verified on a 4-way international trade dataset. We note here that, in both

Hoff [129] and Ohlson et al. [221], the KP model was referred to as the “separable covariance”

model. An empirical study of the three-stage iterative algorithm for MLE of KP structured

covariance with K = 3 was given by Manceur and Dutilleul [195], who provided numerical

and simulation results showing convergence of the algorithm. Pouryazdian et al. [233])

proposed to select the order of Canonical Decomposition (CANDECOMP) in modeling 3-

way data under the assumption that the noise covariance is a KP model with K = 3 modes,

justified by the structure of electroencephalogram (EEG) data spanning the time, frequency,

and space dimensions.
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4.3.2 Kronecker Covariance Decomposition and Kronecker PCA

There is a less restrictive model than (4.5) that approximates the covariance as a sum of

several Kronecker products. For example, when K = 2, the covariance under this model is

expressed as

Σ =
r∑

l=1

Al ⊗Bl, (4.7)

where r ≥ 1 is a positive integer, Al ∈ IRd1×d1 and Bl ∈ IRd2×d2 for all 1 ≤ l ≤ r. The

sum of Kronecker product representation (4.7) is universal in the sense that any matrix Σ ∈
IRd1d2×d1d2 can be expressed as a sum of r Kronecker products with r ≤ min{d21, d22} in view

of SVD, cf. Van Loan and Pitzianis [295, Section 2]. Indeed, even when K ≥ 3, every tensor

Σ ∈ IRd×d can be represented by a sum of Kronecker products Σ =
∑r

l=1 A
(1)
l ⊗ · · · ⊗A

(K)
l

where d =
∏K

k=1 and A
(k)
l ∈ IRdk×dk for all k ∈ [K] and l ∈ [r]. The minimum positive

integer r such that Σ admits a representation of the form (4.7) is called the (tensor) rank

of Σ [153]; note that the KP model from Section 4.3.1 corresponds to the special case with

tensor rank 1 with additional constraints enforcing the factor matrices to be symmetric

positive semidefinite.

A model of the form (4.7) (with small r) allows for a compact, yet quite flexible, rep-

resentation of the matrix Σ. Recently, Dantas et al. [61] investigated the utility of this

model for hyperspectral image denoising through the lens of dictionary learning. We remark

that they used the model (4.7) to approximate the first-order “mean-field” behavior of data

rather than its covariance (cf. Section 4.1), and can be considered a higher-order analogue

of low-rank matrix models.

In the context of second-order (covariance) analysis, Tsiligkaridis and Hero [289] pro-

posed a penalized optimization approach for estimating a (tensor) rank r Kronecker product

decomposition (4.7) of covariance, proposing an estimate that solves

min
{Al,Bl}

∥∥∥∥∥S−
r∑

l=1

Al ⊗Bl

∥∥∥∥∥
2

F

+ λ

∥∥∥∥∥
r∑

l=1

Al ⊗Bl

∥∥∥∥∥
∗

for a user-supplied regularization parameter λ > 0. The solution to this penalized opti-

mization is specified by the first r principal components of the singular value decomposition

(SVD) of R(S) where r is determined by λ through a soft-thresholding of the SVD spec-

trum. In analogy to the ordinary PCA algorithm, the soft-thresholding SVD solution to this

optimization problem was called Kronecker PCA (KPCA) in [103]. In [289], it was shown

that, when the sample size n > d1d2, KPCA provides a consistent estimator of Σ. Bounds
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on statistical convergence rates were also established.

Subsequently, regularized variants of KPCA were proposed. Greenewald and Hero [103]

proposed to add one pair of diagonal matrices in the representation (4.7), namely, (A0,B0),

to provide a better fit to homogeneous noise in spatiotemporal modeling. This was further

extended to a robust Kronecker PCA [100], which is equipped with additional capability to

handle sparse unstructured “outlier correlations” that do not fit the vanilla KPCA model à

la robust PCA [42, 45].

While the KPCA model is flexible in the sense that every covariance tensor admits a

representation (4.7) for some r, there is no a priori guarantee that the factors Al,Bl are

symmetric, positive semidefinite (PSD) matrices. Indeed, one can see from a dimension

counting argument1 that if d1, d2 ≥ 2, then there exists a PSD matrix Σ ∈ IRd1d2×d1d2 that

cannot be expressed as a sum of Kronecker products of symmetric matrices Al ∈ IRd1×d1

and Bl ∈ IRd2×d2 . As a PSD matrix is symmetric, the aforementioned matrix Σ cannot be

expressed as a sum of Kronecker products of PSD matrices. Unless the factors Al,Bl are

PSD, we may not be able to interpret them as mode-wise ‘principal covariance components.’

It remains an open question how closely an arbitrary covariance Σ can be approximated

by a sum of Kronecker product of PSD matrices, or whether a typical covariance Σ can be

represented as a sum of Kronecker product of PSD matrices under reasonable data-generative

models.

4.3.3 Kronecker Graphical Lasso and Tensor Lasso

As discussed in Section 4.2.3, physical processes often give rise to sparse covariance or sparse

inverse covariance. Furthermore, when the number of independent samples, n, is smaller

than the data dimension, d =
∏K

i=1 di, imposition of a sparse structure can stabilize the

multi-way covariance estimates. Leng and Pan [177] considered the problem of estimating

a sparse covariance in the KP model (4.5) using a sparsity-penalized moment matching

approach. Under the matrix normal model, this corresponds to a sparse model on the

pairwise marginal dependencies in the covariates. It is sometimes more natural to impose

sparsity on the conditional dependencies, equivalent to imposing sparsity on the inverse

covariance instead of on the covariance itself, as demonstrated by Yuan and Lin [334] and

Banerjee et al. [20]. A fast algorithm for sparse estimation of the inverse covariance in the

matrix normal framework was proposed by Friedman et al. [84], who called the algorithm

1The set of d1d2×d1d2 PSD matrices has nonempty interior in the vector space of d1d2×d1d2 symmetric
matrices that has dimension

(
d1d2+1

2

)
. Note that the tensor product of the vector space of d1×d1 symmetric

matrices and that of d2 × d2 symmetric matrices is the span of Kronecker products and has dimension(
d1+1

2

)(
d2+1

2

)
, which is strictly smaller than

(
d1d2+1

2

)
if d1, d2 ≥ 2.
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the graphical lasso (Glasso).

Allen and Tibshirani [11] extended the Glasso to the matrix normal model (K = 2 modes)

and this algorithm, which we call the Kronecker graphical lasso (KGlasso), was shown to

be consistent with statistical convergence bounds in [290]. The KGlasso uses an alternating

flip-flop optimization on the sparsity penalized KP log-likelihood function, similarly to the

algorithm proposed by Mardia and Goodall [197] for the original unpenalized KP maximum

likelihood problem. Besides the diffusion processes mentioned in Section 4.2.3, the sparse

KP inverse covariance structures also arise in classification problems where the predictors

are matrix-valued [205].

The KGlasso solves the following non-convex optimization, equivalent to maximizing the

penalized log likelihood,

min
A,B

tr{S(A⊗B)} − log det(A⊗B) + λ1∥A∥1 + λ2∥B∥1 (4.8)

where λ1,λ2 are sparsity regularization parameters applied to the ℓ1 norms of the Kronecker

product factors A and B. Here, the ℓ1 norms are often restricted to range only over the

off-diagonals of A and B. Like the Glasso, iterative optimization methods are required to

solve the optimization problem (4.8), however, algorithmic implementation of such methods

can be significantly more difficult because it is a non-convex problem.

The tensor lasso (Tlasso) introduced by Lyu et al. [192] is a generalization of the KGlasso

to K ≥ 2 modes. As in the KGlasso, an alternating flip-flop maximization method is used to

estimate the precision matrix factors. Consistency and a minimax property are established

for the Tlasso. As pointed out in [192], normalization of the K inverse covariance factors is

necessary to ensure model identifiability as the tensor normal model is invariant to reciprocal

scaling and other transformations on the Kronecker factors.

Following KGlasso and Tlasso, recent works have focused on more efficient estimation

algorithms for solving the non-convex problem posed by (4.8) with provable guarantees.

For example, instead of alternatingly applying Glasso, Xu et al. [325] proposed an alternat-

ing block gradient descent algorithm that has been shown to converge linearly to the true

unknown precision matrices with optimal statistical error rates. More recently, Min et al.

[203] proposed a parallel estimation scheme as an alternative to previous alternating/cyclic

approaches for estimating the K inverse covariance factors. They demonstrated that the

parallelized version achieves similar convergence rates as alternating block descent.
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4.3.4 Tensor Graphical Lasso

The tensor graphical lasso (TeraLasso) of Greenewald et al. [102] is a K ≥ 2 generalization

of the bigraphical lasso (BiGlasso) of Kalaitzis et al. [147]. For simplicity, we confine the

discussion to the simpler K = 2 mode case. In contrast to the KGlasso/Tlasso, the TeraLasso

replaces the Kronecker product representation of the inverse covariance, Ω = A⊗B, with a

Kronecker sum representation: Ω = A⊕B = A⊗ I+ I⊗B. The rationale of [147, 102] that

motivates the Kronecker sum model is that, for equal number of non-zero entries in factors

A and B, it gives a sparser inverse covariance than the Kronecker product. This can be

appreciated from the fact that the Kronecker sum representation of the inverse covariance

corresponds to a Cartesian product graphical model instead of a direct product graphical

model given by the Kronecker product representation. This KS structure has recently been

studied in the context of matrix-valued time-series analysis – Jiang et al. [140] introduced a

novel multivariate autoregressive model to infer the graph topology encoded in the coefficient

matrix, which captures the sparse Granger causality dependency structures describing both

the sparse spatial relationship between sensors and the multiple measurement relationship.

They decompose the graph by imposing a KS structure on the coefficient matrix.

Furthermore, the Kronecker sum representation converts non-convex optimization prob-

lem in the KGlasso (4.8) into the convex optimization problem:

min
A,B

tr{S(A⊕B)} − log det(A⊕B) + λ1∥A∥1 + λ2∥B∥1 (4.9)

where λ1,λ2 are sparsity regularization parameters applied to the ℓ1 norms of the Kronecker

sum factors A and B. As in the KGlasso, these ℓ1 norms range over the off-diagonals of A

and B. This objective can be solved via either an iterative application of Glasso [147] or by

a projected proximal gradient descent algorithm [102]. More recent work has also extended

these estimation schemes to be more scalable and to handle non-identifiability [331] and

count data [179].

4.3.5 Sylvester Graphical Lasso and SG-PALM

The Sylvester graphical lasso (SyGlasso) [306] models the precision matrix as the square

of a sparse matrix that has Kronecker sum structure. Different from KGlasso, Tlasso and

TeraLasso, the Sylvester graphical model uses the Sylvester tensor equation to define a

generative process for the underlying multivariate tensor data. The Sylvester tensor equation

has been studied in the context of finite-difference discretization of high-dimensional elliptical

partial differential equations [99, 156]. Consider the simplest case of K = 2, any solution X
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to such a PDE must have the (discretized) form:

XA + BX = Z ⇐⇒ (A⊕B) vec(X) = vec(Z), (4.10)

where Z is the driving source on the domain, and A⊕B represents the discretized differential

operators for the PDE, e.g., Laplacian, Euler-Lagrange operators, and associated coefficients.

These operators are often sparse and structured.

The Sylvester generative (SG) model (4.10) leads to a matrix-valued random variable X

with a precision matrix Ω = (A⊕B)2, given that Z is isotropic (white) Gaussian distributed.

The Sylvester generating factors A and B can be obtained via minimization of the penalized

negative log-pseudolikelihood

min
A,B

tr{S(A⊕B)2} − log det
(

diag(A) ⊕ diag(B)
)

+ λ1∥A∥1 + λ2∥B∥1. (4.11)

This differs from the true penalized Gaussian negative log-likelihood in the exclusion of

off-diagonals of A and B in the log-determinant term. (4.11) is motivated and derived

directly using the Sylvester equation defined in (4.10), from the perspective of solving a

sparse linear system. This is a generalization and extension of the convex pseudolikelihood

framework for high dimensional partial correlation estimation (CONCORD) [150] to tensor-

variate variables. The pseudolikelihood function is convex and is maximized using a entrywise

regression approach similar to CONCORD. It is known that inference using pseudo-likelihood

is consistent and enjoys the same
√
N convergence rate as the MLE in general [22, 296].

Estimation of the generating parameters of the SG model is challenging since the sparsity

penalty applies to the square root factors of the precision matrix, which leads to a highly

coupled likelihood function. The nodewise regression approach in SyGlasso recovers only

the off-diagonal elements of each Sylvester factor. This is a deficiency in many applications

where the factor-wise variances are desired. Moreover, the convergence rate of the cyclic

coordinate-wise algorithm used in SyGlasso is unknown and the computational complexity

of the algorithm is higher than other sparse Glasso-type procedures. To overcome these

deficiencies, Wang et al. [305] proposed a proximal alternating linearized minimization

method that is more flexible and versatile, called SG-PALM, for finding the minimizer of

(4.11). SG-PALM is designed to exploit structures of the coupled objective function and

yields simultaneous estimates for both off-diagonal and diagonal entries. It also achieves

state-of-the-art iterative convergence result (i.e., linear convergence of the optimization error)

and an order of magnitude improvement in practical runtime per iteration. Additionally, SG-

PALM easily adapts to non-convex regularization functions (e.g., SCAD, MCP) and enjoys

similar rate of iterative convergence.
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4.4 Illustrations and Performance Comparisons

In this section, we discuss theoretical guarantees on the multiway covariance estimation pro-

cedures described in Section 4.3 and provide numerical illustrations of them. In Section

4.4.1, we collect and compare theoretical guarantees on the statistical consistency and com-

putational complexity for these covariance estimation algorithms. Then, in Section 4.4.2,

we provide empirical performance comparisons when the covariance / precision matrix esti-

mation methods are used for characterizing multiway physical processes. Finally, in Section

4.4.3, we demonstrate the use of tensor graphical models on the real-world application of so-

lar active region evolution prediction. The numerical studies in Section 4.4.2 and 4.4.3 were

performed using the publicly available software package [308] developed by the authors, and

the readers can explore other properties beyond those presented here.

4.4.1 Theoretical Guarantees

All of the methods described in Section 4.3 have non-asymptotic theoretical guarantees

on the statistical consistency of the estimators and the rate of computational convergence,

which can be converted to upper bounds on the sample- and computational complexity

of the methods, respectively. The best known upper bounds on the estimation error (in

Frobenius norm) and those on computational complexity (in number of flops per iteration)

are summarized in Table 4.2.

Statistical Error For each row of Table 4.2, the expression for statistical error applies only

when the associated model is correct, i.e., there is no model mismatch (bias) between the

model generating the observations and the model assumed to estimate covariance/precision.

For structured covariance estimation, the more recent AdaKron algorithm achieves better

statistical error (given that the true covariance matrix is sparse) than KPCA/Robust KPCA

as the dependence on di’s is linear. For structured precision matrix estimation, all the

structured methods enjoy significantly reduced statistical error compared to the traditional

Glasso. TeraLasso outperforms Tlasso and SyGlasso/SG-PALM approximately by a factor

of dk and sk, respectively. Moreover, it is noteworthy that Tlasso and TeraLasso achieve

single-sample convergence of the ℓ2 norm (operator norm) errors that are not included in the

table, meaning that the error vanishes with a single sample (N = 1) as the dimension grows

to infinity [102, 192].

Computational Complexity KPCA-based methods require expensive full SVD/eigen-

value factorization in general, which dominates their runtime complexity. Although speedup

84



can be achieved via randomized algorithms or iterative algorithms for sparse matrices along

with small r, the computational complexities of these improvements remain unknown for

general problem instances.

All the structured precision estimation algorithms are variants of Glasso, implemented

with techniques tailored to the model assumptions for speedup. Generally speaking, the

resulting complexity consists of the mode-wise complexity (d3k) and the cost of updating the

objective: dK for TeraLasso, N
∑

k dkm
2
k for Tlasso, and N

∑
k

∑
j ̸=k djm

2
j for SG-PALM.

Note that AdaKron for structured covariance models uses a pre-processing step that avoids

this operation involving d and/or N flops per-iteration, but this works only for K = 2.

The mode-wise complexity of TeraLasso is dominated by matrix inversion, which is hard to

scale for general problem instances. For Tlasso/KGlasso, the mode-wise complexity is the

same as that of running a Glasso-type algorithm for each mode, which could be improved

by applying state-of-the-art optimization techniques developed for vector-variate Gaussian

graphical models. For SG-PALM, the mode-wise operations involve only sparse-dense matrix

multiplications, which could be improved to O(dk · nnz), where nnz counts the number of

non-zero elements of the sparse matrix (i.e., the estimated Ωk at each iteration). This could

greatly reduce the computational cost for extremely sparse Ωk, e.g., with only O(dk) non-

zero elements. Further, Tlasso and SG-PALM both incur a cost of O(Ndkm
2
k) for each

mode-wise update. This can also be reduced to be ≈ d for sparse estimated Ωk’s at each

iteration. Overall, for sample-starved setting where we only have access to a handful of

data samples, structured KP and KS models run similarly fast, while the Sylvester GM runs

slower theoretically due to the extra and richer structures that it takes into account.

4.4.2 Numerical Experiments with Synthetic Data

Here we compare the performance of the Kronecker covariance / precision estimation meth-

ods when used to estimate multiway physical processes, based on numerical experiments

using synthetic data. To this end, we first describe two generative models that extend the

spatial Poisson equation (cf. Section 4.2.3) to incorporate temporal dynamics, and the re-

sulting multiway (inverse) covariance structure in Section 4.4.2.1. Thereafter, in Section

4.4.2.2, we illustrate the performance of the various (inverse) covariance estimation methods

using synthetic data generated from the two models of spatio-temporal dynamics.

4.4.2.1 Two Generative Models for Spatio-temporal Dynamics

We describe two dynamic models that extend the spatial Poisson equation (cf. Section 4.2.3)

to incorporate temporal dynamics, and the resulting multiway (inverse) covariance structure.
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Table 4.2: Comparison of known theoretical guarantees on sample complexity (statistical
error) and computational complexity. Here, M = max{d1, d2, N}, mk =

∏
i ̸=k di is the co-

dimension of the k-th mode, d =
∏K

k=1 di, and sk characterizes the sparsity of each of the
inverse covariance Kronecker factors sk = |{(i, j) : i ̸= j, [Ωk]i,j ̸= 0}|, s is the sparsity of the

full inverse covariance s = |{(i, j) : i ̸= j,Ωi,j ̸= 0}| and s =
∑K

k=1mksk if Ω satisfies the
Kronecker sum model.

Model Algorithm Statistical Error Computational Complexity

KP-Covariance
(Section 4.3.2)

KPCA [289] OP

(√
r(d21+d22+logM)

N

)
O(d31d

3
2)

Robust KPCA [100] OP

(√
r(d21+d22+logM)

N

)
O(d31d

3
2)

AdaKron [177] OP

(∑2
i=1

√
(si+di) log di

N

)
O(d31 + d32)

KP-Precision
(Section 4.3.3)

KGlasso [10, 290] OP

(√
(d1+d2) logM

N

)
O(d31 + d32 +Nd1d2)

Tlasso [192] OP

(√
dk(dk+sk) log dk

Nd

)
mode-k O

(∑K
k=1(d

3
k +Ndkm

2
k)
)

KS-Precision
(Section 4.3.4)

TeraLasso [102] OP

(√
K + 1 ·

√
(d+s) log d
N mink mk

)
O(dK +

∑K
k=1 d

3
k)

Sylvester GM
(Section 4.3.5)

SyGlasso [306] OP

(√
K · maxk

√
skdk log d

N

)
O
(
d
∑K

k=1(Ndk +
∑

j ̸=k(dk + dj))
)

SG-PALM [305] OP

(√
K · maxk

√
skdk log d

N

)
O
(∑K

k=1(d
3
k +N

∑
j ̸=k djm

2
j)
)

These models will be used in our numerical experiments to generate data to compare the

performance of estimation algorithms in Section 4.4.2.2.

Poisson-AR(1) Process. The first extension, which we call the Poisson-AR(1) process,

imposes an autoregressive temporal model of order 1 on the source function f in the Poisson

equation (4.2). Specifically, we say a sequence of discretized spatial observations {Uk ∈
Rd1×d2}k indexed by time step k = 1, · · · , T is from a Poisson-AR(1) process if

(Ad1 ⊕Ad2) vec(Uk) = vec(Zk), (4.12)

vec(Zk) = a vec(Zk−1) + vec(Wk), |a| < 1, (4.13)

where {Wk ∈ Rd1×d2}k is spatiotemporal white noise, i.e., W k
i,j ∼ N (0, σ2

w), i.i.d. Assuming

Z0 = 0 and defining the T -by-T matrix

B =


1 −a

1
. . .
. . . −a

1

 ,
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the above linear system of equations can be written as (Ad1⊕Ad2)UB = W, or equivalently,

(
BT ⊗ (Ad1 ⊕Ad2)

)
vec(U) = vec(W), (4.14)

where U = [vec(U1) vec(U2) . . . vec(UT )] ∈ IRd1d2×T and W is defined likewise. The inverse

covariance of U, despite having a large size of d1d2T × d1d2T , is sparse and has a mixed

Kronecker sum and product structure.

Convection-diffusion Process. The second time-varying extension of the Poisson PDE

model (4.2) is based on the convection-diffusion process [46]

∂u

∂t
= θ

2∑
i=1

∂2u

∂x2i
− ϵ

2∑
i=1

∂u

∂xi
. (4.15)

Here, θ > 0 is the diffusivity; and ϵ ∈ IR is the convection velocity of the quantity along each

coordinate. Note that for simplicity of discussion here, we assume these coefficients do not

change with space and time (see, Stocker [263], for example, for a detailed discussion). These

equations are closely related to the Navier-Stokes equation commonly used in stochastic

modeling for weather and climate prediction [46, 263]. Coupled with Maxwell’s equations,

these equations can be used to model magneto-hydrodynamics [243], which characterize solar

activities including flares.

A solution of Equation (4.15) can be approximated similarly as in the Poisson equation

case, through a finite difference approach. Denote the discrete spatial samples of u(x, t) at

time tk as a matrix Uk ∈ Rd1×d2 . We obtain a discretized update propagating u(x, t) in

space and time, which locally satisfies

Uk
i,j − Uk−1

i,j

∆t
= θ

(
Uk
i+1,j + Uk

i−1,j + Uk
i,j+1 + Uk

i,j−1 − 4Uk
i,j

h2

)

− ϵ

(
Uk
i+1,j − Uk

i−1,j + Uk
i,j+1 − Uk

i,j−1

2h

)
,

(4.16)

where ∆t = tk+1 − tk is the time step and h is the mesh step (spatial grid spacing). Simi-

larly to the Poisson-AR(1) process, in the following, we consider a “blocked” version of the

convection-diffusion process.

We define the first-order and second-order discretized differential operators, denote by D
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and A, respectively:

D =


1

−1 1
. . . . . .

−1 1

 , A =


2 −1

−1 2
. . .

. . . . . . −1

−1 2

 .

Then, Equation (4.16) can be written as

1

∆t
(D⊗ I⊗ I) vecU =

θ

h2
(I⊗A⊗ I + I⊗ I⊗A) vecU

− ϵ

2h
(I⊗D⊗ I + I⊗ I⊗D) vecU,

(4.17)

where U = [vec(U1) vec(U2) . . . vec(UT )] ∈ IRd1d2×T . Assuming the process is driven by

some white noise W, similarly defined as in the Poisson-AR equation, the inverse covariance

of U is again sparse and has a mixed Kronecker sum and product structure.

4.4.2.2 Experiments with Synthetic Data: Performance Comparisons

We consider spatio-temporal processes (2D space + time) that evolve T = 50 time steps on

a 8 × 8 spatial grid according to the Poisson-AR(1) and the Convection-Diffusion dynamics

(cf. Section 4.4.2.1). We generated N = 50 independent realizations of each type of process.

Figure 4.2 shows one realization for each type of process, with spatial resolution increased for

better illustration. Assuming K = 2 with a spatial dimension 64 and a temporal dimension

50, we estimated the covariance / inverse covariance using several sparse multiway inverse

covariance estimation methods including Glasso [84], KPCA (Section 4.3.2), Tlasso (Section

4.3.3), TeraLasso (Section 4.3.4), SG-PALM (Section 4.3.5). Note that none of the above-

mentioned models operate under the true generative processes (i.e., there is model mismatch

with the data). Here, the sparsity-regularized methods are all implemented with an ℓ1

penalty function, and the penalty parameters were selected similarly and guided by the

theoretical results in Table 4.2. For example, for SG-PALM, we use a penalty parameter of

λk = C
√

dk log d
N

where C is chosen by optimizing a normalized Frobenius norm error between

the estimate and the truth, over a range of λ values parameterized by C. For the KPCA

alorithm, both the nuclear norm penalty parameter and the separation rank are selected by

optimizing a normalized Frobenius norm error via grid search.

A summary of the accuracy of estimation (normalized Frobenius norm error), as well

as support recovery (Mathews Correlation Coefficient [200]), are reported in Table 4.3. In

Figure 4.3 and Figure 4.4 we show the true and the estimated inverse covariance matrices
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obtained for all the methods except KPCA, under both the Poisson-AR (Figure 4.3) and

the Convection-Diffusion processes (Figure 4.4). The inverse covariances under both gener-

ating processes admit structures with a mix of Kronecker sums and Kronecker products of

sparse matrices. In both of the cases, the SG-PALM produces estimates having the lowest

error. We believe this is due to the goodness of fit because the Sylvester graphical model

imposes a squared KS structure on the precision matrix. Tlasso has comparable perfor-

mances and achieves the best matrix approximation error under the convection-diffusion

generating process. This might be due to the fact that the KP model corresponds to an

underlying spatio-temporal autoregressive process. TeraLasso seems to produce the biggest

model mismatch as indicated by the MCC scores. In Figure 4.5, we compare the true covari-

ance matrices and the estimates obtained by KPCA. Here, although the KPCA model does

not match the underlying generating processes, the estimates were able to capture certain

blocking patterns that similarly exist in the true covariance.

Figure 4.2: Poisson-AR(1) (top) and 2D Convection-diffusion (bottom) state variables of
size 64×64 at three different time steps, which are chosen such that t is sufficiently large for
the processes to be in steady state and that the sampling times are adjusted to the temporal
dynamics of each process. Here, models parameters used for simulations are: a = −0.5 for
Poisson-AR, θ = 0.05 and ϵ = 0.01 for convection-diffusion process; the driving noise is
generated from white Gaussian with σw = 0.1 in both cases.

Computational efficiencies of the various covariance/precision estimation algorithms are
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(a) Poisson-AR inverse covariance structure (left) and the estimate obtained by SG-PALM (right).

(b) Zoomed-in (middle 128 rows and columns) Poisson-AR inverse covariance structure (left) and
the estimate obtained by SG-PALM, KGlasso, Glasso, TeraLasso (right, clockwise).

Figure 4.3: Visualizations of the inverse covariance structures for Poisson-AR(1) dynamics
and its estimates. Here, white entries indicate zeros in the inverse covariance matrices. The
zoomed-in plots show two temporal blocks (each of size 64×64) of spatial inverse correlation
structures with the diagonal elements removed for clearer visualization. SG-PALM and the
associated Sylvester graphical model produce the richest structures.
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(a) Convection-diffusion inverse covariance structure (left) and the estimate obtained by SG-PALM
(right).

(b) Zoomed-in (middle 128 rows and columns) convection-diffusion inverse covariance structure
(left) and the estimate obtained by SG-PALM, KGlasso, Glasso, TeraLasso (right, clockwise).

Figure 4.4: Visualizations of the inverse covariance structures for the Convection-Diffusion
dynamics and its estimates. Here, white entries indicate zeros in the inverse covariance
matrices. The zoomed-in plots show two temporal blocks (each of size 64 × 64) of spatial
inverse correlation structures with the diagonal elements removed for clearer visualization.
SG-PALM and the associated Sylvester graphical model produce the richest structures.
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(a) Poisson-AR covariance structure (left) and the estimate obtained by KPCA (right).

(b) Convection-Diffusion covariance structure (left) and the estimate obtained by KPCA (right).

Figure 4.5: Visualizations of the middle 128 rows and columns of the covariance structures
for Poisson-AR(1) and Convection-Diffusion dynamics and their estimates, which show two
temporal blocks of spatial correlation structures, each of size 64 × 64, with the diagonal
elements removed for clearer visualization of the pattern. Here, white entries indicate zeros
in the covariance matrices. Since the covariances are not sparse in general, all matrices are
thresholded for clearer inspections of patterns.
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Table 4.3: Comparisons of performances measured by log
(
∥Σ̂−Σ∥F\∥Σ∥F

)
for KPCA

as well as log
(
∥Ω̂−Ω∥F\∥Ω∥F

)
and the Mathews Correlation Coefficient (MCC) for SG-

PALM, Tlasso, TeraLasso, Glasso. The MCC is a measure of the quality of sparsity recov-
ery considered as a binary classification problem, where ±1 indicates perfect agreement or
disagreement between the truth and the estimation. Here the Frobenius norm errors are
included in the first row under each generating type while the MCCs are in the second row.
Note that the best performers under each type/criteria are highlighted.

Type Metric SG-PALM KGlasso TeraLasso Glasso KPCA

P-AR
Fnorm −0.2622 1.1777 0.6312 0.9775 0.3289
MCC 0.4300 0.3395 0.2061 0.0560 N/A

C-D
Fnorm −0.0420 1.4919 −0.0208 2.2041 0.0642
MCC 0.2122 0.1884 0.2018 0.0349 N/A

also vitally important in practice to facilitate real-time tracking of physical systems. Ta-

ble 4.4 shows the runtime of different covariance and inverse covariance estimation algorithms

for the synthetic experiments. It shows that by recognizing and exploiting multiway struc-

tures in the data, sparse multiway inverse covariance estimation methods, TeraLasso, Tlasso,

and SG-PALM significantly reduce the runtime complexity of Glasso that ignores such special

multiway structures. Remark that KPCA runs considerably slower than other methods as it

involves expensive singular value decomposition of a large-dimensional re-arranged sample

covariance matrix of the data.

Table 4.4: Average runtime and its standard error (in seconds) of estimating spatio-temporal
(inverse) covariance matrices of size d × 50, where d is varying, using various algorithms.
Comparisons under various problem sizes (i.e., different d and N) are shown. Note the sparse
multiway precision models (SG-PALM, KGlasso, TeraLasso) are comparably fast and are all
faster than Glasso (for large problems) and KPCA.

d N
Glasso SG-PALM TeraLasso KGlasso KronPCA

sec sec sec sec sec

82

25 0.40(0.20) 0.46(0.15) 0.15(0.35) 0.65(0.11) 37.22(0.20)
50 0.48(0.21) 0.47(0.08) 0.22(0.50) 0.70(0.10) 38.22(0.55)
100 0.76(0.05) 0.44(0.13) 0.26(0.28) 0.69(0.30) 39.09(1.05)

162

25 6.43(1.45) 3.37(1.09) 5.38(0.58) 5.14(1.99) 495.47(2.69)
50 9.12(0.98) 3.27(1.81) 4.62(1.98) 3.39(2.00) 516.64(2.19)
100 11.84(2.01) 4.85(1.10) 6.71(0.72) 5.67(0.57) 498.04(4.01)
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4.4.3 Application to Predicting Evolution of Solar Active Regions

Solar active regions are temporary centers of strong and complex magnetic field on the sun,

the principal source of violent eruptions such as solar flares [294]. While weak flares of, for

example, B-class, have only limited terrestrial effect, strong flares of M- and X-class can

produce tremendous amount of electromagnetic radiation, causing disturbance or damage to

satellites, power grids, and communication systems. Therefore, it would be great value to

be able to predict how active regions evolve before the onset of solar flares.

Although there are numerous studies that use active region images or physical parameters

to predict flare activities [169, 49, 141, 301, 269], fewer studies have attempted to predict

the complicated preflare evolution of active regions without physical modeling [19]. In this

section, to demonstrate the application of the tensor graphical models, we use multiwave-

length active region observations to predict the evolution of two types of active regions that

lead to either a weak (B-class) flare or a strong (M- or X-class) flare 2.

We construct a multiwavelength active region video dataset from the curated dataset gen-

erated by Galvez et al. [88]. The video data are taken in four wavelengths (94Å, 131Å, 171Å,

and 193Å) by the Atmospheric Imaging Assembly [AIA, 176] aboard the Solar Dynamics

Observatory (SDO) satellite. Each video is a 24-hour image sequence of an active region at

1-hour cadence before a strong (M- or X-class) or a weak (B-class) flare occurs in the region.

We spatially interpolate the videos so that each video is represented as a d1×d2×d3×d4 ten-

sor, where d1 = 13 denotes the number of frames in the video, d2 = 50 denotes the height of

the frames after interpolation, d3 = 100 denotes the width of the frames after interpolation,

and d4 = 4 represents the number of different channels/wavelength at which the images are

recorded. To prevent information leakage, we chronologically split the active region videos

into a training set (year 2011 to 2014) and a test set (year 2011 to 2014). In the training

set, there are 186 active region videos that lead to a B-class flare and 48 active region videos

that lead to a M/X-class flare. In the test set, the sample sizes are 93 and 24 for the B-class

and the M/X-class, respectively.

To perform active region prediction, we first fit the tensor graphical models on the training

set to estimate the covariance or prediction matrices for each of the two types of active region

videos, and then we use the best linear predictor to predict the last frame from all previous

frames for videos in the test set. The forward linear predictor is constructed in a multi-output

least squares regression setting as

ŷt = −Ω−1
2,2Ω2,1yt−1:t−(p−1) (4.18)

2A similar and more comprehensive version of this numerical study was included in Wang and Hero [305]
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when the precision estimate is available. Here, t = d1 for predicting the last frame of a video.

For notational convenience, let p = d1 and q = d2d3d4, then yt−1:t−(p−1) = yp−1:1 ∈ R(p−1)q is

the stacked set of pixel values from the previous p − 1 time instances and Ω2,1 ∈ Rq×(p−1)q

and Ω2,2 ∈ Rq×q are submatrices of the pq × pq estimated precision matrix:

Ω̂ =

(
Ω1,1 Ω1,2

Ω2,1 Ω2,2

)
.

The tensor graphical models to be evaluated are SG-PALM (Section 4.3.5), Tlasso (Sec-

tion 4.3.4), and TeraLasso (Section 4.3.3), with regularization parameters chosen by op-

timizating the prediction NRMSE (i.e., the root mean squared error normalized by the

difference between maximum and minimum pixels) on the training set over a range of λ

values guided by the convergence rates presented in Table 4.2. In particular, the SG-PALM

estimator was implemented using a regularization parameter λN = C1

√
min(dk) log(d)

N
for all k

with the constant C1 chosen by optimizing the prediction NRMSE on the training set over a

range of λ values parameterized by C1. The TeraLasso estimator and the Tlasso estimator

were implemented using λN,k = C2

√
log(d)

N
∏

i ̸=k di
and λN,k = C3

√
log(dk)
Nd

for k = 1, 2, 3, respec-

tively, with C2, C3 optimized in a similar manner. Also considered is a baseline estimator,

referred to as IndLasso, obtained by applying independent and separate ℓ1-penalized regres-

sions to each pixel in yt. Each sparse regression in the IndLasso estimator was implemented

and tuned independently with regularization parameters chosen in a similar manner. Note

that we did not include Glasso and KPCA (Section 4.3.2) in the comparison due to their

prohibitively expensive runtime complexity for large multiway data.

Table 4.5 shows the NRMSE over the testing samples for the forecasts based on SG-

PALM, Tlasso, TeraLasso, and IndLasso. We observe that SG-PALM outperforms all three

other methods, indicated by the lowest NRMSEs on the test set. Figure 4.6 depicts examples

of predicted images, comparing with the ground truth. The SG-PALM estimates produced

most realistic image predictions that capture the spatially varying structures and closely

approximate the pixel values (i.e., maintaining contrast ratios). The latter is important as

the flares are being classified into weak (B-class) and strong (M/X-class) categories based on

the brightness of the images, and stronger flares are more likely to lead to catastrophic events,

such as those that can lead to damaging terrestrial perturbations and health of astronauts.

95



Predicted examples
A

R
B

A
R

B
A

R
M

/X
A

R
M

/X

Figure 4.6: Examples of one-hour ahead prediction of the first two AIA channels of last
frames of 13-frame videos, leading to B- (first two rows) and M/X-class (last two rows)
flares, produced by the SG-PALM, Tlasso, TeraLasso, IndLasso algorithms, comparing to
the ground truth image (far left column). The column ordering from left to right is in the
order of increasing normalized mean squared error (NMSE) - see Table 4.5. Note that in
general linear forward predictors tend to underestimate the contrast ratio of the images. The
proposed SG-PALM produced the best-quality images in terms of both the spatial structures
and contrast ratios. This figure is excerpted from Wang and Hero [305] (cf. Figure 3 in the
reference).

Table 4.5: Comparison of the SG-PALM, Tlasso, TeraLasso, IndLasso performances mea-
sured by NRMSE in predicting the last frame of 13-frame video sequences leading to B- and
M/X-class solar flares. The NRMSEs are computed by averaging across testing samples and
AIA channels for each pixel. SG-PALM achieves the best overall NRMSEs across pixels. B
flares are generally easier to predict due to both a larger number of samples in the training
set and typically smoother transitions from frame to frame within a video.

Flare Type
SG-PALM Tlasso TeraLasso IndLasso

NRMSE NRMSE NRMSE NRMSE
B 0.0379 0.0386 0.0579 0.1628

M/X 0.0620 0.0790 0.0913 0.1172
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4.5 Conclusion and discussion

Physical interpretability. While the Kronecker products expansion used in KPCA cap-

tures dense structures in the covariance matrix of data generated from more complex spatio-

temporal physical processes, it lacks physical interpretability. In contrast to the case of

Sylvester graphical model and Poisson-AR(1) processes, it is not obvious whether the sum

of Kronecker products structure corresponds to any true physical models. Recent work in

quantum informatics [52] has demonstrated a link between estimation of the density matrix

for entangled quantum states and the structured tensor approximation via
∑r

i=1Ai ⊗ Bi.

Further characterizing and extending these connections to other classes of discretized PDEs

is an interesting future direction. Furthermore, in both the Poisson-AR(1) and convection-

diffusion examples, a mixed Kronecker sum and Kronecker product structure emerges that

can be related to the state covariance of a dynamical system.

Heavy-tailed multiway covariance/precision models. Most existing work on multi-

way covariance and inverse covariance models focus on modeling Gaussian variables. It would

be interesting to explore whether the pseudo-likelihood framework we adopted for SyGlasso

and SG-PALM can be extended to non-Gaussian heavy-tailed models, e.g., using copula’s

or elliptically contoured distributions. This could have important practical applications, in

particular to solar flare and active region prediction problems presented in Section 4.4.3.

The images that characterize the active regions generally include a small number of pixels of

extreme high-intensity. These pixels might not be captured by a Gaussian-like distribution.

Recently, there have been advances [311, 149] in covariance estimation for heavy-tailed, non-

Gaussian vector-variate data. Multiway (inverse) covariance estimation is an open problem.

Kronecker-structured autoencoders. Low-rank covariance models have close connec-

tions with variational autoencoders (VAEs). Dai et al. [60] studied the relationship between

(robust) PCA and VAEs. Since the Kronecker product for matrices is a generalization of

the outer product for vectors, KPCA can be considered as a generalization of a the low-rank

approximation method of PCA. It is thus natural to exploit similar relationships between

KPCA and VAEs. In this case VAE may be considered as a nonlinear/non-Gaussian exten-

sion to KPCA for low separation rank covariance models. Additionally, recent advances in

efficient training of the VAE-type neural network architecture (e.g., using stochastic gradient

descent) could improve the computational complexity of KPCA that is currently limited by

an expensive singular value decomposition [289, 100].
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Computational complexity. Estimating the Kronecker product model is generally hard

due to: (i) tensor factorization is NP-hard [124] when K ≥ 3; and (ii) the optimization ob-

jective is nonconvex. The NP-hardness implies computational intractability for large scale

problems in the worst case. However, this does not necessarily preclude the existence of

tractable solutions for most cases. Specifically, it is believed that the model can be esti-

mated within polynomial time when the signal-to-noise ratio (SNR) is sufficiently high3,

but only when it is significantly higher than the information-theoretical threshold for model

identifiability [240, 130]. While such studies have been completed for some important prob-

lems e,g, the statistical-computational gap [44, 340] and the optimization landscape [91], an

analogous framework for Kronecker covariance remains to be developed.

While Kronecker sum models do not suffer from the nonconvexity of the Kronecker prod-

uct model, scalable estimation methods that apply to very large covariance and precision

matrices remains computationally challenging. Therefore, it would be worthwhile to develop

improvements for the Kronecker sum that mirror the successes in related problems, e.g.,

introducing more amenable surrogate objectives[22, 150].

Software. A software package called TensorGraphicalModels [308] has been developed to

accompany this review article. Detailed code and instructions for reproducing the numerical

results presented in this article (and beyond) are provided in the reference. The software

provides a suite of tools in Julia, which was designed specifically for numerical and sci-

entific computing and has recently become popular for large-scale scientific simulation and

modeling, such as those conducted by climate scientists [225].

3For example, the convergence analysis of Tlasso [192] requires a ‘good’ initialization; a high SNR is
required for a random initialization to satisfy the condition.
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CHAPTER 5

Julia Software for Kronecker Models

5.1 Introduction

Many datasets are high-dimensional and multiway in nature, often involving a huge number

of multi-indexed variables represented as tensors [153, 163]. Second order statistical analysis

of such data poses significant modeling and computational challenges [124]. To overcome

these challenges, several methodological approaches have been developed over the past 50

years that reduce model complexity by imposing sparse or low-dimensional dependency struc-

tures in the covariance or precision matrices. These include Kronecker generalizations of PCA

(Kronecker PCA) [289, 103] and the matrix normal model [62], where the data are modeled

as multivariate Gaussian variables with the covariance represented as a Kronecker product

and/or sum of matrices of much lower dimensions. These Kronecker representations can

have Kronecker factors that are either dense [76, 315] or sparse [10, 290, 102, 192, 306, 305].

These models give the analyst flexibility for exploring various degrees of sparsity and sepa-

rability of the covariance or precision matrices. Sparse separable precision matrix structure

characterizes a range of physical processes that satisfy an ODE or PDE, e.g., heat equations

or magnetic hydrodynamic equations, when discretized in time or space [304]. Thus, when

viewed through the lens of Gaussian process models, these covariance models are instances

of physics-based machine learning models. While, much of the machine learning community

focuses on black-box models like deep neural networks [275, 191, 343, 298, 238, 300], shal-

lower models that capture mechanism in a physically interpretable manner are of increasing

interest [312, 237, 39].

This chapter introduces TensorGraphicalModels, a suite of tools in Julia that pro-

vides a unified framework for estimating multiway covariance and recision matrices from

tensor-variate Gaussian data and integrating them into a dynamical systems nonlinear pre-

dictor model, the ensemble Kalman filter. TensorGraphicalModels has three main features.

First, it has been developed in a modern high-performance scientific programming language
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– Julia. Julia was designed to combine the convenience of high level rapid protoyping

languages, such as Python, Matlab and R, with the optimzed runtime performance of a low

level language like C and C++ [23]. It has become increasingly popular in the scientific com-

puting community and, in particular, for large-scale scientific simulation and modeling in the

climate sciences [225, 77, 307, 281]. The development of this new language was intended to

embrace interdisciplinary researchers and practitioners from all areas of data-driven science.

There are many high-quality, mature libraries for numerical computing already written in C

and Fortran that can be directly called from Julia. Furthermore, Julia has a “no boil-

erplate” philosophy [23]: functions can be called directly from Julia without any “glue”

code, code generation, or compilation – even from the interactive prompt. A second feature

is that Julia utilizes native multi-threaded linear algebraic libraries together with Intel’s

Math Kernel Library (MKL) backend, which offers sparse functionality to speed up oper-

ations on sparse arrays. For example, sparse/dense and sparse/sparse matrix-matrix and

matrix-vector multiplications are greatly accelerated. This is important for efficient imple-

mentations of the underlying optimization and numerical routines for Gaussian graphical

models and Kalman filters, as they rely on gradient-based iterative solvers that are rich in

sparse matrix and tensor operations. A third feature is that Julia has an scientific machine

learning (SciML) ecosystem that has been rapidly growing. This facilitates the integration of

physical models that require formatting and solving (partial) differential equation systems.

Our TensorGraphicalModels package exploits this ecosystem using, for example the Julia

packages DifferentialEquations.jl [235] and ModelingToolKit.jl [193] to efficiently

implement the ensemble Kalman filter that accomplishes data assimilation with PDE-driven

dynamical models.

5.2 Impact on covariance model development

The software we develop has impact on two different but closely related lines of research:

inference for high-dimensional covariance and precision matrices and forecasting of dynamical

processes.

Multiway covariance/precision models. High-dimensional multiway/tensor-variate

data arise naturally in physical sciences. For example, weather satellites measure spatio-

temporal climate variables such as temperature, wind velocity, sea level, pressure, etc. Due

to the non-homogeneous nature of these data, second-order information that encodes (con-

ditional) dependency structure within the data is of interest. Assuming the data are drawn

from a tensor normal distribution, a straightforward way to estimate this structure is to

vectorize the tensor and estimate the underlying Gaussian graphical model associated with
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the vector. However, such an approach ignores the tensor structure and requires estimating

a rather high dimensional precision matrix, often with insufficient sample size. In many sci-

entific applications the sample size can be as small as one when only a single tensor-valued

measurement is available.

To address sample complexity challenges in learning second-order representations for mul-

tiway (tensor) data, sparsity is often imposed on the covariance matrix Σ or the precision

matrix Ω = Σ−1. Such approaches include the sparse Kronecker product (KP) or Kronecker

sum (KS) decomposition of Σ or Ω. Statistical models and corresponding learning algo-

rithms can be derived using generative models or matrix approximations. The former include:

KGlasso/Tlasso [290, 192] for estimating Ω = A⊗B, using a representation AXB = Z for

data X when Z is white noise. Another generative model is SyGlasso/SG-PALM [306, 305]

that models the precision matrix as Ω = (A ⊕ B)2, which corresponds to assuming the

data X obeys a Sylvester equation XA+BX = Z. Matrix approximation methods include:

KPCA [289, 100] that approximates the covariance matrix as Σ =
∑r

i=1Ai ⊗Bi. Another

matrix approximation method is the TeraLasso [102] that models the precision matrix as

Ω = A⊕B. TeraLasso is equivalent to approximation of the conditional dependency graph

(encoded by the precision matrix) with a Cartesian product of smaller graphs 1.

Our software implements the state-of-the-art estimation algorithms for all contemporary

tensor-variate Gaussian graphical models. It also features synthetic data simulation routines,

which facilitates quick comparison and illustration of various models. As a first of its kind

Gaussian graphical modeling packages in the Julia ecosystem, the proposed software opens

doors for new researchers and practitioners interested in the field. As an example, the

following code snippet generates data from a multiway KP model and estimates its precision

matrix using KGlasso included in the software:

1 using TensorGraphicalModels

2 model_type = "kp"

3 # this defines the structure of the Kronecker factors , sb = star -block

4 sub_model_type = "sb"

5 K = 2

6 N = 1000

7 d_list = [25, 30]

8 # multi -dimensional array (tensor) of dimension d_1 x ... x d_K x N

9 X = TensorGraphicalModels.gen_kronecker_data(model_type , sub_model_type

, K, N, d_list)

10 Psi_hat_list = kglasso(X)

1Note that Tlasso, TeraLasso, Syglasso/SG-PALM are generalizable to precision matrices of the form⊗K
k=1 Ak,

⊕K
k=1 Ak, and (

⊕K
k=1 Ak)

2, respectively, for K ≥ 2.
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Figure 5.1: Visualization of an estimated multiway sparse precision matrix (left) and accu-
racy of multiway PEnKF algorithm (right), using the proposed software.

The estimated sparse KP structured matrix can be visualized on the left plot of Figure 5.1.

Multiway second-order characterization of dynamic processes. Physical systems

often exhibits sparsity and low-rank structures in their covariance or precision matrix. This

is due to the fact that many physical systems are governed by differential equations, which

are characterized by sparse differential operators. For instance, [305] showed that for multi-

variate data generated by the Poisson equation, the discretized data has an precision matrix

equal to a squared Kronecker sum of smaller sparse matrices. In related work, [183] eluci-

dated a link between certain classes of Gaussian Fields (GF) and Gaussian Markov Random

Fields (GMRF) via stochastic partial differential equations, and showed that efficient learn-

ing algorithms can be developed using the fact that GMRFs have sparse precision matrices.

For multiway/tensor-variate Gaussian data, the aforementioned multiway (inverse) covari-

ance estimators have been shown to be statistically consistent in high-dimensional regimes

when the sample size (N) is much smaller than the dimensionality (d) of the covariates. An

important question is whether these Kronecker structures can be integrated into the Kalman

filter for tracking the states of a physical system that generates multiway data.

The package TensorGraphicalModels implements the ensemble Kalman filter (EnKF)

method for data assimilation that is particularly useful for tracking the time evolution of

a usually non-linear physical system. It does so by using an empirical approximation to

the well-known Kalman filter. Specifically, we implement a penalized version (PEnKF)

proposed by [133] and [304] that use sparse estimators for the state (inverse) covariance,

which constitutes an important step of the filtering algorithm. The sparse and Kronecker-

structure regularization allow for both an efficient computation and hence fast temporal

evolution of the system and elimination of spurious correlations [104] that are often present
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in high-dimensional regime.

An example code snippet that generates a dynamical process governed by a convection-

diffusion equation is given by

1 using TensorGraphicalModels

2 #specify the dynamical model: convection_diffusion , poisson , or

poisson_ar

3 dynamic_type = "convection_diffusion"

4 #specify the observation model: identity , linear_perm , or

linear_perm_miss

5 obs_type = "linear_perm_miss"

6 T = 20 #time stamps

7 N = 50 #number of ensembles

8 px = py = (32, 32) #state dimension

9 obs_noise = 0.01

10 process_noise = 0.01

11 add_process_noise = false

12 X, Y, H = TensorGraphicalModels.gen_kalmanfilter_data(dynamic_type ,

obs_type ,

13 T, px , py , obs_noise , process_noise , add_process_noise)

Then, the proposed multiway PEnKF approach can be applied using various multiway co-

variance and precision matrix estimators, using the following code, for example:

1 method_list = ["glasso", "kpca", "kglasso", "teralasso", "sg_palm"]

2 NRMSEs_list = []

3 for method in method_list

4 ## run enkf

5 Xhat , Xhat_bar , Omegahat = enkf(

6 Y,

7 TensorGraphicalModels.method_str_to_type(method),

8 dynamic_type ,

9 H,

10 px,

11 py,

12 N,

13 obs_noise ,

14 process_noise ,

15 add_process_noise

16 )

17 ## compute NRMSEs

18 NRMSEs = TensorGraphicalModels.compute_nrmse(X, Xhat)

19 push!( NRMSEs_list , NRMSEs)

20 end
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The root mean square errors (RMSE) of the estimated state propagation in the example

given can be visualized on the right plot of Figure 5.1.

5.3 Ongoing research and further development

There is a large range of practical problems for which Kronecker covariance decomposition

models and our software have application. Some applications where such models have been

applied include: longitudinal gene expression [288], EEG signal analysis [276, 306, 288],

spatial imaging [66], radar imaging [101, 266], radar target tracking [324], and analysis of

healthcare data [119]. It is hoped that the computationally efficient and accessible Julia

notebooks provided with this chapter will help further expand the impact on applications of

these powerful techniques.

An ongoing line of research that could benefit from the Kalman filtering functionality

of our software is space weather prediction. Specifically, global maps of the solar photo-

spheric magnetic field are fundamental drivers for simulations of the corona, solar wind, and

therefore geoeffective events [123]. However, since there is no direct measurement from the

far-side of the sun, data assimilation methods have to be used to infer the synchronic global

maps of solar photospheric magnetic field. Photospheric flux transport models [302] evolves

the magnetic flux on the sun by modeling differential rotation, meridional flow, supergran-

ular diffusion, flux cancellation, and small scale random flux emergence. Different forms of

Phtospheric flux transport models exist, but they are mostly different forms of convection-

diffusion equations. The Air Force Data Assimilative Photospheric Flux Transport (ADAPT)

model [14] develops a framework of data assimilation that uses the photospheric flux trans-

port dynamics. ADAPT includes several data assimilation techniques including ensemble

least squares (EnLS), ensemble transform Kalman filters (ETKF), and local ensemble trans-

form Kalman filters (LETKF). In particular, ADAPT using LETKF developed by [123] uses

a tapered covariance matrix to suppress spurious long-distance correlations due to the small

ensemble sizes. However, it is not obvious how to determine the local area of interest that

are used in assimilation. On the other hand, tensor graphical models offer an alternative to

the artificial assumption of a tapered covariance matrix, replacing it by a more natural as-

sumption that the precision matrix is sparse and separable. Such precision matrix structure

captures the Markovian and Cartesian or direct product structure of processes generated

discretized PDEs. Thus, integration of our software into the ADAPT framework may be

able to improve inference of the synchronic global maps of the solar photospheric magnetic

field.

We conclude with several areas of future development of the software:

104



• Heavy-tailed multiway covariance/precision models. Most existing research

on multiway covariance and precision matrix models focus on modeling Gaussian vari-

ables. We are exploring possible extensions of TensorGraphiclModels to non-Gaussian

heavy-tailed models using copula and elliptically contoured distributions.

• User-defined dynamical models The EnKF framework in the package currently

allows for testing of the data assimilation methods for physical systems generated by

a few specific PDEs. We are working towards an interface that allows for tracking and

data assimilation under user-defined dynamical systems.

• Unified interface with existing machine learning frameworks Popular machine

learning toolkit, such as sklearn in Python and Flux in Julia use unified workflow for

fitting, testing, and prediction for data modeling. One of our ongoing development is

to build a similar workflow for analysis using the TensorGraphiclModels to allow for

easy transitions of researchers and practitioners from using traditional ML libraries.
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CHAPTER 6

Recalibration in Binary Classification

6.1 Introduction

Generating reliable probability estimates alongside accurate class labels is crucial in classi-

fication tasks. A probabilistic classifier is considered “well calibrated” when its predicted

probabilities closely align with the empirical frequencies of the corresponding labels [63]. Cal-

ibration is highly desirable, particularly in high-stakes applications such as meteorological

forecasting [207, 210, 65, 95], econometrics [96], personalized medicine [139, 136], and natu-

ral language processing [215, 43, 68, 345]. Unfortunately, many machine learning algorithms

lack inherent calibration [109].

To tackle this challenge, various methods have been proposed for designing methods for

recalibration, i.e., post-hoc correction of the output of a probabilistic classifier. These func-

tions are used to assess calibration error [342, 231, 105, 28], detect miscalibration [166], and

provide post-hoc recalibration [337, 338, 109, 293, 162, 111]. Despite the rapid development

of recalibration algorithms, there is still a lack of a comprehensive theory that encompasses

both calibration and sharpness (retaining predictive power) from a principled standpoint.

Furthermore, existing methods often rely on diverse calibration metrics [105, 28], and the

selection of hyperparameters is often based on heuristic approaches [245, 110] without rig-

orous justifications. This highlights the need for identifying an optimal metric to evaluate

calibration, which can facilitate the development of a unified theory and design principles

for recalibration functions.

In addition, the deployment of machine learning models to data distributions that differ

from the training phase is increasingly common. These distribution shifts can occur naturally

due to factors such as seasonality or other variations, or they can be induced artificially

through data manipulation methods such as subsampling or data augmentation. Distribution

shifts pose challenges to the generalization of machine learning models. Therefore, it becomes

necessary to adapt the trained model to these new settings. One significant category of
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distribution shifts is label shift, where the marginal probabilities of the classes differ between

the training and test sets while the class conditional feature distributions remain the same.

With calibrated probabilistic predictions, the impact of label shift can be corrected assuming

access to class marginal probabilities [79]. However, miscalibration combined with label shift

is common and remains a challenging problem [8, 90, 285, 230].

In this chapter, we aim to address these issues in a twofold manner. Firstly, we develop

a unified framework for recalibration that incorporates both calibration and sharpness in

a principled manner. Secondly, we propose a composite estimator for recalibration in the

presence of label shift that converges to the optimal recalibration. Our framework enables

the adaptation of a classifier to the label-shifted domain in a sample-efficient manner.

6.1.1 Related work

Recalibration algorithms. Recalibration methods can be broadly categorized into para-

metric and nonparametric approaches. Parametric methods model the recalibration function

in a parametric form and estimate the parameters using calibration data. Examples of para-

metric methods include Platt scaling [229], temperature scaling [109], Beta calibration [160],

and Dirichlet calibration [161]. However, it has been reported that scaling methods are

often less calibrated than supposed, and quantifying the degree of miscalibration can be

challenging [162]. In contrast, nonparametric recalibration methods do not assume a specific

parametric form for the recalibration function. These methods include histogram binning

[337], isotonic regression [338], kernel density estimation [342, 231], splines [114], Gaussian

processes [314], among others. Hybrid approaches, integrating both parametric and non-

parametric techniques, have also been proposed. For instance, Kumar et al. [162] combine

nonparametric histogram binning with parametric scaling to reduce variance and improve

recalibration performance. Nevertheless, this hybrid approach is biased when its paramet-

ric assumptions fail. In this work, we consider a nonparametric histogram binning method

called uniform-mass binning (UMB), which is asymptotically unbiased.

Histogram binning method. Histogram binning methods are widely used for recalibra-

tion due to their simplicity and adaptability. The binning schemes can be pre-specified

(e.g., uniform-width binning [109]), data-dependent (e.g., uniform-mass binning [337]), or

algorithm-induced [338]. When selecting a binning scheme, it is crucial to consider the

trade-off between approximation and estimation. Coarser binning reduces estimation error

(variance), leading to improved calibration, but at the expense of increased approximation

error (bias), which diminishes sharpness. Thus, determining the optimal binning scheme

and hyperparameters, such as the number of bins (B), remains an active area of research.
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[214] proposes a Bayesian binning method, but verifying the priors is often challenging. [245]

suggests choosing the largest B that preserves monotonicity, which is heuristic and computa-

tionally inefficient. [110] offers a heuristic for choosing the largest B subject to a calibration

constraint, lacking a quantitative characterization of sharpness. Our work builds upon the

existing upper bounds for calibration risks of binning methods [162, 110] and derived upper

bounds for a complementary risk component known as the sharpness risk. We quantita-

tively characterize the calibration-sharpness tradeoff, which yields an optimal choice for the

number of bins that achieves the minimum risk.

Adaptation to label shift. Label shift presents a challenge in generalizing models trained

on one distribution (source) to a different distribution (target). As such, adapting to label

shift has received considerable attention in the literature [79, 248, 184, 17, 8, 90]. In practi-

cal scenarios, it is common to encounter model miscalibration and label shift simultaneously

[285, 230]. Empirical observations have highlighted the crucial role of probability calibration

in label shift adaptation [8, 80], which is justified by subsequent theories [90]. However, to

the best of our knowledge, there has been no prior work that specifically addresses the recal-

ibration with a limited amount of labeled data from the target distribution. Our theoretical

analysis points out that using only target labels achieves risk bounds of the same order as

the methods using only target features [184, 17, 90].

6.1.2 Contributions

This chapter contributes to the theory of recalibration across three key dimensions.

Firstly, we develop a comprehensive theory for recalibration in binary classification by

adopting the mean-squared-error (MSE) decomposition framework commonly used in me-

teorology and space weather forecasting [37, 209, 59, 270]. Our approach formulates the

probability recalibration problem as the minimization of a specific risk function, which can

be orthogonally decomposed into calibration and sharpness components.

Secondly, utilizing the aforementioned framework, we derive a rigorous upper bound on

the finite-sample risk for uniform-mass binning (UMB) (Theorem 6.1). Furthermore, we

minimize this risk bound and demonstrate that the optimal number of bins for UMB, bal-

ancing calibration and sharpness, scales on the order of n1/3, yielding the risk bound of order

n−2/3, where n denotes the sample size.

Lastly, we address the challenge of recalibrating classifiers for label shift when only a

limited labeled sample from the target distribution is available, a challenging situation for

a direct recalibration approach. We propose a two-stage approach: first recalibrating the

classfier on the abundant source-domain data, and then transfering it to the label-shifted

108



target domain. We provide a finite-sample guarantee for the risk of this composite procedure

(Theorem 6.2). Notably, to control the risk under ε, our approach requires a much smaller

sample size from the target distribution than a direct recalibration on the target sample

(Ω(ε−1) vs. Ω(ε−3/2), cf. Remark 6.4).

6.1.3 Organization

This chapter is organized as follows. In Section 6.2, we introduce notation and provide

an overview of calibration and sharpness. Section 6.3 introduces the notion of minimum-

risk recalibration by defining the recalibration risk that takes into account both calibration

and sharpness. In Section 6.4, we describe the uniform-mass histogram binning method for

recalibration and provide a risk upper bound with rate analysis. We extend our approach to

handle label shift in Section 6.5. To validate our theory and framework, we present numerical

experiments in Section 6.6. Finally, in Section 6.7, we conclude the chapter with a discussion

and propose future research directions.

6.2 Preliminaries

6.2.1 Notation

Let N and R denote the set of positive integers and the set of real numbers, respectively.

For n ∈ N, let [n] := {1, . . . , n}. For x ∈ R, let ⌊x⌋ = max{m ∈ Z : m ≤ x}. For any finite

set S = {si : i ∈ [n]} ⊂ R and any k ∈ [n], we let s(k) denote the k-th order statistic, which

is the k-th smallest element in S.

Let (Ω, E , P ) denote a generic probability space. For an event A ∈ E , the indicator

function 1A : Ω → {0, 1} is defined such that 1A(x) = 1 if and only if x ∈ A. We write

A happens P -almost surely if P (A) = 1. For a probability measure P , define EP as the

expectation, with subscript P omitted when the underlying probability measure is clear.

For a probability measure P and a random variable X : Ω → Rd, let PX := P ◦X−1 be the

probability measure induced by X.

Letting f, g : R → R, we write f(x) = O(g(x)) as x → ∞ if there exist M > 0 and

x0 > 0 such that |f(x)| ≤ Mg(x) for all x ≥ x0. Likewise, we write f(x) = Ω(g(x)) if

g(x) = O(f(x)). We write f(x) ≍ g(x) if f(x) = O(g(x)) and g(x) = O(f(x)). We write

f(x) = Õ(g(x)) if there is k ≥ 1 such that f(x) = O(g(x) logk(g(x))).
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6.2.2 Calibration and sharpness

Consider the binary classification problem; let X ∈ X and Y ∈ Y := {0, 1} denote the

feature and label random variables. Letting P denote a probability measure, a probabilistic

classifier is a function f : X → Z = [0, 1] that estimates the conditional probability, i.e.,

f(X) ≈ P [Y = 1 | X]. (6.1)

Since estimating the probability conditioned on the high dimensional X is difficult, the

notion of calibration captures the intuition of (6.1) in a weaker sense [209, 63, 113].

Definition 6.1. A function f : X → Z is (perfectly) calibrated with respect to probability

measure P , if

f(X) = P [Y = 1 | f(X)] P -almost surely.

Calibration itself does not guarantee a useful predictor. For instance, a constant predictor

f(X) = EY is perfectly calibrated, but it does not change with the features. Such a pre-

dictor lacks sharpness [159], also known as resolution [211], another desired property which

measures the variance in the target Y explained by the probabilistic prediction f(X).

Definition 6.2. The sharpness of a function f : X → Z with respect to probability measure

P refers to the quantity

Var
(
E[Y | f(X)]

)
= E

[(
E[Y | f(X)] − E[Y ]

)2]
.

The following decomposition [159] of the mean squared error (MSE) suggests why it is

desirable for a classifier f to be calibrated and have high sharpness; note that Var[Y ] is a

quantity intrinsic to the problem, unrelated to f .

MSE(f) := E
[(
Y − f(X)

)2]︸ ︷︷ ︸
mean-squared error

= Var[Y ] − Var
(
E
[
Y | f(X)

])︸ ︷︷ ︸
sharpness

+E
[(
f(X) − E[Y | f(X)]

)2]︸ ︷︷ ︸
lack of calibration

(6.2)

6.3 Optimal recalibration

For an arbitrary predictor f : X → Z, the aim of recalibration is to identify a post-processing

function h : Z → Z such that h◦f is perfectly calibrated while maintaining the sharpness of

f as much as possible. The calibration and sharpness can be evaluated using the following

two notions of risks. We suppress the dependency of risks on f and P when it leads to no

confusion.
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Definition 6.3. Let f : X → Z and h : Z → Z. The calibration risk of h over f under P

is defined as

Rcal(h) = Rcal
P (h; f) := EP

[(
h ◦ f(X) − EP [Y | h ◦ f(X)]

)2]
. (6.3)

Definition 6.4. Let f : X → Z and h : Z → Z. The sharpness risk of h over f under P

is defined as

Rsha(h) = Rsha
P (h; f) := EP

[(
EP [Y | h ◦ f(X)] − EP [Y | f(X)]

)2]
. (6.4)

Note that the calibration risk Rcal(h; f) = 0 if and only if h ◦ f is perfectly calibrated,

cf. Definition 6.1. The sharpness risk Rsha(h; f) quantifies the decrement in sharpness of f

incurred by applying the recalibration map h, and Rsha(h; f) = 0 when h is injective [162].

Next we define a comprehensive notion of risk that we will use to evaluate recalibration

functions.

Definition 6.5. Let f : X → Z and h : Z → Z. The recalibration risk of h over f under

P is defined as

R(h) = RP (h; f) := EP

[
(h ◦ f(X) − EP [Y | f(X)])2

]
. (6.5)

The following proposition shows that the recalibration risk can be decomposed into cali-

bration risk and sharpness risk. The proof is deferred to Appendix 6.8.

Proposition 6.1 (Decomposition of recalibration risk). For any f : X → Z and any

h : Z → Z,

RP (h; f) = Rcal
P (h; f) +Rsha

P (h; f). (6.6)

Note that RP (h) = 0 if and only if Rcal
P (h) = 0 and Rsha

P (h) = 0. This happens if and only

if h ◦ f is calibrated, and the recalibration h preserves the sharpness of f in predicting Y .

If R(h) = 0, then we call h an optimal recalibration function (or minimum-risk recalibra-

tion function) of f under P . Let h∗f,P : Z → Z be the function

h∗f,P (z) =

EP [Y | f(X) = z], if z ∈ suppPf(X),

0, if z ̸∈ suppPf(X).
(6.7)

Then R(h∗f,P ) = 0. Indeed, h is a minimum-risk recalibration function of f if and only if

h = h∗f,P Pf(X)-almost surely.
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Problem 6.1 (Recalibration). Suppose that we have a measurable function f : X → Z
and a dataset D =

{
(xi, yi) : i ∈ [n]

}
that is an independent and identically distributed

(IID) sample drawn from P . The goal of recalibration is to estimate a recalibration function

ĥ ≈ h∗f,P using f and D.

Problem 6.1 can be viewed as a regression problem, where we estimate the functional

form of E[Y | Z] from data {(zi, yi) : i ∈ [n]}, where zi = f(xi), ∀i ∈ [n].

6.4 Recalibration via uniform-mass binning

6.4.1 Uniform-mass binning algorithm for recalibration

Given a dataset of prediction-label pairs {(zi, yi) ∈ Z × Y : i ∈ [n]}, the histogram binning

calibration method partitions Z = [0, 1] into a set of smaller bins, and estimate E[Y | Z] by

taking the average in each bin. We consider the uniform mass binning, constructed using

quantiles of predicted probabilities.

Definition 6.6 (Uniform mass binning). Let S = {zi ∈ [0, 1] : i ∈ [n]}. A binning scheme

B = {I1, I2, . . . , IB} is the uniform-mass binning (UMB) scheme induced by S if

I1 = [u0, u1], and Ib = (ub−1, ub] ∀b ∈ [B] \ {1}, (6.8)

where u0 = 0, uB = 1, and ub = z(⌊nb/B⌋) for b ∈ [B − 1].

For our subsequent discussions, we make the following assumptions on the distribution of

Y and Z:

(A1) The cumulative distribution function of Z, denoted by FZ , is absolutely continuous.

(A2) h∗f,P , defined in (6.7), is monotonically non-decreasing on suppPZ .

(A3) There exists K > 0 such that if z1 ≤ z2, then h∗f,P (z2)−h∗f,P (z1) ≤ K ·
(
FZ(z2)−FZ(z1)

)
.

Assumption (A1) is made for the sake of analytical convenience without loss of generality;

see discussions in [110, Appendix C]. An important implication of Assumption (A1) is that

all intervals in B are non-empty PZ-almost surely if S = {Zi : i ∈ [n]} are IID under PZ .

Assumption (A2) makes sure Z is informative to preserve the rankings of P [Y | Z] [338].

Lastly, Assumption (A3) posits that Z is sufficiently informative that P [Y = 1 | Z = z] does

not change too rapidly in any interval I where PZ(I) is small. This assumption is mild but

not trivial; see Appendix 6.9.2.

Now we describe how to construct a recalibration function ĥ using UMB.

112



Algorithm.

1. Given {(zi, yi) : i ∈ [n]}, and B ∈ N, let B = {I1, I2, . . . , IB} be the UMB scheme of

size B induced by {zi : i ∈ [n]}.

2. Let ĥ = ĥB : Z → Z be a function such that

ĥ(z) =
∑
I∈B

µ̂I · 1I(z) where µ̂I :=

∑n
i=1 yi · 1I(zi)∑n

i=1 1I(zi)
, ∀I ∈ B. (6.9)

6.4.2 Theoretical guarantees

Here we establish a high-probability upper bound on the recalibration risk R(ĥ) for the UMB

estimator, ĥ defined in (6.9), which converges to 0 as the sample size n increases to ∞.

Theorem 6.1. Let P be a probability measure and f : X → Z be a measurable function.

Suppose that (A1) & (A2) hold. Let B be the UMB scheme induced by an IID sample of

f(X), and let ĥ = ĥB be the recalibration function based on B, cf. (6.9). Then there exists

a universal constant c > 0 such that for any δ ∈ (0, 1), if n ≥ c · |B| log
(2|B|

δ

)
, then with

probability at least 1 − δ,

Rcal(ĥ) ≤

(√
log (4|B|/δ)

2(⌊n/|B|⌋ − 1)
+

1

⌊n/|B|⌋

)2

, and Rsha(ĥ) ≤ 2

|B|
.

In addition, if (A3) also holds, then

Rsha(ĥ) ≤ 8K2

|B|2
.

Remark 6.1. We note that the upper bound on Rcal(ĥ) in Theorem 6.1 coincides with the

result presented in [110] up to a constant factor in the failure probability. However, Theorem

6.1 provides an additional upper bound on Rsha(ĥ), thereby effectively managing the overall

recalibration risk R(ĥ).

Optimal choice of the number of bins |B|. Based on Theorem 6.1, for any fixed sample

size n, as the number of bins B = |B| increases, the calibration risk bound increases, while

the sharpness risk bound decreases. This trade-off suggests we may get an optimal number

of bins B by minimizing the upper bound for the overall risk, R(ĥ) = Rcal(ĥ) +Rsha(ĥ).

For the simplicity of our analysis, we assume n is divisible by B, and Assumption (A3)

holds. Firstly, observe that n/B ≥ 2, and thus, n/B − 1 ≥ n/(2B). Also, since B ≥ 1
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and δ < 1, log
(
4B
δ

)
≥ 1, it follows that 1

n/B
≤
√

1
2(n/B−1)

log
(
4B
δ

)
≤
√

1
n/B

log
(
4B
δ

)
. Thus,

we obtain a simplified risk bound R(ĥ) ≤ ζ(B;n, δ) where ζ(B;n, δ) := 4B
n

log
(
4B
δ

)
+ 8K2

B2 .

With logB terms ignored, minimizing ζ(B;n, δ) over B yields optimal B∗ and resulting risk

bounds, respectively:

B∗ ≍ n1/3 · log−1/3(1/δ), (6.10)

R(ĥ) ≍ Rcal(ĥ) ≍ Rsha(ĥ) = O
(
B∗−2

)
= O

(
n−2/3 · log2/3(1/δ)

)
. (6.11)

Furthermore, the asymptotic risk bound in (6.11) implies that R(ĥ), Rcal(ĥ), and Rsha(ĥ)

are all bounded by ε with high probability if the sample size

n = Ω(ε−3/2). (6.12)

Comparison with the hybrid method [162]. Kumar et al. [162] proposed a hybrid

recalibration approach that involves fitting a recalibration function in a parametric family

H, which is then discretized using UMB. Note that the hypothesis class H may or may not

include the optimal recalibration function h∗f,P . If h∗f,P ∈ H, using a similar analysis as

above, we derive their high probability risk bound as O
(
1
n

log B
δ

+ 1
B2

)
under Assumption

(A3), which achieves Õ(n−1) when B∗ ≍
√
n, exhibiting a faster decay than our R(ĥ) =

O(n−2/3). While the faster rate is anticipated from employing parametric methods, we note

that when h∗f,P /∈ H, their method exhibits inherent bias (approximation error) induced by

parametric function fitting, whereas our method is asymptotically unbiased. This distinction

is corroborated by numerical simulations in Appendix 6.12.2.

Proof sketch of Theorem 6.1. First, we demonstrate that the uniform-mass binning

scheme B = {Ib}Bb=1 satisfies two regularity conditions with high probability, when the sample

size n is not too small. Specifically, we show that (i) B is 2-well-balanced [162] with respect

to f(X), resulting in B bins having comparable probabilities (Lemma 6.3); and that (ii) the

empirical mean in each bin of B uniformly concentrates to the population conditional mean

of Y conditioned on f(X) being contained within the bin (Lemma 6.4). Thereafter, we prove

that if B satisfies these two properties, then the calibration risk Rcal and the sharpness risk

Rsha can be upper bounded as stated in Theorem 6.1; see Lemmas 6.5 and 6.6 (or Lemma

6.7 when (A3) holds). The detailed proof is in Appendix 6.9.
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6.5 Recalibration under label shift

This section extends the results from Section 6.4 to address label shift. In Section 6.5.1, we

introduce the label shift assumption (Definition 6.7) and reframe the recalibration problem

accordingly. We show that the optimal recalibration function in this context can be expressed

as a composition of the optimal recalibration function (cf. Section 6.3) and a shift correction

function. Building on this observation, we propose a two-stage estimator in Section 6.5.2,

where each stage estimates one of the component functions. The composite estimator’s

overall performance is supported by theoretical guarantees.

6.5.1 Revisiting the problem formulation

Let P and Q denote the probability measures of the source and the target domains, respec-

tively. We assume P and Q satisfy the label shift assumption defined below.

Definition 6.7 (Label shift). Probability measures P and Q are said to satisfy the label

shift assumption if the following two conditions are satisfied:

(B1) P [X ∈ B | Y = k] = Q[X ∈ B | Y = k] for all k ∈ {0, 1} and all B ∈ B(X ).

(B2) P [Y = 1] ∈ (0, 1) and Q[Y = 1] ∈ (0, 1).

According to Condition (B1), the class conditional distributions remain the same, while

the marginal distribution of the classes may change. Condition (B2) requires all classes to be

present in the source population, which is a standard regularity assumption in the discussion

of label shift [184, 90]; it also posits the presence of every class in the target population.

Optimal recalibration under label shift. Under the label shift assumption between P

and Q, we define the label shift correction function g∗ : Z → Z such that

g∗(z) =
w∗

1z

w∗
1z + w∗

0(1 − z)
where w∗

k =
Q[Y = k]

P [Y = k]
, ∀k ∈ {0, 1}. (6.13)

The conditional probabilities under P and Q can be related [248] as follows:

Q[Y = 1 | X ∈ B] = g∗
(
P [Y = 1 | X ∈ B]

)
, ∀B ∈ B(X ). (6.14)

Recall that the optimal recalibration function for a predictor f : X → Z under probability

measure P is defined as h∗f,P (z) = P [Y = 1 | f(X) = z]; see (6.7). In the presence of a label
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shift between P and Q, we may write the optimal recalibration function for f under Q as

h∗f,Q = g∗ ◦ h∗f,P (6.15)

because h∗f,Q(z)
(a)
= Q[Y = 1 | f(X) = z]

(b)
= g∗ (P [Y = 1 | f(X) = z])

(c)
=
(
g∗ ◦ h∗f,P

)
(z),

where (a) and (c) follows from the definition of h∗f,P and (b) is due to (6.14).

Recalling the definition of the risk RP (h; f) from (6.5), we observe that RQ(h∗f,Q; f) = 0,

which is consistent with the risk characterization of the optimal recalibration. Our goal is

to estimate the optimal recalibration function h∗f,Q = g∗ ◦ h∗f,P from data.

Problem 6.2 (Recalibration under label shift). Suppose that we have a measurable function

f : X → Z and two IID datasets DP = (xi, yi)
nP
i=1 ∼ P and DQ = (x′i, y

′
i)
nQ

i=1 ∼ Q. The goal

of recalibration under label shift is to estimate ĥ ≈ h∗f,Q using f , DP and DQ.

Remark 6.2. The source (training) dataset DP may not be accessible due to privacy pro-

tections, proprietary data, or practical constraints, as is often the case when recalibrating a

pre-trained black box classifier to new data. In these cases, it suffices to have estimates of

the recalibration function h∗f,P and the marginal probabilities P [Y = k], k ∈ {0, 1} under P ,

for our method and analysis.

6.5.2 Two-stage recalibration under label shift

Method. We propose a composite estimator of h∗f,Q = g∗ ◦ h∗f,P , which comprises two

estimators ĝ ≈ g∗ and ĥP ≈ h∗f,P . Here we describe a procedure to produce this composite

estimator.

1. Use DP to construct ĥP : Z → Z, the estimated recalibration function (6.9) (for f

under P ).

2. Use DP and DQ to construct ĝ : Z → Z such that

ĝ(z) =
ŵ1z

ŵ1z + ŵ0(1 − z)
where ŵk =

Q̂[Y = k]

P̂ [Y = k]
, ∀k ∈ {0, 1}, (6.16)

where P̂ [Y = k] := 1
|DP |

∑|DP |
i=1 1[yi = k] and Q̂[Y = k] := 1

|DQ|
∑|DQ|

i=1 1[y′i = k] are the

empirical estimates of the class marginal probabilities.

3. Let

ĥQ = ĝ ◦ ĥP . (6.17)
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Note that the recalibration estimator ĥP (Step 1) remains the same with that in Section

6.4.1. Furthermore, the shift correction estimator ĝ (Step 2) is a plug-in estimator of the

label shift correction function g∗ in (6.14) based on the estimated weights, ŵ1 and ŵ0.

Theory. We present a recalibration risk upper bound for the proposed two-stage estimator.

We let pk := P [Y = k], qk := Q[Y = k], and w∗
k = qk

pk
for k ∈ {0, 1}. Moreover, we let

pmin := mink pk, qmin := mink pk, w∗
min := mink w

∗
k and w∗

max := maxk w
∗
k.

Theorem 6.2 (Convergence of ĥQ). Let P,Q be probability measures and let f : X → Z be

a measurable function. Let DP ∼ P be an IID sample of size nP and DQ ∼ Q be an IID

sample of size nQ. Suppose that Assumptions (B1) & (B2) hold. Let B be the UMB scheme

induced by DP . Let ĥP = ĥP,B be the recalibration function (6.9) based on B, and let ĝ denote

the shift correction function as defined in (6.16). Then

RQ

(
ĝ ◦ ĥP

)
≤ 2

{(
ρ0 − ρ1
ρ0 + ρ1

)2

+
w∗

max
3

w∗
min

2 ·RP

(
ĥP ; f

)}
where ρk :=

ŵk

w∗
k

, k ∈ {0, 1}.

(6.18)

Furthermore, suppose that (A1), (A2) & (A3) hold. Then there exists a universal constant

c > 0 such that for any δ ∈ (0, 1), if

nP ≥ max

{
c,

27

pmin

}
· |B| log

(
4|B|
δ

)
and nQ ≥ 27

qmin

log

(
16

δ

)
,

then with probability at least 1 − δ,

RQ

(
ĝ ◦ ĥP

)
≤ 2

w∗
max

3

w∗
min

2 ·


(√

1

2(⌊nP/|B|⌋ − 1)
log

(
8|B|
δ

)
+

1

⌊nP/|B|⌋

)2

+
8K2

|B|2


+ 54 max

{
1

pmin · nP

,
1

qmin · nQ

}
· log

(
16

δ

)
.

(6.19)

Remark 6.3. Note that ρk → 1 as nP , nQ → ∞, and thus, the upper bound (6.18) reduces

to 2w∗
max

3

w∗
min

2 · RP

(
ĥP ; f

)
. Moreover, when P = Q, we have w∗

min = w∗
max = 1, and this further

simplifies to the recalibration risk without label shift, up to multiplicative constant 2.

Remark 6.4 (Target sample complexity). Assume that nP ≥ nQ and the number of bins

satisfies |B| ≍ n
1/3
P . Then (6.19) implies RQ

(
ĝ ◦ ĥP ; f

)
= O

(
n
−2/3
P + n−1

Q

)
. This result

indicates that the proposed recalibration method using (6.17) requires a significantly smaller

target sample size nQ = Ω(ε−1) to control the risk, as compared to nQ = Ω(ε−3/2) in (6.12).
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Remark 6.5 (Comparison with some other estimators). An alternative way to recalibrate

under label shift is to perform UMB on DQ directly and get the estimate ĥtargetQ . With the

number of bins on the order of n
1/3
Q , ĥtargetQ is a consistent estimator for h∗Q with RQ(ĥtargetQ ) =

O(n
−2/3
Q ). However, because ĥtargetQ does not take advantage of the source domain data, not

only does it require more target sample (nQ = Ω(ε−3/2) compared to nQ = Ω(ε−1) for ĥQ),

but it also requires access to the features in the target sample DQ. We also note that both ĝ

and ĥP are important for the propose composite estimator ĥQ: neither ĝ or ĥP is a consistent

estimator for h∗Q, except in special cases (h∗Q coincides with g∗ or h∗P , respectively).

Remark 6.6 (Comparison with label shift using unlabeled target data). When the source

sample size nP is sufficiently large, we achieve a risk of RQ(ĝ ◦ ĥP ) = O(n−1
Q ) with high

probability. It is important to note that in this scenario, we only utilize the labels from the

target sample to address label shift. Remarkably, the same rate applies when employing the

algorithms proposed in [90], which only uses features from the target sample. Please refer to

Appendix 6.11 for the proof.

6.6 Numerical experiments

In this section, we present the results of our numerical simulations conducted to validate and

reinforce the theoretical findings discussed earlier. The simulations are based on a family

of recalibration functions called beta calibration [160]: Hbeta = {hbeta(z; a, b, c) : a ≥ 0, b ≥
0, c ∈ R}, where hbeta(·; a, b, c) : [0, 1] → [0, 1] is defined as

hbeta(z; a, b, c) =
1

1 + 1/
(
ec za

(1−z)b

) . (6.20)

In addition, consider the joint distributions D(π) of X and Y , where Y ∼ Bernoulli(π),

X | Y = 0 ∼ N(−2, 1), and X | Y = 1 ∼ N(2, 1), and a pre-trained probabilistic classifier

f(x) = σ(x) := 1/(1 + e−x). To accommodate the limitations of space, we summarize the

results in Figure 6.1, 6.2, 6.3, and Table 6.1, 6.2, providing a concise overview. Detailed

information about the simulation settings, implementation details, and further experimental

results and discussions can be found in Appendix 6.12. Our simulation code is available at

https://github.com/ZeyuSun/calibration_label_shift.
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Figure 6.1: Medians (solid lines) and 10-90 percentile ranges (shaded areas) of quadrature
estimates of population risks over 10 realizations and theoretical risk upper bounds (δ = 0.1)
(dashed lines) for various n and B. (a)-(c) The empirical rates, Rcal = O(n−0.99B0.98) and
Rsha = O(B−1.83), align with theoretically predicted rates, Õ(B/n) and O(B−2), in Thm. 6.1.
(d) The empirically observed R and our upper bound exhibit similar trends as a function of
B.
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smooth around its minimum, suggesting the robustness of the optimal B.
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Table 6.1: 90%-quantiles of the risks of Platt scaling [229], the hybrid method [162], uniform-
width binning (UWB) [109], and uniform-mass binning (UMB) over 100 random calibration
datasets drawn from Z ∼ Uniform[0, 1], and (a) Y | Z ∼ Bernoulli(hbeta(z; 4, 4, 0)), or (b)
Y | Z ∼ Bernoulli(hbeta(z; 0.1, 4, 0)). While Platt scaling and the hybrid method achieve
lower R under the correct parametric assumption, UWB and UMB may outperform when
the parametric assumption fails.

(a) Correct parametric assumption

Metric
(×10−3)

Rcal Rsha R MSE

Platt 0.122 0.000 0.122 10.338
Hybrid 0.119 0.212 0.315 10.532
UWB 0.661 0.194 0.855 11.071
UMB 0.647 0.212 0.839 11.055

(b) Misspecified parametric assumption

Metric
(×10−3)

Rcal Rsha R MSE

Platt 3.682 0.000 3.682 21.994
Hybrid 3.117 0.251 3.360 21.672
UWB 0.572 0.238 0.810 19.122
UMB 0.560 0.251 0.797 19.109
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(b) Misspecified parametric as-
sumption

Figure 6.3: Optimal recalibration function h∗ and recalibration function estimates by Platt
Scaling [229], the hybrid method [162], UWB, and UMB when the parametric assumption
is (a) correct and (b) misspecified. UMB traces the h∗ in both cases, whereas the hybrid
method traces Platt scaling, exhibiting an intrinsic bias from h∗ in (b).
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Table 6.2: Risks under label shift from D(0.5) to D(0.1), with nP = 103 and nQ = 102. Stan-
dard deviations are computed from 10 random realizations. Label-Shift, only applying
an injective ĝ, achieves Rsha = 0 but incurs high Rcal. Source, recalibrated with B = n

1/3
P

on DP , incurs high Rcal. Target, recalibrated with B = n
1/3
Q on DQ, incurs low Rcal. Our

proposed Composite achieves the lowest nonzero Rsha and lowest Rcal.

Method Estimator Rcal Rsha R MSE

Source ĥP 0.016±0.005 0.0032±0.0014 0.019±0.006 0.029±0.006

Target ĥtarget
Q 0.0020±0.0025 0.049±0.006 0.051±0.006 0.060±0.006

Label-Shift ĝ 0.026±0.006 0 0.026±0.006 0.035±0.006

Composite ĥQ 0.00019±0.00017 0.0032±0.0014 0.0034±0.0013 0.0127±0.0013

6.7 Discussion

This chapter presents a comprehensive theory for recalibration, considering both calibration

and sharpness within the mean-squared-error (MSE) decomposition framework. We use this

framework to quantify the optimal calibration-sharpness balance and establish a rigorous

upper bound on the finite-sample risk for uniform-mass binning (UMB). Additionally, we

address the challenge of recalibration under label shift with limited access to labeled target

data. Our proposed two-stage approach effectively estimates the recalibration function using

ample data from the source domain and adjusts for the label shift using target domain

data. Importantly, our findings suggest that transferring a calibrated classifier requires

a significantly smaller target sample than recalibrating from scratch on the new domain.

Numerical simulations confirm the tightness of the finite sample bounds, validate the optimal

number of bins, and demonstrate the effectiveness of the label shift adaptation.

In concluding this chapter, we identify several promising directions for future research.

Relaxation of the assumptions It would be worthwhile to explore whether or not the

assumptions made in our analysis could be relaxed. For instance, the widely adopted mono-

tonicity assumption (A2) and its variants [338, 342, 236, 245] may not hold in real-world

settings. Thus, exploring potential relaxations of this assumption is valuable. In addition,

a mild but non-trivial smoothness assumption (A3) (c.f. Remark 6.8 and 6.9) is introduced

to obtain a tight sharpness risk upper bound (c.f. Remark 6.10); investigating its practical

implications and exploring potential relaxations could be interesting future work.

Calibration-sharpness framework analysis Applying our framework to analyze recali-

bration methods beyond UMB, such as isotonic regression [338] and kernel density estimation

[342], can offer further insights into their performance and properties, providing guidance to

practitioners in selecting suitable algorithms based on specific conditions and requirements.
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Multiclass probability recalibration The concept of calibration considered in this work

extends to multiclass classification settings, known as canonical calibration [293]. Weaker,

but more tractable notions of multiclass calibration have also been explored in the literature

[293, 111]. While partition-based methods, as multiclass extensions of binning methods, are

known to have consistency [293] and vanishing calibration error [230], establishing upper

bounds for their sharpness risk remains difficult. Additionally, designing a partition scheme

in a multidimensional space is a challenging task [111]; the interplay between calibration and

sharpness could potentially guide the development of partition strategies that balance both

aspects in multiclass classification.

Applications to real-world data Investigating the calibration-sharpness tradeoff in real-

world applications, which often involve multiple classes, presents an interesting challenge. It

is crucial to develop effective estimators for both calibration risk and sharpness risk in such

scenarios. While estimators for calibration risk exist (e.g., binning-based and KDE-based)

[38, 162, 342, 231] and a lower bound for sharpness risk has been established [224], a direct

estimator of sharpness risk is still lacking.
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6.8 Appendix: Proof of Proposition 6.1

Proof of Proposition 6.1. First of all, we recall the definition of the two risks from (6.3) and

(6.4):

Rcal(h; f) = E
[(
f(X) − E [Y | f(X)]

)2]
Rsha(h; f) = E

[(
E [Y | h ◦ f(X)] − E [Y | f(X)]

)2]
.

To keep our notation concise, we use Z = f(X) as a shorthand notation, and also let

YZ := E[Y | Z] and Yh(Z) = E[Y | h(Z)] throughout this proof. We can decompose the

recalibration risk from Definition 6.5:

R(h) = E[(h(Z) − YZ)2]

= E[(h(Z) − Yh(Z) + Yh(Z) − YZ)2]

= E[(h(Z) − Yh(Z))
2] + E[(Yh(Z) − YZ)2] + 2E[(h(Z) − Yh(Z))(Yh(Z) − YZ)]

= E[(h(Z) − Yh(Z))
2] + E[(Yh(Z) − YZ)2] + 2E[E[(h(Z) − Yh(Z))(Yh(Z) − YZ) | h(Z)]]

= E[(h(Z) − Yh(Z))
2] + E[(Yh(Z) − YZ)2] + 2E[(h(Z) − Yh(Z))(Yh(Z) − E[YZ | h(Z)])]

= E[(h(Z) − Yh(Z))
2] + E[(Yh(Z) − YZ)2] + 2E[(h(Z) − Yh(Z))(Yh(Z) − Yh(Z))]

= E[(h(Z) − Yh(Z))
2]︸ ︷︷ ︸

Rcal(h)

+E[(Yh(Z) − YZ)2]︸ ︷︷ ︸
Rsha(h)

.

6.9 Appendix: Proof of Theorem 6.1

In this section, we present a proof of Theorem 6.1. Let (Y, Z) ∈ Y ×Z be random variables

that admits a joint distribution PY,Z , which we assume to be fixed throughout this section.

Let S = {(yi, zi) ∈ Y ×Z : i ∈ [n]} and let B = {I1, I2, . . . , IB} be the uniform-mass binning

scheme (cf. Definition 6.6) of size B induced by (zi’s in) S. Note that if S is a random sample

from PY,Z , then the binning scheme B induced by S is also a random variable following a

derived distribution. To facilitate our analysis, we introduce the notion of well-balanced

binning.

Definition 6.8 (Well-balanced binning; [162]). Let B ∈ N, let Z be a random variable that

takes value in [0, 1], and let α ∈ R such that α ≥ 1. A binning scheme B of size B is
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α-well-balanced with respect to Z if

1

αB
≤ P [Z ∈ Ib] ≤

α

B
, ∀b ∈ [B].

In addition, we define two (parameterized families of) Boolean-valued functions Φbalance

and Φapprox as follows: for any binning scheme B,

∀α ∈ R, Φbalance(B;α) := 1

{
1

α|B|
≤ P [Z ∈ I] ≤ α

|B|
, ∀I ∈ B

}
, (6.21)

∀ε ∈ R, Φapprox(B; ε) := 1

{
max
I∈B

|µ̂I − µI | ≤ ε

}
, (6.22)

where 1(A) = 1 if and only if the predicate A is true, and for each interval I ∈ B,

µ̂I =

∑n
i=1 yi · 1I(zi)∑n
i=1 ·1I(zi)

and µI = E(Y,Z)∼PY,Z
[Y · 1I(Z)] . (6.23)

Note that if Φbalance(B;α) = 1 for α ≥ 1, then B is α-well-balanced with respect to Z (cf.

Definition 6.8). Also, if Φapprox(B; ε) = 1 for ε ≥ 0, then the conditional empirical mean of Y

in each bin I ∈ B approximates the conditional expectation with error at most ε, uniformly

for all bins.

The rest of this section is organized as follows. In Section 6.9.1, we ensure that for an

appropriate choice of α, ε ∈ R, it holds with high probability (with respect to the ran-

domness in B) that Φbalance(B;α) = Φapprox(B; ε) = 1. In Section 6.9.2, we establish up-

per bounds on the reliability risk Rcal and the sharpness risk Rsha under the premise that

Φbalance(B;α) = Φapprox(B; ε) = 1. Finally, in Section 6.9.3, we conclude the proof of Theorem

6.1 by combining these results together.

6.9.1 High-probability certification of the conditions

Well-balanced binning scheme. First of all, we observe that the uniform-bass binning

scheme B induced by an IID random sample from PY,Z is 2-well-balanced with high proba-

bility, if the sample size is sufficiently large. Here we paraphrase a result from [162] in our

language.

Lemma 6.3 ([162, Lemma 4.3]). Let S = {Zi : i ∈ [n]} be an IID sample drawn from PZ and

let B be the uniform-mass binning scheme of size B induced by S. There exists a universal

constant c′ > 0 such that for any δ ∈ (0, 1), if n ≥ c′ · B log(B/δ), then Φbalance(B, 2) = 1

with probability at least 1 − δ.
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Lemma 6.3 states that

n ≥ c′ ·B log

(
B

δ

)
=⇒ P [B is 2-well-balanced with respect to PZ ] ≥ 1 − δ.

While the value of the universal constant c was not specified in the original reference [162],

we remark that one may set, for example, c′ = 2420, which can be verified by following their

proof with c′ kept explicit.

The proof of Lemma 6.3 in [162] relies on a discretization argument that considers a fine-

grained cover of Z = [0, 1] consisting of disjoint intervals—namely,
{
I ′j : j ∈ [10B]

}
such

that P [Z ∈ I ′j] = 1
10B

for all j ∈ [10B]—and then approximates each Ib by a subset of the

cover. As the authors of [162] remarked, this argument provides a tighter sample complexity

upper bound than näıvely applying Chernoff bounds or a standard VC dimension argument,

which would yield an upper bound of order O
(
B2 log

(
B
δ

))
. We omit the proof of Lemma

6.3 and refer interested readers to the referenced paper [162] for more details.

Uniform concentration of bin-wise means. Next, we argue that for the uniform-mass

binning scheme B induced by an IID sample, the conditional empirical means of each bin

concentrates to the population conditional expectation, uniformly for all bins in B. Here we

restate a result from [110].

Lemma 6.4 ([110, Corollary 1]). Let PZ be an absolutely continuous probability measure on

Z = [0, 1], and S = {Zi : i ∈ [n]} be an IID sample drawn from PZ. Let B ∈ N such that

B ≤ n
2
and B be the uniform-mass binning scheme of size B induced by S. Then for any

δ ∈ (0, 1),

P [Φapprox(B; εδ) = 1] ≥ 1 − δ where εδ =

√
1

2(⌊n/B⌋ − 1)
log

(
2B

δ

)
+

1

⌊n/B⌋
.

(6.24)

Lemma 6.4 states that under the mild regularity condition of PZ being absolutely contin-

uous, the uniform-mass binning accurately approximates all bin-wise conditional means as

long as there are at least two samples per bin in the sense that

n ≥ 2B =⇒ P

[
sup
b∈[B]

|µ̂b − µb| ≤

√
1

2(⌊n/B⌋ − 1)
log

(
2B

δ

)
+

1

⌊n/B⌋

]
≥ 1 − δ.
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6.9.2 Conditional upper bounds on reliability risk and sharpness

risk

In this section, we establish upper bounds on the reliability risk Rcal and the sharpness risk

Rsha for ĥ under the premise that Φbalance(B;α) = 1 and Φapprox(B; ε) = 1 for appropriate

parameters α, ε ∈ R.

Preparation. To avoid clutter in the lemma statements to follow, here we recall our prob-

lem setting and set several notation that will be used throughout this section. Recall that

P = PX,Y is a joint distribution on X × Y and let f : X → Z is a measurable function. In

addition, we let S̃ = {(xi, yi) ∈ X × Y : i ∈ [n]} be an IID sample drawn from P , and let

S =
{

(z, y) ∈ Z × Y : (x, y) ∈ S̃ and z = f(x)
}

. Let B be the uniform-mass binning scheme

induced by (z’s in) S, and let ĥ = B̂ : Z → Z be the recalibration function derived from B
as we described in Section 6.4.1; see (6.9). The dependence among P, f, S̃, S,B, and ĥ are

summarized by a diagram in Figure 6.4.

P S̃

f

S B ĥ

Figure 6.4: Stochastic dependence among P, f, S̃, S,B, and ĥ.

Furthermore, we define the index function for a binning scheme to facilitate our analysis.

Definition 6.9. Let B be a binning scheme. The index function for B is the function

β : Z → [|B|] such that

β(z) =
∑
I∈B

1(0,sup I](z). (6.25)

Remark 6.7. Note that β is a measurable function and defines an index function that

identifies which bin of B the argument z ∈ [0, 1] belongs to. Specifically, suppose that B =

{I1, . . . , IB} for some B ∈ N and there exists u0, u1, . . . , uB ∈ [0, 1] such that (i) 0 = u0 <

u1 < · · · < uB = 1 and (ii) Ib = (ub−1, ub] for all b ∈ [B] \ {1} and I1 = [u0, u1]. Then

β(z) = b if and only if z ∈ Ib.
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6.9.2.1 Calibration risk upper bound

We observe that if a binning scheme B produces empirical means µ̂I that approximate the

true means µI with error at most ε, then the calibration risk is upper bounded by ε2.

Lemma 6.5 (Calibration risk bound). For any ε ≥ 0, if Φapprox(B; ε) = 1, then

Rcal(ĥ; f, P ) ≤ ε2.

Proof of Lemma 6.5. To begin with, we recall the definition of the calibration risk (Definition

6.3), and let Z = f(X). Then we may write

Rcal
(
ĥ; f, P

)
= E

[(
ĥ(Z) − E[Y | ĥ(Z)]

)2]
= E

[
E
[(
ĥ(Z) − E[Y | ĥ(Z)]

)2 ∣∣∣ β(Z)

]]
∵ the law of total expectation

= E
[(
µ̂Iβ(Z)

− µIβ(Z)

)2]
cf. (6.23)

≤ max
I∈B

(
µ̂I − µI

)2
.

Note that if Φapprox(B; ε) = 1, then maxI∈B
(
µ̂I − µI

)2 ≤ ε2.

We remark that the proof of Lemma 6.5 is a simple application of applying Hölder’s

inequality. Also, we note that a similar argument was considered in [110, Proposition 1] to

establish the inequalities between the Lp-counterparts of the calibration risk, which they call

the ℓp-expected calibration error (ECE). In this work, we focus on the case p = 2.

6.9.2.2 Sharpness risk upper bound

Next, we present an upper bound for the sharpness risk that diminishes as the binning

scheme B becomes more balanced.

Lemma 6.6 (Sharpness risk bound). Suppose that the optimal post-hoc recalibration func-

tion h∗f,P , cf. (6.7), is monotonically non-decreasing. Let α ∈ R such that α ≥ 1. If

Φbalance(B, α) = 1, then

Rsha(ĥ; f, P ) ≤ α

|B|
.

Proof of Lemma 6.6. Letting Z = f(X), we can write the sharpness risk of ĥ over f with

repsect to P as

Rsha(ĥ; f, P ) := E
[(
E
[
Y | ĥ(Z)

]
− E [Y | Z]

)2]
.
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We recall the definition of the index function β for B (Definition 6.9) and observe that

E
[(
E
[
Y | ĥ(Z)

]
− E [Y | Z]

)2]
≤ E

[∣∣E [Y | ĥ(Z)
]
− E [Y | Z]

∣∣] ∵
∣∣∣E [Y | ĥ(Z)

]
− E [Y | Z]

∣∣∣ ≤ 1

=
∑
I∈B

E
[∣∣E[Y | ĥ(Z)] − E [Y | Z]

∣∣ · 1I(Z)
]

=
∑
I∈B

E
[
E
[∣∣E[Y | ĥ(Z)] − E [Y | Z]

∣∣ · 1I(Z)
∣∣∣ β(Z)

]]
∵ the law of total expectation

=
∑
I∈B

P [Z ∈ I]E
[
E
[∣∣E[Y | ĥ(Z)] − E [Y | Z]

∣∣ ∣∣∣Z ∈ I
]]

∵ Remark 6.7

≤
∑
I∈B

P [Z ∈ I]

(
sup
z∈I

h∗f,P (z) − inf
z∈I

h∗f,P (z)

)
∵ by definition of h∗f,P ; cf. (6.7)

≤
∑
I∈B

α

|B|

(
sup
z∈I

h∗f,P (z) − inf
z∈I

h∗f,P (z)

)
∵ Φbalance(B, α) = 1

≤ α

|B|
.

The inequality in the last line follows from the facts that (i) I ∈ B are mutually exclusive

and (ii) h∗f,P (z) ∈ [0, 1] and h∗f,P is monotone non-decreasing.

Our proof of Lemma 6.6 relies on similar techniques that are used in [162, Lemmas D.5

and D.6]. However, we note that we obtain an improved constant — 1 as opposed to 2 in

[162, Lemma D.6] — with a more refined analysis.

An improved rate with additional assumptions. It is possible to improve the rate

of the sharpness risk upper bound from O(|B|−1) to O(|B|−2) with an additional regularity

assumption on h∗f,P .

Recall that we assumed in (A3) that there exists K > 0 such that if z1 ≤ z2, then

h∗f,P (z2) − h∗f,P (z1) ≤ K ·
(
FZ(z2) − FZ(z1)

)
, that is, h∗f,P is K-smooth with respect to FZ .

This posits that the conditional probability P [Y = 1|Z = z] of the target variable Y given a

forecast variable Z cannot vary too much in regions where the density of Z is low, or where

the forecast is rarely issued. This is a reasonable assumption because if P [Y = 1|Z] changes

too rapidly with respect to Z, then it suggests that we need additional information about

Y beyond what Z can provide in order to improve the quality of forecasts. We remark that

(A3) is indeed a fairly mild assumption to impose on, however, is not a trivial one.

Remark 6.8 (Mildness of (A3)). Suppose that Z = f(X) has a density pZ that is uniformly

lower bounded by ϵ on the support of Z. If h∗f,P is L-Lipschitz, then h∗f,P is (L/ϵ)-smooth
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with respect to FZ. This also provides a sufficient condition to verify (A3) in practice.

Remark 6.9 (Non-triviality of (A3)). Notice that even if FZ is absolutely continuous and

h∗f,P is continuous, the smoothness constant K could become large if the prediction Z is

heavily miscalibrated. For instance, in Figure 6.6, h∗f,P (z) is changing fast in the interval

[0.5, 0.75] where pZ(z) is small, which results in a larger value of K that can even diverge if

pZ(z) → 0.

Here we define the notion of ψ-smoothness to formalize Assumption (A3), and then

present an improved upper bound for the sharpness risk.

Definition 6.10 (ψ-smoothness). Let K ∈ R+ and ψ : [0, 1] → [0, 1] be a monotone non-

decreasing function. A function ϕ : [0, 1] → [0, 1] is K-smooth with respect to ψ if for any

z1, z2 ∈ [0, 1] such that z1 ≤ z2,∣∣ϕ(z2) − ϕ(z1)
∣∣ ≤ K ·

(
ψ(z2) − ψ(z1)

)
. (6.26)

Lemma 6.7 (Improved sharpness risk bound). Suppose that the function h∗f,P (z) defined in

(6.7) is monotonically non-decreasing and K-smooth with respect to FZ for some K ≥ 0,

where FZ is the cumulative distribution function of Z = f(X). If Φbalance(B, α) = 1, then

Rsha ≤ K2α3

B2
.

Proof of Lemma 6.7. Let Z = f(X) and B = |B|. For each b ∈ [B], we let zb,max := sup Ib

and zb,min := inf Ib. Then we have

Rsha(ĥ; f, P )

= E
[(
E
[
Y | ĥ(Z)

]
− E [Y | Z]

)2]
= E

[
E
[(
E
[
Y | ĥ(Z)

]
− E [Y | Z]

)2 ∣∣∣ β(Z)
]]

=
B∑
b=1

P [Z ∈ Ib] · E
[(
E
[
Y | ĥ(Z)

]
− E [Y | Z]

)2 ∣∣∣ β(Z) = b
]

≤
B∑
b=1

P [Z ∈ Ib] ·
(
h∗f,P (zb,max) − h∗f,P (zb,min)

)2
∵ h∗f,P is non-decreasing

≤
B∑
b=1

P [Z ∈ Ib] ·
(
K ·

(
FZ(zb,max) − FZ(zb,min)

))2
∵ h∗f,P is K-smooth w.r.t. FZ

=
B∑
b=1

K2 · P [Z ∈ Ib]
3
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≤ K2

B∑
b=1

(α
B

)3
∵ Φbalance(B, α) = 1

=
K2α3

B2
.

Remark 6.10 (Tightness of the rate O(B−2)). The asymptotic rate Rsha = O(B−2) is tight

and cannot be further improved without additional assumptions. For instance, let’s consider

a uniform-mass binning of size B on Z ∼ Uniform[0, 1]. In the population limit, each bin has

width 1/B and within-bin variance 1/(12B2). Thus, the sharpness risk, obtained by taking

expectation of the conditional variance (per each bin), is 1/(12B2), attaining the rate B−2.

6.9.3 Completing the proof of Theorem 6.1

Proof of Theorem 6.1. For given δ ∈ (0, 1), let δ1 = δ2 = δ/2. Then we observe that

n ≥ c′ · |B| log

(
|B|
δ1

)
=⇒ P [Φbalance(B, 2) = 1] ≥ 1 − δ1 by Lemma 6.3

n ≥ 2|B| =⇒ P [Φapprox(B, εδ2) = 1] ≥ 1 − δ2 by Lemma 6.4

where c′ > 0 is the universal constant that appears in Lemma 6.3 and

εδ2 =

√
1

2(⌊n/|B|⌋ − 1)
log

(
2|B|
δ2

)
+

1

⌊n/|B|⌋
.

Observe that δ1 = δ
2
< 1

2
and |B| ≥ 1, and thus, log

(
|B|
δ1

)
≥ log 2. Letting c := max{c′, 2

log 2
}

and applying the union bound, we have

n ≥ c · |B| log

(
2|B|
δ

)
=⇒ P

[
Φbalance(B, 2) = 1 and Φapprox(B, εδ/2) = 1

]
≥ 1− δ.

Next, we observe that if Φbalance(B, 2) = 1 and Φapprox(B, εδ2) = 1, then

Rcal(ĥ; f ;P ) ≤ (εδ2)
2 by Lemma 6.5,

Rsha(ĥ; f, P ) ≤ 2

|B|
, by Lemma 6.6.

Additionally, if the Assumption (A3) also holds, then we obtain a stronger upper bound on
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Rsha(ĥ; f, P ) by Lemma 6.7:

Rsha(ĥ; f, P ) ≤ 8K2

|B|2
.

6.10 Appendix: Proof of Theorem 6.2

This section contains a proof of Theorem 6.2. Prior to the proof, in Section 6.10.1, we

provide several lemmas that will be useful in our proof. Thereafter, we present a proof of

Theorem 6.2 in its entirety in Section 6.10.2.

6.10.1 Useful lemmas

6.10.1.1 Concentration of ŵk to w∗
k

First of all, we recall the binomial Chernoff bound, which is a classical result about the

concentration of measures that can be found in standard textbooks on probability theory.

Lemma 6.8 (Binomial Chernoff bound). Let Xi be IID Bernoulli random variables with

parameters p ∈ (0, 1), and let Sn := 1
n

∑n
i=1Xi. Then for any δ ∈ R such that 0 < ε < 1,

P [Sn ≥ (1 + ε)p] ≤ exp

(
−ε

2p

3
n

)
,

P [Sn ≤ (1 − ε)p] ≤ exp

(
−ε

2p

2
n

)
.

It follows from Lemma 6.8 that for any ε, δ ∈ (0, 1),

n ≥ 3

ε2p
log

(
2

δ

)
=⇒ P

(
|Sn − p|

p
> ε

)
≤ δ. (6.27)

Let P,Q be two distributions on Y = {0, 1}, and let DP ∼ P , DQ ∼ Q denote IID samples

of size nP , nQ, respectively. Recall from (6.13) and (6.16) that for each k ∈ {0, 1}, we define

w∗
k =

PQ[Y = k]

PP [Y = k]
, and ŵk =

PDQ
[Y = k]

PDP
[Y = k]

.

Then, we let

ρ0 :=
ŵ0

w∗
0

and ρ1 :=
ŵ1

w∗
1

. (6.28)
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Now we define another parameterized family of Boolean-valued functions Φratio(DP ,DQ; β)

as follows. Given DP ∼ P , DQ ∼ Q, and β ∈ R such that 1 < β ≤ 2,

Φratio(DP ,DQ; β) := 1

{
1

β
≤ ρk ≤ β, ∀k ∈ {0, 1}

}
. (6.29)

Corollary 6.9. Let P,Q be two distributions on Y = {0, 1}, and let DP ∼ P , DQ ∼ Q

denote IID samples of size nP , nQ, respectively. For each k ∈ {0, 1}, let pk := PP [Y = k] and

qk := PQ[Y = k]. Likewise, we let p̂k = 1
nP

∑
yi∈DP

1{yi = k} and q̂k = 1
nQ

∑
yi∈DQ

1{yi = k}.
For any δ ∈ (0, 1) and any β ∈ (1, 2], if

nP ≥ 27

(β − 1)2 min{p0, p1}
log

(
8

δ

)
and nQ ≥ 27

(β − 1)2 min{q0, q1}
log

(
8

δ

)
,

then

P (Φratio(DP ,DQ; β) = 1) ≥ 1 − δ.

Proof of Corollary 6.9. Let ε = β−1
3

. Since 1+x
1−x

≤ 1 + 3x for all x ∈ [0, 1/3], we have
1
β
≤ 1−ε

1+ε
< 1+ε

1−ε
≤ β. Then it follows from (6.27) that for each k ∈ {0, 1},

nP ≥ 3

ε2pk
log

(
8

δ

)
=⇒ P

(
|p̂k − pk|

pk
> ε

)
≤ δ

4
,

nQ ≥ 3

ε2qk
log

(
8

δ

)
=⇒ P

(
|q̂k − qk|

qk
> ε

)
≤ δ

4
.

Applying the union bound, we obtain the following implication:

nP ≥ 3

ε2 min{p0, p1}
log

(
8

δ

)
and nQ ≥ 3

ε2 min{q0, q1}
log

(
8

δ

)
=⇒ P

(
max
k∈{0,1}

|p̂k − pk|
pk

> ε or max
k∈{0,1}

|q̂k − qk|
qk

> ε

)
≤ δ

=⇒ P

(
max
k∈{0,1}

ρk >
1 + ε

1 − ε
or min

k∈{0,1}
ρk <

1 − ε

1 + ε

)
≤ δ

=⇒ P

(
max
k∈{0,1}

ρk > β or min
k∈{0,1}

ρk <
1

β

)
≤ δ.

6.10.1.2 Regularity of the Shift Correction Function

Lemma 6.10. Let w = (w0, w1) ∈ R2 such that w0, w1 > 0 and w0 + w1 = 1. The function

gw : [0, 1] → [0, 1] such that gw(z) = w1z
w1z+w0(1−z)

is L-Lipschitz where L = max
{

w1

w0
, w0

w1

}
.
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Proof of Lemma 6.10. First of all, consider the first-order derivative of gw:

d

dz
gw(z) =

w1 ·
[
w1z + w0(1 − z)

]
− w1z · (w1 − w0)[

w1z + w0(1 − z)
]2 =

w1w0[
w1z + w0(1 − z)

]2 .
We observe that gw is monotone increasing as d

dz
gw(z) > 0 for all z ∈ [0, 1]. Next, we consider

the second-order derivative of gw:

d2

dz2
gw(z) =

2w0w1 · (w0 − w1)[
w1z + w0(1 − z)

]3

> 0, ∀z ∈ [0, 1] if w0 > w1,

= 0, ∀z ∈ [0, 1] if w0 = w1,

< 0, ∀z ∈ [0, 1] if w0 < w1.

Therefore,

sup
z∈[0,1]

d

dz
gw(z) =


d
dz
gw(z)

∣∣∣
z=1

= w0

w1
if w0 > w1,

d
dz
gw(z)

∣∣∣
z=0

= w1

w0
if w0 ≤ w1.

Lemma 6.11. Let P,Q be joint distributions of (X, Y ) ∈ X × {0, 1}, and let wk = P [Y=k]
Q[Y=k]

for k ∈ {0, 1}. If P,Q satisfy the label shift assumption (Definition 6.7), i.e., if Assumptions

(B1) and (B2) hold, then for any measurable function f : X → R, the following two-sided

inequality holds:

min
k∈{0,1}

wk ≤
EQ[f(X)]

EP [f(X)]
≤ max

k∈{0,1}
wk. (6.30)

Proof of Lemma 6.11. First of all, we observe that

EQ [f(X)] = EQ

[
EQ

[
f(X) | Y

]]
by the law of total expectation

=
1∑

k=0

PQ[Y = k] · EQ

[
f(X) | Y

]
=

1∑
k=0

(
wk · PP [Y = k]

)
· EP

[
f(X) | Y

]
. by definition of wk & Assumption (B1)

Thus, it follows that mink wk · EP [f(X)] ≤ EQ[f(X)] ≤ maxk wk · EP [f(X)].

133



6.10.2 Completing the proof of Theorem 6.2

Proof of Theorem 6.2. This proof is presented in four steps. In Step 1, we establish a simple

upper bound for the risk RQ(ĥQ; f) that consists of two error terms: the first term quantifies

the error introduced by the estimated label shift correction, ĝ, while the second term quan-

tifies the error due to the estimated recalibration function, ĥP . In Steps 2 and 3, we derive

separate upper bounds for these two error terms. Finally, in Step 4, we combine the results

from Steps 1-3 to obtain a comprehensive upper bound for RQ, which concludes the proof.

Step 1. Decomposition of RQ. Recalling the definition of the risk RQ, cf. (6.5), we

obtain the following inequality:

RQ(ĥQ; f) = EQ

[(
ĥQ ◦ f(X) − EQ[Y |f(X)]

)2]
= EQ

[(
ĝ ◦ ĥP ◦ f(X) − g∗ ◦ ĥP ◦ f(X) + g∗ ◦ ĥP ◦ f(X) − EQ[Y |f(X)]

)2]
(a)

≤ 2 ·

{
EQ

[(
ĝ ◦ ĥP ◦ f(X) − g∗ ◦ ĥP ◦ f(X)

)2 ]
︸ ︷︷ ︸

=:T1

(6.31)

+ EQ

[(
g∗ ◦ ĥP ◦ f(X) − EQ[Y |f(X)]

)2 ]
︸ ︷︷ ︸

=:T2

}
, (6.32)

where (a) follows from the simple inequality (a+ b)2 ≤ 2(a2 + b2) for all a, b ∈ R.

In Step 2 and Step 3 of this proof, we establish separate upper bounds for the two terms,

T1, T2.

Step 2. An upper bound for T1. Recall from (6.13) and (6.16) that

g∗(z) =
w∗

1z

w∗
1z + w∗

0(1 − z)
where w∗

k =
Q[Y = k]

P [Y = k]
, ∀k ∈ {0, 1},

ĝ(z) =
ŵ1z

ŵ1z + ŵ0(1 − z)
where ŵk =

Q̂[Y = k]

P̂ [Y = k]
, ∀k ∈ {0, 1}.

Let

ρ0 :=
ŵ0

w∗
0

and ρ1 :=
ŵ1

w∗
1

. (6.33)
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Then we observe that for any z ∈ (0, 1),

|ĝ(z) − g∗(z)| =

∣∣∣∣ ŵ1z

ŵ1z + ŵ0(1 − z)
− w∗

1z

w∗
1z + w∗

0(1 − z)

∣∣∣∣
=

∣∣∣∣∣
(
ŵ1w

∗
0 − w∗

1ŵ0

)
· z(1 − z)[

ŵ1z + ŵ0(1 − z)
]
·
[
w∗

1z + w∗
0(1 − z)

]∣∣∣∣∣
≤

∣∣∣∣∣
(
ŵ1w

∗
0 − w∗

1ŵ0

)
· z(1 − z)(

ŵ1w∗
0 + w∗

1ŵ0

)
· z(1 − z)

∣∣∣∣∣
=

∣∣∣∣ŵ1w
∗
0 − w∗

1ŵ0

ŵ1w∗
0 + w∗

1ŵ0

∣∣∣∣
=

∣∣ρ0 − ρ1
∣∣

ρ0 + ρ1
.

Moreover, ĝ(0) = g∗(0) = 0 and ĝ(1) = g∗(1) = 1. Letting Zĥ := ĥP ◦ f(X), we obtain

T1 = EQ

[(
ĝ(Zĥ) − g∗(Zĥ)

)2]
≤
(
ρ0 − ρ1
ρ0 + ρ1

)2

. (6.34)

It remains to establish probabilistic tail bounds for ρ0, ρ1, which we will accomplish in Step

4 of this proof.

Step 3. An upper bound for T2. We observe that

T2 = EQ

[(
g∗ ◦ ĥP ◦ f(X) − EQ[Y | f(X)]

)2 ]
= EQ

[(
g∗ ◦ ĥP ◦ f(X) − g∗

(
EP [Y | f(X)]

))2 ]
∵ by Equation (6.14)

≤
(
w∗

max

w∗
min

)2

· EQ

[(
ĥP ◦ f(X) − EP [Y | f(X)]

)2 ]
∵ Lemma 6.10

≤
(
w∗

max

w∗
min

)2

w∗
max EP

[(
ĥP ◦ f(X) − EP [Y | f(X)]

)2 ]
∵ by Lemma 6.11

=
w∗

max
3

w∗
min

2 ·RP

(
ĥP ; f

)
.
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Step 4. Concluding the proof. For given δ ∈ (0, 1), let1 δ1 = δ2 = δ/4 and δ3 = δ/2.

We observe that

nP ≥ c′ · |B| log

(
|B|
δ1

)
=⇒ P [Φbalance(B, 2) = 1] ≥ 1 − δ1 by Lemma 6.3

nP ≥ 2|B| =⇒ P [Φapprox(B, εδ2) = 1] ≥ 1 − δ2 by Lemma 6.4

where c′ > 0 is the universal constant that appears in Lemma 6.3 and

εδ2 =

√
1

2(⌊n/|B|⌋ − 1)
log

(
2|B|
δ2

)
+

1

⌊n/|B|⌋
.

Furthermore, assuming

nP ≥ 27

min{p0, p1}
log

(
8

δ3

)
and nQ ≥ 27

min{q0, q1}
log

(
8

δ3

)
,

we may define βδ3 as a function of nP , nQ and δ3 such that

βδ3 = βδ3(nP , nQ) := 1 +

√
max

{
1

nP · min{p0, p1}
,

1

nQ · min{q0, q1}

}
· 27 log

(
8

δ3

)
. (6.35)

Then it follows from Corollary 6.9 that

P (Φratio(DP ,DQ; β0) = 1) ≥ 1 − δ3.

Observe that δ1 = δ
4
< 1

4
and |B| ≥ 4, and thus, log

(
|B|
δ1

)
≥ log 16 ≥ 2. Let c = c′. Since

c′ ≥ 1 and log
(

|B|
δ1

)
≥ log

(
16
δ

)
= log

(
8
δ3

)
, we notice that

nP ≥ max

{
c,

27

min{p0, p1}

}
· |B| log

(
4|B|
δ

)
=⇒ nP ≥ max

{
c′ · |B| log

(
|B|
δ1

)
, 2|B|, 27

min{p0, p1}
log

(
8

δ3

)}
.

1We remark that our decomposition of δ into δ1, δ2, δ3 is arbitrary, and is intended to simplify the subse-
quent analysis.
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In summary, we obtain that for any given δ ∈ (0, 1),

nP ≥ max

{
c,

27

min{p0, p1}

}
· |B| log

(
4|B|
δ

)
and nQ ≥ 27

min{q0, q1}
log

(
16

δ

)
=⇒ P

[
Φbalance(B, 2) = 1 & Φapprox(B, εδ/4) = 1 & Φratio(DP ,DQ; βδ/2) = 1

]
≥ 1 − δ.

(6.36)

Conditioned on the event Φbalance(B, 2) = 1 & Φapprox(B, εδ/4) = 1 & Φratio(DP ,DQ; βδ/2) =

1,

T1 ≤

(∣∣ρ0 − ρ1
∣∣

ρ0 + ρ1

)2

≤

(
βδ/2 − 1

βδ/2

βδ/2 + 1
βδ/2

)2

≤
(
βδ/2 − 1

)2
, ∵ (6.34); also, see (6.29)

T2 ≤
w∗

max
3

w∗
min

2 ·RP

(
ĥP ; f

)
≤ w∗

max
3

w∗
min

2 ·
(
ε2δ/4 +

2

|B|

)
. ∵ proof of Theorem 6.1; Lemmas 6.5 & 6.6

Note that if Assumption (A3) holds, then we additionally have

T2 ≤
w∗

max
3

w∗
min

2 ·
(
ε2δ/4 +

8K2

|B|2

)
.

Inserting these upper bounds for T1 and T2 into (6.31), (6.32) and recalling the expression

for β in (6.35), we complete the proof.

6.11 Appendix: Proof of the argument in Remark 6.6

Recall our composite recalibration function,

ĥQ = ĝ ◦ ĥP , (6.37)

does not use the features in DQ. Specifically, ĝ is parameterized by ŵ = (ŵ0, ŵ1), which

can be estimated using only labels in DP and DQ, cf. (6.16). According to Theorem 6.2,

RQ(ĥQ) = O(n−1
Q ) with high probability for sufficiently large nP .

Now suppose we are given an unlabeled target sample with unknown label shift. We

can estimate w using the target features via a maximum likelihood label shift estimation

approach [90], yielding ŵML = (ŵML
0 , ŵML

1 ). and the calibrated classifier ĥ ◦ f . This results
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in a different composite recalibration function than Equation (6.37),

ĥML
Q = ĝML ◦ ĥP , (6.38)

where ĝML : [0, 1] → [0, 1] is defined as ĝML(z) = ŵML
1 z/(ŵML

1 z + ŵML
0 (1 − z)). We claim

in Remark 6.6 that, for sufficiently large nP , the composite recalibration function in Equa-

tion (6.38) achieves RQ(ĥML
Q ) = O(n−1

Q ) with high probability, enjoying the same convergence

rate as ĥQ (Equation 6.37). Here we provide a proof.

Proof. Suppose we use the maximum likelihood approach in [90] to estimate w. We want to

show RQ(ĥML
Q ) = O(n−1

Q ) with high probability for sufficiently large nP . Recall RQ(ĥQ) ≤
2(T1 + T2) according to Equation (6.31) and (6.32), and label shift estimation error only

affects T1, so it is sufficient to show T1 = O(n−1
Q ) with high probability.

For sufficiently large nP , ĥP ◦f is sufficient calibrated, so ∥ŵ−w∥22 = O(n−1
Q ) by Theorem

3 in [90]. Since

∥ŵ − w∥22 =
∑

k∈{0,1}

(ρk − 1)2w2
k ≥ w∗

min
2
∑

k∈{0,1}

(ρk − 1)2 ≥ w∗
min

2 max
k∈{0,1}

(ρk − 1)2, (6.39)

we have ρk ∈ [1 − α, 1 + α] for k ∈ {0, 1}, where α = ∥ŵ−w∥2
w∗

min
> 0. For sufficiently small

∥ŵ − w∥22, we can control α < 0.5, which bounds T1 in (6.34):

T1 ≤
(
ρ0 − ρ1
ρ0 + ρ1

)2

≤ 2α

2 − 2α
≤ 2α = 2

∥ŵ − w∥2
w∗

min

= O(n−1
Q ). (6.40)

The rest of the proof are the same with Appendix 6.10.2.

6.12 Appendix: Details on the experiments

In Section 6.12.1 and 6.12.3, we consider a family of joint distributions D(π) of X and Y ,

where Y ∼ Bernoulli(π), X | Y = 0 ∼ N(−2, 1), and X | Y = 1 ∼ N(2, 1). Suppose we

are given f(x) = σ(x) := 1/(1 + e−x), for x ∈ R, as a probabilistic classifier. The optimal

recalibration function can be derived as

h∗f,P (z) = P [Y = 1 | f(X) = z] = σ(4σ−1(z)). (6.41)

In Section 6.12.2, we consider a parametric family of recalibration functions called beta

calibration [160]: Hbeta = {hbeta(·; a, b, c) : a ≥ 0, b ≥ 0, c ∈ R}, where hbeta(·; a, b, c) :
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[0, 1] → [0, 1] is defined as

hbeta(z; a, b, c) =
1

1 + 1/
(
ec za

(1−z)b

) . (6.42)

In addition, consider a subfamily Hlogit-normal ⊂ Hbeta defined as Hlogit-normal =

{hlogit-normal(·; a, c) := hbeta(·; a, a, c) = σ(aσ−1(·) + c) : a ≥ 0, c ∈ R}2. Apparently, the

optimal recalibration function in Equation (6.41), h∗f,P ∈ Hlogit-normal.

6.12.1 Verifying results for UMB

First, we recalibrate f on data distributed as D(0.5) using UMB.

Verifying the risk convergence in Theorem 6.1 We vary n ∈ [102, 107] and B ∈ [6, 103]

in the log scale. For each combination of (n,B), we use UMB to recalibrate f on data

generated from D(0.5), and compute quadrature estimates of population Rcal(ĥ), Rsha(ĥ),

and R(ĥ), as well as their high probability bounds based on Theorem 6.1. The constant K

in Assumption (A3) is selected by numerical maximization as

K = max
0≤z1<z2≤1

h∗(z2) − h∗(z1)

P [Z ∈ [z1, z2]]
.

Figure 6.1 shows the bounds follow the same trends as their associated population quantities,

providing valid upper bounds in all cases.

Verifying the optimal choice of the number of bins. We find empirically optimal

B∗experiment that achieves the minimal risk for each choice of n. We compute the theoretically

optimal choice of the number of bins, B∗theory, by minimizing the finite-sample upper bounds.

Figure 6.2 shows B∗experiment follows the same trend with B∗theory, both scales in O(n1/3).

6.12.2 Comparing recalibration methods

To highlight the benefits and drawbacks of UMB’s nonparametric nature, we compare UMB

with (semi-)parametric recalibration methods in scenarios where the parametric assumption

is correct and where it is misspecified. We compare the method under study, uniform-mass

2We say Z ∼ Logit-Normal(µ, τ2) if σ−1(Z) ∼ N(µ, τ2) [5]. Similar to beta calibration [160], we
adopt the name “logit-normal calibration” after a simple example: if Y = Bernoulli(0.5), Z | Y = i ∼
Logit-Normal(µi, τ

2
i ) for i ∈ {0, 1}, then the optimal recalibration function E[Y | Z = z] = hlogit-normal(z; a, c)

for some a, c depending on µi’s and τi’s.
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binning (UMB), with 3 other recalibration methods: uniform-width binning (UWB) [109],

Platt scaling [229]3, and a hybrid parametric-binning method [162]. Note that Platt scaling

and the hybrid method adopt the parametric assumption h∗ ∈ Hlogit-normal.

For the first setting, we construct optimal recalibration function h∗ ∈ Hlogit-normal so that

the parametric assumption of Platt scaling and the hybrid method holds. In particular, we

consider the distribution Z ∈ Uniform[0, 1] and Y | Z ∼ Bernoulli(hlogit-normal(Z; a, c)) with

a = 4 and c = 0. For the second setting, we construct h∗ ∈ Hbeta but h∗ /∈ Hlogit-normal so that

the parametric assumption fails. In particular, we consider the distribution Z ∼ Uniform[0, 1]

and Y | Z ∼ Bernoulli(hbeta(z; a, b, c)) with a = 0.1, b = 4, and c = 0. For each setting, we

fix calibration sample size to be n = 5000.

Risks as functions of the number of bins B We traverse the number of bins B ∈
[10, 2000] in the log scale and compare how each method behaves as B changes. When

the parametric assumption is correct, the hybrid method achives significantly lower Rcal

and overall R than UMB and UWB for sufficiently large number of bins (Figure 6.5a),

an advantage highlighted in [162]. In contrast, when the parametric assumption fails, the

binning methods UMB and UWB has better performance with the optimal number of bins

(Figure 6.5b). This is because Platt scaling and hybrid methods are intrinsicly biased when

h∗ /∈ Hlogit-normal, as noted in Section 6.4.2.

Quantitative results of risks under optimal B For each setting, we fix B that

achieves low recalibration risk for UWB and UMB in Figure 6.5. Specifically, we choose

B = 2
⌊
n1/3

⌋
= 34 for the correct parametric assumption setting, and B =

⌊
n1/3

⌋
= 17 for

the misspecified parametric assumption setting. Then, for each setting, we compare the 90%

quantiles of risks of each recalibration method fitted on 100 random replicates of calibration

datasets of size n = 5000.

Table 6.1 quantititively verifies that Platt and the Hybrid method achieves lower Rcal and

overall R if the parametric assumption is correct, and UWB and UMB achieves lower Rcal

and overall R when the parametric assumption fails.

Visualization of calibration curves We fix the calibration dataset and visualize the

calibration curves for all methods under the two settings. Figure 6.3 shows that the bin-

ning methods (UWB and UMB) closely track the optimal recalibration function h∗ in both

3The original Platt scaling operates on outputs of real-valued SVM outputs [229]. For probabilistic
classifiers, we follow [222, 162, 112] and implement Platt scaling by first transforming probabilities onto the
real line via the logit transform σ−1.
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Figure 6.5: Risks vs. number of bins B.
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settings. In contrast, the hybrid approach follows the Platt scaling estimates, leading to an

inherent bias from h∗ when the parametric assumption is invalid (Figure 6.3b).

6.12.3 Comparing recalibration schemes under label shift

We consider the label shift with source distribution D(0.5) and target distribution D(πQ),

where πQ varies in {0.01, 0.05, 0.1, 0.2, 0.3, 0.4, 0.5}. The results where πQ > 0.5 can be

inferred by symmetry and hence not experimented. We vary nP in {10, 103, 105, 107} and nQ

in {10, 103, 105}.

Aside from our proposed recalibration function ĥQ = ĝ ◦ ĥP (6.17), referred to as

Composite, we consider three other calibration approaches as baselines: (1) Source, de-

noted as ĥP , which is only calibrated on the source data, (2) Label-Shift, denoted as

ĝ, which performs label shift correction without calibration, and (3) Target, denoted as

ĝtargetQ , which is only calibrated on the target data. The number of bins B are chosen to be

n
1/3
P for Composite and Source, and n

1/3
Q for Target.

Table 6.2 shows the risks for different approaches with πQ = 0.1, nP = 103, and nQ = 102.

In terms of Rcal, Composite performs the best, as it is calibrated to the target distribution

by taking advantage of the abundant source data. In terms of Rsha, Label-Shift achieves

Rsha = 0 due to the strictly increasing ĝ, but it suffers from high Rcal. Composite and

Source achieve smaller Rsha than Target, as a result of using more bins on a larger sample.

Considering the combined impact of calibration and sharpness, our approach Composite

attains the lowest overall recalibration risk R as well as MSE.

Figure 6.6 shows the optimal recalibration function h∗ and the recalibration functions for

the four approaches. It can be seen that Composite best estimates h∗ with the highest

resolution.
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CHAPTER 7

Solar Flare Prediction under Event Rate Shift

7.1 Introduction

Solar flares are electrical magnetic explosions on the sun that last in the time scale of minutes.

Strong solar flares and accompanying highly energetic solar events can expose astronauts and

high-altitude flights to radiation, disrupt terrestrial communications, and causing power grid

failures. Therefore, predicting solar flares is an important task and has been researched for

decades.

Recently, the increasing quality and quantity of data have spurred the use of machine

learning methods in predicting solar flares. A machine learning-based solar flare forecasting

system typically begins with training models on historical data, aiming to identify correlation

between strong flare events and preflare features. These trained models are then deployed op-

erationally to continuously make predictions, which are subsequently verified against actual

observations.

However, the successful generalization of machine learning models depends on the simi-

larity between the distributions of the training and test data. In the context of solar flare

prediction, achieving such similarity is challenging, particularly due to event rate disparities

between the training and test data. Two common causes contribute to this event rate shift,

which we detail below.

The first cause is the naturally varying event rate due to the solar cycle progression. Solar

activities follows an approximately 11-year periodic solar cycle, during which the frequency

and intensity of many solar events, including solar flares, exhibit a synchronized increase

to the solar maxima, followed by a decrease to the solar minima. During solar maxima,

multiple strong solar flares can occur within a single day, whereas, during solar minima,

months may pass without a significant event. Moreover, the overall solar flare event rate

can differ from one solar cycle to another [201]. These natural variations in event rates may

cause machine learning models to systematically over- or under-forecast in operational solar

144



flare prediction.

The second cause of the event rate shift is artificial. Strong solar flares, particularly catas-

trophic ones with severe terrestrial impact, are rare events [171]. Consequently, historical

data typically contain an overwhelming number of negatively-labeled, non-event samples,

with relatively few positively-labeled event samples. To prevent machine learning models

from being dominated by the negative class, rebalancing techniques, such as oversampling

the positive class and/or undersampling the negative class, are commonly employed [4]. In

Chapter 2, we address this issue by incorporating data from a previous solar cycle with

more strong solar flares and by undersampling the negative class. However, this rebalancing

artificially inflate the event rate, making machine learning models tend to overforecast and

produce many more false alarms when deployed into the real world [174, 175].

There are three types of approaches to consider the influence of the event rate in flare

forecasting.

The first type of approaches uses the event rate in the past as a direct estimate of the

flaring probability in the future. It is known that the event rate in the near past, or persis-

tence, is a good predictor for the event rate in the future. The event rate in a longer time

window, or climatology, is also useful in providing a baseline of the flare occurrence. Murphy

[208] discussed climatology, persistence, and their linear combination as reference forecasts

in computing skill scores. Wheatland [316, 317, 318] proposed Bayesian approaches that

only uses the event statistics of flares. The basic assumptions are two folds: (1) the peak

flux in soft X-rays of flares follows a power-law distribution, and (2) the flaring time in short

timescales follow a Poisson process. The author found that this approach provides a strong

baseline for the whole-Sun prediction of flares. Lim et al. [182] predicts flare occurrence rates

as a weighted combination of the long-term (several years), the mid-term (several days), and

the short-term (1 day) flaring rates. They performed linear regression on the log-scale of

SHARP parameters and the event rates. The results show that the long-term event rate con-

tributes the most towards the Brier Skill Score (BSS), and taking the short- and mid-term

event rates into consideration further improves the performance.

The second type of approaches use the past event rate as one of many features and

let machine learning models to find their correlation to future flaring probabilities. To

characterize the flare event rate in the past, many works use the flare index, which is measured

by the sum of the peak intensities of flares over a specified time period [1, 246, 48, 168].

For example, [1] defined the daily soft X-ray flare index as (100S(X) + 10S(M) + 1.0S(C) +

0.1S(B))/τ , where S(j) =
∑N(j)

i=1 I
(j)
i denotes the sum of GOES peak flare intensities of all Nj

flares of class j that occurred in the time interval τ . Flare index is shown to be correlated with

magnetic power spectrum index [1], Pyonting flux [313], total magnetic flux [47], etc, and is
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used in operational flare forecasts [168]. Falconer et al. [82] used prior flaring as a complement

to free magnetic energy parameters and found it greatly changes the flaring probability

prediction. Jonas et al. [145] constructed flare history features from exponentially decayed

peak intensities for flare class C, M and X. They found the flare history features combined

with the photospheric vector magnetogram data gives the best performance. They also found

flare history features 12 hr prior to the flare is the most useful predictor variable across all

time windows from 1 hr to 1000 hr. Nishizuka et al. [217] used one-day history and the total

history of major flares in the active region and identify them as more effective features than

magnetic properties for flare prediction with certain machine learning algorithms. Compared

to the first type of approaches, this type of approaches typically use observables as features

in addition to past flaring productivity. Moreover, no strong assumption is made on the

underlying process of the arriving times of flares of different intensities. However, many

machine learning models are black boxes and the relationship between the prediction and

the persistence can be unreliable and hard to interpret. In addition, there’s no obvious way

to construct an event rate feature that’s most informative about the flares. Thus, a series of

flaring history features with varying looking-back time window and quantification methods

are often provided for the machine learning model [145].

The third type of approaches is to absorb the impact of event rate in evaluation schemes

and metrics. One common way to evaluate a probabilistic forecast is to convert it to a de-

terministic forecast via thresholding, and then use deterministic forecast metrics to evaluate

the performance. In solar flare prediction, the threshold should be carefully chosen and the

deterministic forecast metrics should be insensitive to the event rate. Typically, a threshold

of 0.5 is chosen for the posterior probability [e.g. 56]. This threshold corresponds to the mini-

mum probability error decision rule. However, the probability of error is generally considered

as a misleading metric in rare event prediction because Some metrics such as accuracy and

Heidke Skill Score (HSS) are sensitive to the class ratios, whereas other metrics such as True

Skill Score (TSS) is insensitive to the class ratios. It is desired that the deterministic fore-

cast metrics are insensitive to class imbalance and event rate shift, thus TSS is recommended

instead of HSS as the evaluation metric for solar flare prediction [29, 173]. However, accu-

racy is not considered a good metric for rare events prediction because a consistent negative

prediction achieves high accuracy. Some methods do not use the 0.5 probability threshold.

They adjust the threshold to maximize a given metric such as TSS [201] or to excercise the

false positive control [69]. The adjustment of the threshold is highly dependent on the metric

to use.

In this chapter, we propose to Bayesian method to correct for event rate shift. We show

that a combined procedure of calibration and label shift correction is able to correct for
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the label shift due to both artificial or natural causes in solar flare event rate, improving

both classification and calibration metrics. Compared to previous methods, our method is

theoretically principled and is also flexible to accommodate the artificial change of event rate

due to rebalancing.

7.2 Methods

7.2.1 Mathematical setup

First, we set up some basic notations in probability theory. Let P denote a probability

distribution of random variables, with random variables inferred from its argument. Let p

denote the probability density function for a continuous random variable, or the probability

mass function for a discrete random variable. Let EP denotes the expectation of random

variables under distribution P . For an event A ∈ A, let 1A be the indicator function, which

evaluates 1 when A occurs and 0 otherwise.

We consider the task of forecasting a binary event, represented as a Bernoulli random

variable Y taking values in {0, 1}, with value 1 indicating the event of interest occurs. The

marginal probability masses of Y are denoted as π = (π0, π1), where π1 = P [Y = 1] = E[Y ]

known as the event rate. We model a probabilistic forecast as a random variable Z that

takes values in the interval [0, 1] and is jointly distributed with Y . The probabilistic forecast

Z provides an estimated probability for the event to occur. For a machine learning-based

probabilistic forecast, Z is produced by a probabilistic classifier f using predictor variables

known as features. We represent the features as a random vector X taking values in a

Euclidean space Rp. Using a threshold ζ ∈ [0, 1], we can discretize the probabilistic forecast

Z into deterministic forecast Ŷ = 1[Z≥ζ], which is a Bernoulli random variable with success

probability P [Z ≥ ζ].

The joint distribution of the forecast-observation random variable pair (Z, Y ) plays a

central role in evaluating the quality of a probabilistic forecast. By conditioning on the

observation Y or the forecast Z, we obtain two factorizations of the joint distribution that

are useful in characterizing forecast verification [211]: (1) likelihood-base rate factorization:

p(z, y) = p(z|y)p(y), and (2) calibration-refinement factorization: p(z, y) = p(y|z)p(z). In

a Bayesian perspective, the event rate π1 = P [Y = 1] is often interpreted as the prior

probability of the event in the sense that it is the probability of Y = 1 before making the

forecast Z, and the random variable Φ = P [Y = 1 | Z] is the posterior probability of the

event after making the forecast Z.
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7.2.2 Forecast verification methods

A deterministic forecast produces binary label whether the flare event of interest actually

occurs, whereas a probabilistic forecast produces a continuous score indicating how likely

the flare event occurs. Probabilistic forecasts quantify the uncertainty and are increasingly

popular, and deterministic forecasts are usually converted from probabilistic forecasts by

applying a threshold.

Skill scores is a type of metric that are frequently used to measure the relative skill of a

forecast to a reference forecast. Given a metric A (e.g., accuracy, squared error), the skill

score can be computed as

Skill =
Aforecast − Areference

Aperfect − Areference

, (7.1)

where Aforecast, Aperfect, and Areference denotes the metric for the forecast to be evaluated, the

perfect forecast, and the reference forecast, respectively. As we will see below, Brier Skill

Score (BSS), True Skill Score (TSS), and Heidke Skill Score (HSS) are different forms of skill

scores.

7.2.2.1 Probabilistic forecast evaluation

For probabilistic prediction methods, the goal is to obtain an estimate Z(X) to the posterior

Φ = P [Y = 1|X]. Some desired attributes of a probabilistic forecast include [320]:

• Reliability, or calibration, measures how well the probabilistic forecast matches the

posterior probability of the event. A probability forecast is known as perfectly reliable

or calibrated if P [Y = 1|Z = z] = z for any z. By definition, given any probabilistic

forecast Z, the posterior Φ = P [Y = 1|Z] is a perfectly reliable forecast. In particular,

if Z is independent of Y , the unconditional probability P [Y ] is reliable. Therefore,

reliability alone does not make a useful forecast [144].

• Refinement, or sharpness, measures the dispersion of the refinement distribution p(z)

and is an attribute for the forecast alone, without regarding to the corresponding

observation. A forecast rarely deviates from the event rate exhibit low sharpness,

whereas a forecast predicting 1 or 0 exhibit high sharpness.

• Resolution measures the degree to which the forecasts sort the observed events into

groups that are different from each other.

The quality of the estimation can be quantified using a scoring rule. We assume scoring

rules have negatively orientation (the smaller the better) and interpret them as the loss
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incurred by forecasting a different distribution than the actual distribution. Perhaps the

most commonly used scoring rule is Brier score1, which defined as

BS(Z) = E[(Y − Z)2] (7.2)

The Brier score ranges from 0 to 1, with 0 indicting the perfect forecast. As a strictly

proper [96, 64] scoring rule2, the Brier score can be decomposed into a calibration loss (REL,

standing for reliability) and a refinement loss (REF) [282]:

BS(Z) = E[(Z − Y )2] (7.3)

= E[(Z − Φ)2] + E[(Φ − Y )2] + 2E[(Z − Φ)(Φ − Y )] (7.4)

= E[(Z − Φ)2] + E[E[(Φ − Y )2|Z]] + 2E[E[(Z − Φ)(Φ − Y )|Z]] (7.5)

= E[(Z − Φ)2] + E[(Φ − 1)2Φ + Φ2(1 − Φ)] + 2E[(Z − Φ)(Φ − Φ)] (7.6)

= E[(Z − Φ)2]︸ ︷︷ ︸
REL

+E[Φ(1 − Φ)]︸ ︷︷ ︸
REF

(7.7)

REL describes the deviation of Z from the reliable forecast Φ = P [Y = 1|Z]. We can see

REL is related to the covariance between Z and Φ:

REL(Z) = E[(Z − E[Y |Z])2] (7.8)

= E[(Z − EZ)2 + (EZ − EY )2 + (EY − E[Y |Z])2] − 2E[(Z − EZ)(E[Y |Z] − EY )]

(7.9)

= (EZ − EY )2 + Var[Z] + Var[Φ] − 2Cov(Z,Φ) (7.10)

REF can be seen as the irreducible error that cannot be explained by Z. To see this, we

first find the optimal estimator of Y based on Z that minimizes BS(δ(Z)). For an estimator

1Strictly speaking, the Brier score defined here is a scoring function [144]. A scoring rule maps a proba-
bilistic forecast (a distribution on the range of Y ) and an observation (a realization of Y ) to a number on
the extended real line, whereas a scoring function is a function of two distributions, defined as the expected
score with the observation coming from a distribution.

2A scoring rule is proper if it achieves the minimum when the predicted probability perfectly matches the
actual probability, that is, S(z, z) ≤ S(s, z) for all s, z ∈ [0, 1]. It is strictly proper if the minimum is unique.
See Gneiting and Raftery [96], Dawid and Musio [64] for details.
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δ = δ(Z), the risk function is

BS(δ(Z)) = E[(Y − δ)2] (7.11)

= E[E[(Y − δ)2|Z]] (7.12)

= E[E[(Y − Φ)2 + (Φ − δ)2 + 2(Y − Φ)(Φ − δ)|Z]] (7.13)

= E[Var(Y |Z)]︸ ︷︷ ︸
REF

+E[(Φ − δ)2] (7.14)

The first term REF is independent of δ, so the optimal estimator is δ∗ = Φ, for which the

residual risk is REF. We can see the Brier score can be interpreted as the sum of the cost of

recalibration, REL, and unexplained error by the recalibrated forecast, REF.

Another interesting decomposition reveals the resolution component in the Brier score.

Consider a special case for Equation (7.14) where δ is the climatology forecast, i.e., δ =

E[Y ] = E[Φ]. We have

BS(s) = E[Var[Y |Z]] + E[(Φ − s)2] (7.15)

Var[Y ]︸ ︷︷ ︸
UNC

= E[Φ(1 − Φ)]︸ ︷︷ ︸
REF

+ Var[Φ]︸ ︷︷ ︸
RES

(7.16)

where UNC is the uncertainty term, and RES is the resolution term. RES is the average

squared difference between Φ and the event rate s. A high value of RES means the forecast

tends to deviates from the event rate and towards 0 or 1. Equation (7.16) can also be

obtained by applying the law of total variance. It essentially decomposes the unconditional

variance of Y into the explained variance (variance of the regression function), RES, and

unexplained variance, REF. With resolution characterized, we can rewrite the BS as

BS = REL − RES + UNC (7.17)

Note that only REL and RES depend on the forecast.

The Brier skill score is defined with the climatological forecast being the reference. The

Brier skill for the climatological forecast is simply BS(s) = Var[Y ] = UNC. The Brier skill

score is

BSS(Z) =
BS(Z) − BS(s)

0 − BS(s)
(7.18)

=
RES

UNC︸ ︷︷ ︸
R2

−REL

UNC
. (7.19)
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Figure 7.1: Brier score decomposition for forecast Z.

Abbreviation Name Definition

RES Resolution 1
N

∑B
i=1Ni(⟨oi⟩ − ō)2

REL Reliability 1
N

∑B
i=1Ni(⟨fi⟩ − ⟨oi⟩)2

ECE Expected Calibration Error 1
N

∑B
i=1Ni|⟨fi⟩ − ⟨oi⟩|

UNC Uncertainty ō(1 − ō)

BS Brier Score REL − RES + UNC = 1
N

∑B
i=1(⟨fi⟩ − ⟨oi⟩)

BSS Brier skill score BS−BSclim
0−BSclim

= RES−REL
UNC

Table 7.1: Probabilistic metrics. Suppose N probability forecasts are binned into B groups.
The sample size, center predicted probability, and the observed frequency of the i-th bin are
denoted as N , ⟨fi⟩, and ⟨oi⟩, respectively. The average observed frequency (i.e., climatology)
is computed as ō = (

∑B
i=1Ni⟨oi⟩)/N .

where RES
UNC

represents the proportion of the variance of Y explained by Φ. We refer to this

proportion as R2 to recognize the similarity of its interpretation to the coefficient of deter-

mination in linear regression. A general definition of R2 = Var[E[Y |X]]/Var[Y ]. In linear

regression, the regression function E[Y |X] is linear w.r.t. X. Here, the only difference is that

we no longer restrict the regression function E[Y |X] to be linear; instead we assume knowl-

edge of underlying distribution, so E[Y |X] is considered as the “ground truth” regression

function with squared loss. Thus, the Brier skill can be seen as R2 with a scaled reliability

cost subtracted. Figure 7.1 shows the Brier score decomposition for the forecast Z.

Table 7.1 shows the binning-based estimates for the metrics. The number of bins B is

chosen as O(n1/3) to the balance the reliability and the sharpness [271].
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At the end of this section, we introduce the reliability diagram, also known as the cali-

bration curve, which is a graphical tool to verify the probabilistic forecasts. To generate a

reliability diagram, we first group the probability into bins, and then plot the the observed

event rate within each group against the the centers of the probability bins. On the reliabil-

ity diagram, a reliable forecast has all the points close to the diagonal, and a high-resolution

forecast has all the points away from the horizontal climatology line and close to 0 or 1.

Notably, there is a region on the reliability diagram in which the points contributes posi-

tively to the the Brier Skill Score, or equivalently, the resolution outweighs the calibration

loss. The reliability diagram is usually accompanied with a histogram showing the number of

samples in each bin. The histogram can be used to evaluate the sharpness of the probabilistic

forecast.

7.2.2.2 Deterministic forecast evaluation

Determinisic forecast generate a single forecast decision without a confidence score. One way

to evaluate the probabilistic forecast Z is through its deterministic classification performance.

To do that, we need to convert Z into discrete predictions via thresholding. For threshold

ζ, the converted binary discrete prediction Ŷ = 1[Z≥ζ].

For binary forecasting problems, both the observation Y and the deterministic forecast

take values as 0 or 1. A set of forecast-observation pairs {(yi, ŷi)}Ni=1 can be summarized

into a contingency table shown in Table 7.2. Determinisitic forecast evaluation metrics can

be computed using the 4 elements a, b, c, and d in the contingency table. Only 3 elements

are independent since the metrics are only determined by the joint distribution of Y and Ŷ

regardless of the total sample size. One way of choosing 3 independent elements is based

on the likelihood-base rate factorization p(ŷ, y) = p(ŷ|y)p(y): the event rate s = P [Y = 1],

the hit rate (probability of detection) PD = P [Ŷ = 1|Y = 1], and the false alarm rate

(probability of false detection) PF = P [Ŷ = 1|Y = 0]. Since the event rate s is out of the

forecaster’s control, the forecast evaluation can be reduced to a 2 dimension problem. Given

a event rate π1 = s, various measures can be plotted on a graph of PD vs PF . Alternatively,

they can be plotted on a skill-bias diagram [144], with two axes being True Skill Statistics

and frequency bias (the ratio the class-1 proportion in prediction r and the true class-1

proportion s):

TSS = PD − PF (7.20)

FB =
r

s
= PD +

1 − s

s
PF (7.21)
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Observed

Positive Negative Total
Forecast

Positive a (TP) b (FP) p′ = a+ b
Negative c (FN) d (TN) n′ = c+ d

Total p = a+ c n = b+ d n+ p

Table 7.2: A contingency table of n+ p forecast-observation pairs categorized into TP (true
positive), FP (false positive), FN (false negative), and TN (true negative). The number of
in each category is denoted as a, b, c, d, respectively.

7.2.3 Recalibration under event rate shift

We first characterize the label shift for a general K-class classification. We work on the same

sample space Ω and event space A, but with different distributions: a source distribution P

from which the training data are sampled, and a target distribution P ′ from which the test

data are sampled. We adopt the label shift assumption [264], which states that the class

priors may change between P and P ′, whereas class conditional feature distributions are

kept the same:

πk ̸= π′
k

p(x|Y = k) = p′(x|Y = k)
(7.22)

where π′
k = P ′[Y = k] denotes the class priors for the target distribution.

For class k, we have Bayes rule on both the source and the target distribution:

P [Y = k|x] =
πk
p(x)

p(x|Y = k) (7.23)

P ′[Y = k|x] =
π′
k

p′(x)
p′(x|Y = k) (7.24)

Noticing p(x|Y = k) = p′(x|Y = k) under the label shift assumption, we have

P ′[Y = k|x] =
π′
k

πk

p(x)

p′(x)
P [Y = k|x] (7.25)

=
wkP [Y = k|x]∑K
j=1wjP [Y = j|x]

(7.26)

where wk =
π′
k

πk
is known as the importance weight for class k.

In our binary classification application, k takes value 0 or 1 and π1 can be interpreted
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as the event rate. The posterior adjustment can be seen as applying a function g to the

posterior, where g : [0, 1] → [0, 1] is defined as

g(p) =
w1p

w1p+ w0(1 − p)
(7.27)

For an estimate Z(X) to the source posterior P [Y = 1|X], we can get an estimate to the

target posterior P [Y = 1|X] by applying the same function g:

Z ′(X) = g(Z(X)) (7.28)

Then Z ′(X) is compared with the threshold 0.5 to make a decision. We note that the thresh-

old 0.5 is a natural choice for many classifiers because it is based on the maximum a posteriori

(MAP) decision rule: we decide the class with the larger posterior. The threshold can be

changed to maximize a certain metric [29]. We review the optimal probability thresholds for

accuracy, TSS, and HSS in Appendix 7.5.2.

In the remainder of this section, we theoretically analyze the effects of event-rate-based

recalibration in both probabilistic and deterministic metrics. These are characterized by the

following theorems.

First we notice that, under the label shift assumption, we can change the expectation

under the target distribution back to the source distribution by introducing the importance

weights w(k) =
π′
k

πk
. This is stated as the following Lemma 7.1, which is proved in Ap-

pendix 7.5.3.1.

Lemma 7.1 (Importance reweighting). Under label shift assumption (Equation 7.22), for

any random variable X,

E′[X] = E[w(Y )E[X|Y ]]

Then we show that the recalibration loss on the test set is reduced by applying g to

the probabilistic forecast Z. This is stated as the following theorem and proved in Ap-

pendix 7.5.3.2.

Theorem 7.2 (The recalibration g ). Suppose

E′[(Φ − Z)2] ≤ (w1 − w0)
2

4 max
(

w2
0

w1
,
w2

1

w0

)2E′ [(Z(1 − Z))2
]
,

then

E′[(g(Φ) − g(Z))2] ≤ E′[(g(Φ) − Z)2]
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Next we show the conditional forecast is not changed by g. Denote Φ′
g = E′[Y |g(Z)], we

have the following theorem:

Theorem 7.3 (The recalibration does not change the conditional forecast).

Φ′
g = Φ′

This is because g is an invertible function so the sigma-algebra induced by g(Z) and Z is

the same. Therefore, Φ′
g = E′[Y |g(Z)] = E′[Y |Z] = Φ′.

A natural consequence for Theorem 7.3 is that the refinement loss, as the variance of Φ′,

is not changed by the recalibration g.

Corollary 7.4 (The recalibration does not change the refinement loss).

REF(g(Z)) = REF(Z)

Since BS is the sum of REL and REF, and BSS is the proportion of decreased BS relative

to BS of the climatology, we have the following corollary:

Corollary 7.5 (Recalibration g decreases BS and increases BSS).

BS(g(Z)) ≤ BS(Z)

BSS(g(Z)) ≥ BSS(Z)

As for deterministic metrics, the maximum value by varying the threshold (i.e., hedging)

is not changed. Therefore, the recalibration may change the deterministic metrics, but does

not change the maximum values.

However, hedging is not always desirable as argued by many researchers. Often used is

the threshold 0.5, which corresponds to the minimum classification error, or equivalently,

maximum a-posteriori (MAP) decision rule. The optimal thresholds for different metrics

and how the recalibration g changes those metrics under the MAP rule are discussed in the

following section.

7.3 Experiments

7.3.1 Data preparation

To construct features of solar active regions, we use Space-Weather HMI Active Region

Patches [SHARPs, 31], a data product derived from full-disk observations of the Helioseismic
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Parameter Definition Unit

AREA ACR De-projected area of active pixels on sphere in micro-hemisphere mH
CRVAL1 Longitude at center of patch degree
CRVAL2 Latitude at center of patch degree
TOTUSJH Total unsigned current helicity G2/m
TOTUSJZ Total unsigned vertical current Amperes
SAVNCPP Sum of the Absolute Value of the Net Currents Per Polarity

(SAVNCPP)
Amperes

USFLUX Total unsigned flux Maxwell
ABSNJZH Absolute value of the net current helicity G2/m
TOTPOT Total photospheric magnetic energy density Erg/cm3

MEANPOT Mean photospheric excess magnetic energy density Erg/cm3

SHRGT45 Area with shear angle greater than 45 as a percent of total area Percentage
R VALUE Unsigned Flux R [252] Maxwell
MEANJZH Mean current helicity G2/m
MEANSHR Mean shear angle for B total Degrees
MEANJZD Mean vertical current density mA/m2

MEANALP Mean twist parameter, alpha 1/Mm
MEANGBT Mean value of the total field gradient Gauss/Mm
MEANGAM Mean inclination angle, gamma Degrees
MEANGBZ Mean value of the vertical field gradient Gauss/Mm
MEANGBH Mean value of the horizontal field gradient Gauss/Mm

Table 7.3: SHARP summary parameters that are used as active region features in this
chapter. See Bobra and Couvidat [30] for details.

and Magnetic Imager [HMI, 251] aboard the Solar Dynamics Observatory (SDO). SHARPs

contain maps and summary parameters of automatically tracked active regions, called HMI

Active Region Patches (HARPs), from May 2010 to the present day. Table 7.3 shows the

20 summary parameters in the definitive SHARP records in Cylindrical Equal Area (CEA)

coordinates that are use used as active region features in this chapter. We consider HARPs

associated with at least one NOAA active region number in a 12-year time window between

May 1, 2010 and May 1, 2022. Only good quality summary parameters when the active

region is within ±70◦ of the central meridian are queried.

Observational features are labeled using the Geostationary Operational Environmental

Satellites (GOES) catalog of X-ray solar flare events. Based on the peak magnitude of 1–8

Å soft X-ray flux, solar flare events are classified into five increasingly intense classes: A, B,

C, M, and X. We only consider GOES solar flare events with at least one associated NOAA

active region that can be used to cross-reference the NOAA ARS keyword in SHARP databases

to associate the flare with a HARP.

We follow the procedure in Sun et al. [270] to extract feature-label pairs from the SHARP
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Figure 7.2: Monthly event rates vs mean sun spot numbers from May 2010 to May 2022.
The sun spot numbers is an indicator of the solar activity and the phase in a solar cycle. The
event rate correlates well with the trend of the sunspot number. Source of sunspot number
data: WDC-SILSO, Royal Observatory of Belgium, Brussels.

Period Number of HARPs Sample size Event rate

Split 1 2010.5–2016.5 979 444055 0.041303
Split 2 2016.5–2022.5 332 158604 0.008625

Table 7.4: Statistics of the two periods.

database and the GOES flare event catalog. Specifically, we consider the prediction task of

“strong-versus-quiet” flare prediction. For an active region, we sample the SHARP parame-

ters at a 96-min interval. We label a sample as positive if the active region produces an M-

or X-class flare in the next 24 hours, and as negative if there is no flare of any class in ±24

hours. Samples are not labeled are considered irrelevant and discarded for our task.

The event rate can be higher or lower on the test set than the training set. To investigate

how the proposed recalibration method works in both cases, we split the 12-year data into

two 6-year periods, and perform two sets of experiments—training one set of models on

either split and testing on the other. The former split (2010.5–2016.6), referred to as Split

1, covers the solar maximum for Solar Cycle 24, whereas the latter split (2016.6–2022.6),

referred to as Split 2, covers the solar minimum of Solar Cycle 24 and the beginning of Solar

Cycle 25 (Figure 7.2). The strong flare event rate is 0.041 on Split 1, about 4.8 times higher

than on Split 2 (Table 7.4).

7.3.2 Experiment setup

In this section, we show how flare prediction performance of Logistic Regression (Logis-

tic), Quadratic Discriminant Analysis (QDA), Decision Tree (DT), Random Forest (RF),
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Histogram-based Gradient Boosting Trees (HGBT), and Multilayer Perceptrons (MLP) can

be improved by applying our label shift recalibration method. We also include a climatology

baseline, “Clim”, which always predicts the prior probabilities and decides the most frequent

class in the training set without exploiting the features. A brief review of the algorithms are

given in Appendix 7.5.1.

We consider two types of training set: the original “unbalanced” data without resampling,

and the “rebalanced” data with the majority class undersampled until the sample sizes of the

two classes are equalized. For the “rebalanced” training data, the event rate is 1. When the

training data is “unbalanced”, we handle the class imbalance if there is a well-established way

(e.g., cost-sensitive learning, reweighting samples, etc.) For Logistic regression and MLP,

we assign weights to the loss terms of the two classes in the cross entropy loss function.

The weights are set to be inversely proportional to the sample size3. Similarly for Decision

Trees, we reweight the samples so that they are inversely proportional to the sample size.

The weights for the samples are used in the computation of the impurity measure. For

QDA, the class priors are estimated as the class proportions in the training set. For HGBT,

we do not perform any treatment to the class imbalance as scikit-learn does not offer

relevant options and there is no standard algorithmic modification to handle class imbalance

for HGBT.

We tuned the hyperparameters using Bayesian optimization [260]. The Bayesian optimiza-

tion is performed 10 steps. At each step, Bayes optimization queries 4 sets of parameters

to run in parallel. The hyperparameter configuration that achieves the highest mean HSS

produced by 5-fold cross-validation is selected. The model is then refit on the entire training

set.

When presenting of the evaluation results, we use 1−REL as opposed to REL so that all

metrics has positive orientation, i.e., a higher value in the metric indicates closer association

between forecasts and the observations. We include two the hedged metrics for TSS and

HSS, denoted as TSS MAX and HSS MAX, respectively.

7.3.3 Recalibration performence on Split 2

We train the machine learning algorithms on Split 1 (2010.5–2016.5) and evaluate them on

Split 2 (2016.5–2022.5). The event rate is much smaller on the test set than the training

set. The calibration function (Equation 7.26) for the unbalanced and rebalanced training

set is shown in Figure 7.3. Both unbalanced and rebalanced training set has an event rate

smaller than the test set. The classifiers trained on those datasets are likely to overforecast

3In scikit-learn [222], this is achieved by setting class weights to be balanced
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Figure 7.3: The probability calibration on the test set (Split 2) with event rate s′ = 0.009.
The blue solid (oranged dashed) curve shows the recalibration for classifiers trained on
unbalanced (rebalanced) training data where s = 0.041 (s = 1).

Metric ACC TSS HSS RES 1-REL BSS

Adj p-val Adj p-val Adj p-val Adj p-val Adj p-val Adj p-val
Imbalance
treat-
ment

Model

Untreated

Logistic 0.990 0.006 0.408 0.984 0.401 0.139 0.002 0.124 0.996 0.009 0.001 0.008
QDA 0.964 0.001 0.649 1.000 0.234 0.001 0.001 0.001 0.974 0.001 0.001 0.001
DT 0.988 0.002 0.271 0.985 0.275 0.002 0.001 0.997 0.995 0.001 0.001 0.001
RF 0.991 0.001 0.238 1.000 0.316 0.999 0.002 0.005 0.996 0.001 0.103 0.001
HGBT 0.989 0.001 0.201 0.999 0.244 0.998 0.002 0.007 0.996 0.001 0.001 0.001
MLP 0.984 0.006 0.393 0.972 0.298 0.012 0.001 0.007 0.992 0.001 0.001 0.001

Reweighed

Logistic 0.978 0.010 0.513 0.998 0.288 0.003 0.001 0.068 0.987 0.010 0.001 0.010
QDA 0.964 0.001 0.649 1.000 0.234 0.001 0.001 0.001 0.974 0.001 0.001 0.001
DT 0.979 0.035 0.355 0.870 0.222 0.005 0.001 0.007 0.988 0.009 0.001 0.008
RF 0.991 0.001 0.217 1.000 0.281 0.995 0.002 0.001 0.996 0.001 0.084 0.001
HGBT 0.989 0.001 0.476 0.930 0.415 0.015 0.002 0.002 0.995 0.001 0.001 0.001
MLP 0.984 0.006 0.393 0.972 0.298 0.012 0.001 0.007 0.992 0.001 0.001 0.001

Rebalanced

Logistic 0.988 0.001 0.415 1.000 0.367 0.001 0.001 0.001 0.995 0.001 0.001 0.001
QDA 0.957 0.001 0.691 1.000 0.216 0.001 0.001 0.001 0.968 0.001 0.001 0.001
DT 0.986 0.001 0.231 1.000 0.218 0.011 0.001 0.928 0.993 0.001 0.001 0.001
RF 0.990 0.001 0.020 1.000 0.032 1.000 0.002 0.295 0.996 0.001 0.001 0.001
HGBT 0.990 0.001 0.004 1.000 0.006 1.000 0.002 0.013 0.997 0.001 0.103 0.001
MLP 0.983 0.001 0.444 0.961 0.312 0.005 0.001 0.015 0.990 0.001 0.001 0.001

Table 7.5: Mean adjusted (Adj) performance on Split 2 and p-values from one-tailed paired t-
tests for significant improvement over the uncalibrated models. For each imbalance treatment
and each machine learning algorithm, 5 models are independently tuned, trained and tested,
producing 5 metric values computed from the uncalibrated predicted probabilities, and 5
metric values computed from the recalibrated probabilities. A one-tailed paired t-test is
performed to test if the recalibrated metric is significantly larger than the raw metric. p-
value smaller than 0.05 is treated as significant. p-values smaller than 0.001 is reported as
0.001.
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Figure 7.4: Recalibrated performance of models on Split 2 (2016.5 – 2022.5) with different
imbalance treatment in training: no treatment (up), loss is reweighted (middle), and data is
rebalanced (bottom).
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Figure 7.5: Skill bias diagram. The mean TSS and mean FB on Split 2 are plotted for each
algorithm with unadjusted predictions (shown as open squares) and recalibrated predictions
(shown as solid circles). The contours show the HSS on the skill-bias diagram with the Split
2 event rate s = 0.009. The left panel corresponds to models trained on the unbalanced
data, whereas the right panel corresponds to models trained on the rebalanced data. The
FB is displayed in log scale.

on the test set where the positive event is less frequent. The bias correction scheme shrinks

the probability to correct the overforecast. The shrinkage can be drastic for the rebalanced

training data which induces a significant shift of the event rate.

Figure 7.4 shows the recalibrated performance of different machine learning models trained

on the unbalanced (panel a) and rebalanced datasets (panel b). It is observed different

methods can perform differently and there is no method that consistently outperform others

in all metrics. The baseline “Clim” has the highest accuracy but virtually no skills. The

HGBT performs similar to “Clim” in terms of accuracy and reliability, but has positive TSS.

In fact, the TSS MAX achieved by HGBT is actually among the highest in all methods.

Logistic regression and QDA also has good TSS and TSS MAX. The HSS is generally low,

with the best HSS in all experiments barely exceeds 0.4. The reliability of QDA is the

lowest in all methods, which is because the posteriors are estimated with the samples in the

predicted leaf node. When the sample size in the leaf node is small, the posterior estimates

has large uncertainties. The low reliability of the Decision Tree contributes to its low BSS.

The HGBT is an ensemble of decision trees and the reliability is significantly improved.

By comparing the two panels of Figure 7.4, we found no significant difference between

using unbalanced and using rebalanced training data. This shows random undersampling is

perhaps preferred because it does not decrease the generalization performance while signifi-

cantly reducing the training data and time.

Table 7.5 shows the one-sided t-test results for the improvement o f the recalibration
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Figure 7.6: The probability calibration on the test set (Split 1) with event rate s′ = 0.041.
The blue solid (oranged dashed) curve shows the recalibration for classifiers trained on
unbalanced (rebalanced) training data where s = 0.009 (s = 1).

method in different metrics. It is observed that the BSS are improved in all cases and

achieves statistical significance in many cases. Other metrics are improved in general except

for TSS. The TSS performance decreased because the TSS achieves the maximum when

the probability threshold is equal to the event rate which is much smaller than 0.5. At

the threshold 0.5, the trend of TSS is decreasing as the threshold increases. With the bias

correction, the predicted probability gets shrunk further towards 0, so the TSS at 0.5 will

be smaller.

Figure 7.5 shows the skill bias diagram of the unadjusted and recalibrated predictions for

each algorithm. It can be seen that the points corresponding to the recalibrated forecasts

all shifted left in both panels, more so for the rebalanced training data than the unbalanced

training data. For the unbalanced training data, the bias is somewhat corrected for QDA,

MLP, and DT, and over-corrected for Logistic regression. HGBT is underforecasting before

and after the correction. The QDA, MLP, and DT are observed to have higher HSS after

recalibration. For the rebalanced training data, all points are more close to the FB = 1

unbiased line after recalibration. The TSS is decreased after the recalibration for all methods,

whereas all HSS increase except for HGBT.

7.3.4 Recalibration performance on Split 1

Figure 7.6 shows the probability adjustment if we are training on Split 2 and testing on Split

1. If the training data is reblanced, the event rate on the test set will decrease, and the

predicted probability will be shrunk just as in the previous section. If the training data is

not rebalanced, the event rate on the test set will increase, and the predicted probability
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Figure 7.7: Recalibrated performance of models on Split 1 (2010.5 – 2016.5) with different
imbalance treatment in training: no treatment (up), loss is reweighted (middle), and data is
rebalanced (bottom).
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Metric ACC TSS HSS RES 1-REL BSS

Adj p-val Adj p-val Adj p-val Adj p-val Adj p-val Adj p-val
Imbalance
treat-
ment

Model

Untreated

Logistic 0.937 0.942 0.727 0.675 0.493 0.945 0.011 0.942 0.969 0.939 -0.587 0.940
QDA 0.966 1.000 0.765 0.001 0.638 1.000 0.018 1.000 0.990 1.000 0.196 1.000
DT 0.929 0.992 0.294 0.992 0.219 0.990 0.003 - 0.973 0.992 -0.663 0.990
RF 0.968 0.001 0.580 0.001 0.589 0.001 0.017 0.020 0.997 0.005 0.386 0.003
HGBT 0.970 0.063 0.456 0.004 0.537 0.005 0.015 0.001 0.998 0.437 0.346 0.009
MLP 0.966 0.879 0.416 0.010 0.494 0.015 0.011 0.003 0.997 1.000 0.174 0.660

Reweighed

Logistic 0.938 0.847 0.695 0.173 0.480 0.861 0.012 0.873 0.973 0.850 -0.402 0.855
QDA 0.966 1.000 0.765 0.001 0.638 1.000 0.018 1.000 0.990 1.000 0.196 1.000
DT 0.932 0.992 0.203 0.992 0.169 0.991 0.002 - 0.977 0.992 -0.592 0.992
RF 0.970 0.001 0.634 0.001 0.625 0.001 0.017 0.001 0.997 0.004 0.405 0.002
HGBT 0.967 0.113 0.364 0.030 0.448 0.035 0.012 0.039 0.998 0.206 0.255 0.066
MLP 0.966 0.879 0.416 0.010 0.494 0.015 0.011 0.003 0.997 1.000 0.174 0.660

Rebalanced

Logistic 0.965 0.001 0.156 1.000 0.242 0.781 0.023 0.996 0.989 0.001 0.341 0.001
QDA 0.966 0.001 0.727 1.000 0.629 0.001 0.018 0.001 0.991 0.001 0.234 0.001
DT 0.952 0.002 0.230 0.999 0.273 0.981 0.012 0.863 0.989 0.001 0.040 0.001
RF 0.959 0.005 0.009 1.000 0.016 1.000 0.013 0.999 0.992 0.001 0.178 0.007
HGBT 0.959 0.001 0.007 1.000 0.013 1.000 0.014 0.977 0.995 0.001 0.262 0.001
MLP 0.968 0.009 0.466 0.997 0.527 0.995 0.013 0.992 0.997 0.007 0.245 0.015

Table 7.6: Similar to Table 7.5, except that the models are trained on Split 2 and tested on
Split 1.
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Figure 7.8: Skill bias diagram similar to Figure 7.5, except that models are trained on Split
2 and tested on Split 1.
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will be shifted towards 1.

Figure 7.7 shows the recalibrated performance on Split 2. Compared to Figure 7.4, BSS

for all models except for DT is positive due to increased resolution. The maximum HSS

increases, and HSS increases for most models. The models are less biased except for HGBT

according to FB. The accuracy for all models except for DT has better accuracy than the

climatology baseline.

Table 7.6 shows the one-sided t-test results for the improvement of the recalibration

method in different metrics. It is observed that the BSS are improved in all cases and

achieves statistical significance in many cases. Other metrics are improved in general except

for TSS. The TSS performance decreased because the TSS achieves the maximum when

the probability threshold is equal to the event rate which is much smaller than 0.5. At

the threshold 0.5, the trend of TSS is decreasing as the threshold increases. With the bias

correction, the predicted probability gets shrunk further towards 0, so the TSS at 0.5 will

be smaller.

Figure 7.8 shows the skill bias diagram for forecasts trained on Split 2 and tested on

Split 1. For the unbalanced training data, almost all methods are underforecasting before

the recalibration and this trend is corrected by the recalibration. We also see a universal

increase of TSS and HSS for all methods. For rebalanced data, points are moved from right

of the unbiased line FB = 1 towards left, with HGBT getting overcorrected.

7.3.5 Case study: Logistic regression

Logistic regression is one of the most easily interpretable machine learning models. In this

section, we perform a case study of a logistic regression model trained on the rebalanced

Split 1 and tested on Split 2. The best model selected by the Bayes optimization has an L1

penalty with coefficient α = 5.7 × 10−5.

Since the recalibration is a post-processing procedure and does not change the model itself,

we first inspect the logistic model. In logistic regression, the coefficients can be interpreted as

how much the logit score will change if that parameter changes one unit. When the features

are normalized, the magnitude indicates the significance of the parameter on the prediction

and the the sign indicates whether the correlation is positive or negative. Table 7.7 shows

the logistic regression coefficients (include the intercept) ordered by their absolute value. We

can see that TOTUSJH is regarded as the most important feature by this model. The higher

the value of TOTUSJH, the more likely the active region will produce a strong flare. The

AREA is the second important feature, negatively correlated with flare probability. A possible

reason is that the flux density could be lower for large active regions if the total amount of
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Parameter Coefficient Parameter Coefficient Parameter Coefficient

TOTUSJH 13.1504 SAVNCPP 1.5245 SHRGT45 0.0000
AREA ACR -4.2948 USFLUX -0.5075 TOTUSJZ 0.0000
TOTPOT -2.3057 MEANPOT -0.3466 MEANJZH 0.0000
R VALUE 2.1356 MEANGBZ 0.1475 CRVAL2 0.0000
(Intercept) 2.0977 ABSNJZH 0.1371 MEANALP 0.0000
MEANGAM 1.8897 CRVAL1 -0.1367 MEANGBT 0.0000
MEANSHR -1.5525 MEANJZD -0.0808 MEANGBH 0.0000

Table 7.7: Logistic regression coefficients (include the intercept) ordered by absolute value
from top to bottom and then from left to right.

FB ACC TSS TSS MAX HSS HSS MAX RES 1-REL BSS

Raw 6.1579 0.9511 0.6963 0.8506 0.1958 0.3994 0.0011 0.9673 -3.5729
Recalibrated 1.2719 0.9878 0.4210 0.8506 0.3710 0.3994 0.0015 0.9953 -0.1480

Table 7.8: Metrics of the selected Logistic regression model. The bold fonts shows the value
is better (closer to 1 for FB and higher for other metrics).

unsigned flux is fixed. The sparsity inducing L1 regularization has set the the coefficients in

the last column of Table 7.7 are all 0, indicating they are not so informative of the strong

flares.

To study the effect of recalibration, we first collect the probability directly predicted by

the model and refer to it as the “raw” probability. Then, we correct the raw probability using

the proposed recalibration method, and produce the “recalibrated” probability. The two sets

of probabilities are used to make predictions with a threshold 0.5. Both the probabilistic

and the deterministic aspects of the forecast are examined. Note that since we are training

on the higher event rate Split 1 and testing on the lower event rate Split 2, the recalibration

essentially shrinks the posterior, the same way as the orange dashed line in Figure 7.3.

Table 7.8 shows the deterministic and probabilistic metrics for the selected logistic regres-

sion model. We can see that recalibration improved the probabilistic metrics (RES, 1-REL,

and BSS). The improvement in 1-REL and BSS is justified by the theorem, whereas the

improvement in RES ostensibly violates the theorems. We argue that RES increases due

to the binning effect in the computation, which will be explained later using the reliability

diagram. In terms of deterministic metrics, the tendency to overforecast is mostly corrected,

as shown by the frequency bias decreasing from 6.16 to 1.27. The ACC and HSS increases,

whereas TSS decreases. However, the maximum values of those metrics are left unchanged

by the label shift correction.
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Figure 7.9: Graphical tools for a logistic regression model trained with rebalanced data and
tested on Split 2. The first row shows skill score profiles (SSP), reliability diagram (RD),
ROC, and Skill-bias diagrams for the raw predicted probabilities. The second row shows
the same figures for the recalibrated probabilities. The red cross on the ROC and Skill-bias
corresponds to the 0.5 threshold.

Figure 7.9 shows the graphical evaluation of the raw and the recalibrated logistic regression

model. The effect of recalibration can be visualized by those graphs.

The skill score profiles (SSP) shows how TSS and HSS changes with the probability

threshold. The recalibration essentially moves the points on the skill score profile along the

horizontal axis towards 0, so the maximum values of TSS and HSS are not changed. To see

why TSS decreases with recalibration in this case. Let us assume the recalibrated posterior

is close to the true posterior, then the empirical TSS curve in the recalibrated SSP is closed

to the population curve. Therefore, the empirical TSS is also maximized at around the event

rate, which is very close to 0. Consequently, the threshold 0.5 lies in the decreasing interval

of TSS profile. The uncalibrated TSS profile are moved horizontally towards right, hence

having a larger TSS at threshold 0.5. As we will see later, the decrease in TSS is general if

the recalibration shrinks the predicted probability. Conversely, TSS tends to increase if the

recalibration inflates the predicted probability.

The reliability diagrams (RD) also have predicted probabilities shrunk towards 0. Since

the points of the original model are below the diagonal (a sign of overforecasting), moving

them left makes the curve closer to the diagonal, indicating better calibration. Of note, due

to the binning error introduced in estimating P [Y |Z], the points are not moving precisely

along the horizontal axis. The binning error also affect the computation of RES, the weighted
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squared deviation of the points from the horizontal climatology line. This is why RES is

seemingly improving in Table 7.8. Later in the text, we will see RES is increased after

recalibration in many cases. This shows the binning effect introduces a bias that increases

the theoretical version of resolution.

Both the ROC and the skill-bias diagram are not changed in shape. In fact, the points

are moving along the curves, as indicated by the operating point at 0.5 threshold. The Skill

bias diagram shows the recalibration moved the operating point towards the unbiased line,

at a price of decreasing the “true” skill as indicated by TSS.

7.4 Conclusions and discussion

In this chapter, we introduced an event rate based calibration method to solar flare fore-

casting. Experiments of multiple machine learning algorithms showed that the calibration

method can generally make solar flare forecasts more calibrated, less biased, and more skillful

in terms of HSS. The TSS is generally decreased and we discussed the reasons that lead to

this decrease.

For the future work, we consider the case where the event rate is unknown. In this

work, we have assumed knowledge of the test set class proportions. However, when the

machine learning models is deployed to the real world, we will not have this information.

One possibility is to use the EM algorithm can be used to infer the unknown event rate

under the label shift [248]. The estimating may require many unlabeled test samples [184].

However, there are only a few active regions on the sun at the same time, and those active

regions comprise of the unlabeled test set. Another possibility is to model the event rate as

a continuously changing process and predict the current event rate [194].

7.5 Appendix

7.5.1 Classification algorithms

This section gives a brief introduction to the classification algorithms used in this chapter.

Since the recalibration method deals with posterior probability, we focus on the algorithms

that can produce an estimate of the posterior probability.

7.5.1.1 Quadratic Discriminant Analysis

Quadratic Discriminant Analysis (QDA) is a generative model that assumes binary labels

are from a Bernoulli distribution with success probability π1 (also known as the class prior
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for the positive class) and the class conditional probability are Gaussians with mean µk and

covariance Σk for class k:

Y ∼ Ber(π1), (7.29)

X|Y = k ∼ Np(µk,Σk), k = 1, 2 (7.30)

A sample x is classified into class 1 if and only if

log
p(y = 1|x)

p(y = 0|x)
= δ1(x) − δ0(x) > 0, (7.31)

where

δk(x) = log πk −
1

2
log |Σk| −

1

2
(x− µk)TΣ−1

k (x− µk), k = 1, 2 (7.32)

are known as discriminant functions. The decision boundary turns out to be quadratic in x.

QDA estimate the class priors πk with the class proportion in the training data. In flare

forecasting where there are much more negative samples than the positive samples, we have

π1 ≪ π0.

7.5.1.2 Logistic regression

Logistic regression is a linear model for classification. In the binary case where the target

y ∈ {0, 1}, logistic regression models the log odds as a linear function with respect to the

features x ∈ Rp:

f(x) = βTx+ β0 (7.33)

where β ∈ Rp and β0 ∈ R are linear coefficients. The probability that x belongs to class 1

is then expressed as p(y = 1|x) = σ(f(x)), where σ(z) := (1 + exp(−z))−1 is the sigmoid

function. The class-weighted logistic loss for (xi, yi) is expressed as

ℓ(yi, xi) = −w1yi log σ(f(xi)) − w0(1 − yi) log(1 − σ(f(xi))), (7.34)

where w0 and w1 are pre-specified weights associated with the loss for class 0 and class 1,

respectively. To tackle class imbalance, the class weights w0 and w1 can be set to be inversely

proportional to class frequencies.

We use the scikit-learn implementation of SGDClassifier with logistic loss and regular-

169



ization. The regularized loss function on the training set {xi, yi}ni=1 is

L(β, β0) =
1

n

n∑
i=1

ℓ(yi, xi) + αR(β) (7.35)

where R can be the L1 norm, L2 norm, or Elastic Net. This loss function is convex and can

be minimized using gradient descent or Newton’s method.

7.5.1.3 Decision tree classifiers

A decision tree classifier classifies an instance using a sequence of decision rules. The decision

rules are structured as a binary tree, where each node is a decision rule associated with a

variable in the feature space. The decision tree partitions the feature space into hypercubes

and assign a class to each hypercube. We define the impurity of a node, denoted as H, as a

measure of heterogeneity of the labels in the node. For example, H can be chosen to be the

Gini index. In the binary case, the Gini index for a node is expressed as

H = 2p(1 − p) (7.36)

where p is the proportion of the positive samples in the node. To grow a decision tree, we

first assign all the training samples to the root node, and then recursively split the samples

into child nodes in a way that minimizes the weighted sum of impurity in the child nodes:

θ∗parent = arg min
θ

nleft(θ)

nparent

Hleft(θ) +
nright(θ)

nparent

Hright(θ), (7.37)

where θ parameterize the way we split the parent node, and n denotes the sample size. If

the training data have class imbalance, we can set class weights to adjust the count for each

class. In this chapter, set the class weights inversely proportional to class frequencies in the

training data.

7.5.1.4 Random Forest

Random forest [RF; 36] is an ensemble classifier that fits multiple decision trees on bootstrap

samples with random subsets of predictor variables and averages the outputs of individual

decision trees. The randomness from sampling data points and predictor variables reduces

the variance of the ensemble.
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7.5.1.5 Histogram-based Gradient Boosting Classification Tree

Gradient Boosted Decision Trees [85] is an additive model built in a greedy forward stage-

wise fashion. Histogram-based Gradient Boosting Classification Tree (HGBT) implemented

in Scikit-learn [222] is inspired by LightGBM [148]. It significantly improves the runtime

when the sample size is large.

7.5.1.6 Multilayer perceptron

Multilayer perceptron (MLP) is a simple neural network formed by stacking parameterized

linear layers appended with nonlinear functions called activation functions. Commonly used

activation functions include Rectified Linear Unit (ReLU) and hyperbolic tangent (tanh). A

loss function takes the output of the MLP and the ground truth labels and computes a scalar

loss. The trainable parameters are updated via stochastic gradient descent or its variants

[e.g., Adam; 151], with gradients computed via back-propagation [247]. An appropriately

parameterized MLP is able to represent a wide variety of nonlinear functions according to

the universal approximation theorem [132].

7.5.2 Optimal probability thresholds

A probabilistic forecast Z(X) of a binary event can be converted to a deterministic forecast

by applying a probability threshold η ∈ [0, 1]: Ŷ = 1[Z(X)≥η]. When we changes the threshold

η, the distribution of the contingency table is also changed, leading to different metric values.

We say a probabilistic threshold η∗ is optimal for a specific metric, if the metric achieves the

best value at that threshold.

In that case, the elements in the contingency tables and the metrics deterministic metrics

are functions of the probability threshold. Given the cost of each observation-decision pair,

an optimal threshold can be derived to minimize the expected cost (also known as the Bayes

risk), or equivalently, maximize a performance measure that is related to the Bayes risk.

To derive the optimal probability thresholds using the Bayes detection theory, we first

define some notations. Denote the cost matrix as C, with Ci,j indicating the cost of deciding

class i when the true class is j. It is reasonable to assume a detection error yields higher

cost than a correct detection, i.e., Ci,j ≥ Cj,j for all i and j. Denote the decision region for

class i as Ri = {x : ŷ = 1}. Let πi = p(y = i) denote the priors, fi(x) = p(x|y = i) denote

the likelihood, and p̄i = p(y = i|x) = E[y|x] denote the posteriors. The Bayes risk is defined
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as the expected cost

E[C] =
1∑

i,j=0

Ci,jπjp(ŷ = i|y = j) (7.38)

=
∑
i,j

Ci,jπj

∫
Ri

fi(x)dx (7.39)

=

∫
[1R0(x)(C0,0π0f0(x) + C0,1π1f1(x)) (7.40)

1R1(x)(C1,0π0f0(x) + C1,1π1f1(x))] dx (7.41)

Note that, for a given x, only one term in the integrand can be nonzero. The minimize the

integral, we only need to select the term which is smaller. Therefore, the Bayes risk detector

can be derived as follows:

C0,0π0f0(x) + C0,1π1f1(x)
H1

≷
H0

C1,0π0f0(x) + C1,1π1f1(x) (7.42)

π1f1(x)

π0f0(x)

H1

≷
H0

C1,0 − C0,0

C0,1 − C1,1

(7.43)

p̄

1 − p̄

H1

≷
H0

C1,0 − C0,0

C0,1 − C1,1

(7.44)

p̄
H1

≷
H0

η∗ (7.45)

where the optimal threshold

η∗ =
C1,0 − C0,0

C1,0 − C0,0 + C0,1 − C1,1

(7.46)

Below we derive the optimal thresholds for several metrics that can be expressed in the

Bayes risk with a properly designed cost matrix.

Accuracy When C1,0 = C0,1 = 1 and C0,0 = C1,1 = 0, the Bayes risk is

E[C] = π0 p(ŷ = 1|y = 0)︸ ︷︷ ︸
PF

+π1 p(ŷ = 0|y = 1)︸ ︷︷ ︸
PM

(7.47)

= Pe = 1 − ACC, (7.48)

where PF , PM , and Pe denotes false alarm rate, miss rate, and probability of error, respec-

tively. Therefore, the Bayes detector maximizes the accuracy. From Equation 7.46 we get
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the optimal threshold that maximize the accuracy is

η∗ = 0.5 (7.49)

TSS When C1,0 = 1/π0, C0,1 = 1/π1, C0,0 = C1,1 = 0, the Bayes risk is

E[C] =
1

π0
π0PF +

1

π1
π1PM (7.50)

= PF + PM (7.51)

= 1 − (PD − PF ) = 1 − TSS, (7.52)

where PD = 1−PM denotes the probability of detection. Therefore, the Bayes detector with

this cost matrix maximizes the TSS. From Equation 7.46 we get

η∗ = π1 (7.53)

This verifies the well-known fact that TSS is maximized at the climatology rate π1 [198,

196, 158]. The cost of incorrect decision for an instance belonging to a class is inversely

proportional to the sample size of that class. For solar flare forecast, this means TSS treats

a miss π1/π0 more costly than a false alarm.

HSS We first show the skill-bias decomposition of HSS.

HSS =
2(a× d− c× b)

pn′ + p′n
(7.54)

=
2

n′

n
+ p′

p︸ ︷︷ ︸
α

(PD − PF )︸ ︷︷ ︸
TSS

(7.55)

= αTSS (7.56)

where

α =
2s(1 − s)

s+ (1 − 2s)r
(7.57)

r = sPD + (1 − s)PF (7.58)

On the PD-vs-PF axes, both α and TSS depends on PD and PF . The HSS depends on PD

and PF nonlinearly. Thus, it is difficult to express HSS as a Bayes risk. However, on the the

skill-bias diagram, we can clearly see that TSS is the skill and α depends only on the bias

through the forecast rate r (an example is shown in Figure 7.10).
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Figure 7.10: The factor α as a function of forecast rate r when the base rate s = 0.15. When
r = s, the forecast frequency is unbiased and HSS = TSS. When r > s, there is a tendency
to overforecast and HSS < TSS. When r < s, there is a tendency to underforecast and
HSS > TSS.

Now we derive the optimal threshold for HSS. We first note PD and PF depend on the

threshold η via

PD(η) =

∫ ∞

η

f1(s)ds (7.59)

PF (η) =

∫ ∞

η

f0(s)ds (7.60)

where s denotes the predicted score or probability of x and fk denotes the density of s if x

belongs to class k. Taking the derivatives, we have P ′
D(η) = −f1(η) and P ′

F (η) = −f0(η).

Setting the derivative of HSS to zero

HSS′(η) = α′(η)TSS(η) + α(η)TSS′(η) = 0 (7.61)

and simplifying using

η

1 − η
=
f1(η)

f0(η)
× s

1 − s
, (7.62)

we have

η∗ = s+

(
1

2
− s

)
HSS(η∗) (7.63)

When s ≪ 0.5 and HSS(η∗) > 0, we have η∗ is larger than the optimal threshold for TSS.

So under mild conditions, HSS is decreasing on the interval p̄ ∈ [η∗, 1].
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7.5.3 Proofs

7.5.3.1 Proof of Lemma 7.1

Proof.

E′[X] =
K∑
k=1

π′
kE′[X|Y = k] (7.64)

=
K∑
k=1

π′
kE[X|Y = k] (label shift assumption)

=
K∑
k=1

πkwkE[X|Y = k] (7.65)

= E[w(Y )E[X|Y ]] (7.66)

(7.67)

The importance weights w can be seen as the Radon-Nikodym density of P ′ w.r.t. P .

7.5.3.2 Proof of Theorem 7.2

Theorem 7.2 (The recalibration g ). Suppose

E′[(Φ − Z)2] ≤ (w1 − w0)
2

4 max
(

w2
0

w1
,
w2

1

w0

)2E′ [(Z(1 − Z))2
]
,

then

E′[(g(Φ) − g(Z))2] ≤ E′[(g(Φ) − Z)2]

Proof. Some useful facts:

g(Φ) − g(Z) = g′(Z̃)(Φ − Z) (Z̃ bounded by Z and Φ)

= (g′(Z) + g′′(Ž)(Z̃ − Z))(Φ − Z) (Ž bounded by Z and Z̃)

(7.68)

To prove

E′[(g(Φ) − g(Z))2] ≤ E′[(g(Φ) − Z)2]

175



we subtract left hand side (LHS) from the right hand side (RHS):

RHS − LHS (7.69)

= E′[(g(Φ) − Z)2] − E′[(g(Φ) − g(Z))2] (7.70)

= E′[(g(Z) − Z)2] + 2E′[(g(Z) − Z)(g(Φ) − g(Z))] (7.71)

= E′[(g(Z) − Z)2] + 2E′[(g(Z) − Z)g′(Z1)(Φ − Z)] (Z1 bounded by Φ and Z)

≥ E′[(g(Z) − Z)2] − 2
√

E′[(g(Z) − Z)2g′(Z1)2]
√

E[(Φ − Z)2] (7.72)

It suffices to show

E′[(g(Z) − Z)2] − 2
√

E′[(g(Z) − Z)2g′(Z1)2]
√

E[(Φ − Z)2] ≥ 0 (7.73)

⇔ E′[(Φ − Z)2] ≤
E′ [(g(Z) − Z)2

]2
4E′
[
((g(Z) − Z)g′(Z1))

2] (7.74)

We want to find a lower bound for RHS of the above inequality.

g′(Z1)
2 = (g′(Z) + g′′(Z2)(Z1 − Z))2 (Z2 bounded by Z and Z1)

= g′(Z)2 + g′′(Z2)
2(Z2 − Z)2 + 2g′(Z)g′′(Z2)(Z2 − Z) (7.75)

≤ g′(Z)2 + g′′(Z2)
2(Z2 − Z)2 + 2g′(Z)|g′′(Z2)||Z2 − Z| (7.76)

= g′(Z)2 + L2 · 4Z2(1 − Z)2 + 2ML · 2Z(1 − Z) (7.77)

= g′(Z)2 + 4L2Z2(1 − Z)2 + 4MLZ(1 − Z) (7.78)

where inequality 7.77 is because g′(Z) is bounded by M , g′′(Z) is bounded by L, and

|Z2 − Z| ≤ |Z1 − Z| ≤ |Φ − Z| ≤ max(Z, 1 − Z) ≥ 1 − 2Z(1 − Z) = 1 − 2V

So, to get inequality 7.74, we only need to control

E′[(Φ − Z)2] ≤
E′ [(g(Z) − Z)2

]2
4(E′ [(g(Z) − Z)2g′(Z)2] + E′ [(g(Z) − Z)2g′(Z)2]

(7.79)
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CHAPTER 8

Conclusion

8.1 Summary

This dissertation has explored different aspects in probabilistic forecasting, with a particular

focus on enhancing calibration, sharpness, and interpretability, in the context of solar flare

prediction applications. The research described was divided into three parts: improving solar

flare forecasting using multisource multimodal data, structural modeling of multiway covari-

ance for spatio-temporal processes, and recalibration theory and techniques for probabilistic

classifiers.

In the first part, comprised of Chapter 2 and Chapter 3, the investigation into solar

flare forecasting demonstrated the effectiveness of leveraging diverse data sources and ad-

vanced machine learning models. The studies highlighted how combining data from multiple

solar cycles and integrating global features such as polar field strengths can significantly

improve forecasting accuracy. The use of visual attribution methods also contributed to the

interpretability of these models, providing insights into their decision-making processes and

uncovering potential limitations.

The second part, comprised of Chapter 4 and Chapter 5, delved into the challenges of

modeling multiway covariance and inverse covariance matrices, with particular application in

the multichannel spatio-temporal data. The development of Kronecker-structured (inverse-

)covariance models and their application to space weather prediction showcased the utility

of these methods in handling complex data structures. Furthermore, the introduction of a

Julia software package for multiway covariance modeling bridged the gap between theoretical

advances and practical implementation, offering tools for broader application in various

scientific domains.

In the third part, comprised of Chapter 6 and Chapter 7, the focus shifted to the cal-

ibration of probabilistic forecasting models, addressing the crucial aspect of ensuring the

reliability of predictions. The research advanced the theoretical understanding of recalibra-
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tion methods, particularly in the context of binary classification. The proposed minimum-

risk recalibration framework provided a principled approach to balancing calibration and

sharpness, with significant implications for the robustness of probabilistic forecasts. The

application of these calibration techniques to solar flare forecasting further demonstrated

their practical relevance, especially in scenarios involving shifts in event rates.

Overall, this dissertation contributes to the field of probabilistic forecasting by offering

both theoretical insights and practical tools for improving the performance and interpretabil-

ity of predictive models. The findings underscore the importance of integrating diverse data

sources, sophisticated modeling techniques, and rigorous calibration methods to address the

challenges of forecasting in complex and dynamic environments.

8.2 Future Work

Forecasting solar flares with state-of-the-art deep learning models Since publica-

tion of our paper [270], significant advances have been made in deep learning for modeling

sequential data and multimodal data. The transformer architectures [297] have revolution-

ized natural language processing with applications in Large Language Models (LLMs), and

have also been applied to computer vision using the vision transformer [73]. In particular,

multimodal large language models such as GPT-4, a large-scale, multimodal model which can

accept image and text inputs and produce text outputs, achieves human-level performance

on various professional and academic benchmarks [2]. It would be interesting to explore the

potential of these recent advances in deep learning for solar flare forecasting, where data are

naturally multimodal and sequential. The recalibration methods introduced in Chapter 6-7

would be especially worthwhile given challenges in retraining foundation machine learning

models.

Combining multiway covariance modeling with deep learning This dissertation has

proven the power of the using Kronecker covariance matrices to model multiway data such

as solar active region videos. It would be interesting to see if the combination of Kronecker

covariance matrix estimation with deep learning models might be valuable in applications.

For example, the variational autoencoder (VAE) [152] is a powerful generative deep learning

model that can be used to generate data and learn meaningful latent representations. The

prior of VAE is typically modeled as a standard Gaussian distribution. Using Kronecker

covariance priors and multi-dimensional convolutional layers could be an extension of the

latent VAE model given the naturally multiway tensor data. It would be interesting to see if

such a Kronecker enabled VAE can perform better in terms of learning latent representations
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of solar active regions, as well as the applications for downstream tasks such as solar flare

forecasting.

Multiclass extension of binary calibration We have studied in Chapter 6 the binary

calibration. We note that the O(n−2/3) rate for the recalibration risk R(ĥ) for ĥ fitted

by UMB with the number of bins B ≍ n1/3 (c.f. Equation (6.11)) matches the minimax

rate of univariate nonparametric regression under Lipschitz continuity assumption [291]. It

would be interesting to discussion whether the UMB estimator is minimax optimal under

our proposed smoothness assumption, Assumption (A3).

In real world, many problems have more than two classses. There are many ways to

generalize from binary calibration to multiclass calibration, with the strongest notion be-

ing canonical calibration [161]. It is generally believed that the canonical calibration is

intractable with exponentially increasing sample complexity as the number of classes K in-

creases. This has been verified in the context of hypothesis testing of canonical calibration

[166, 98]. However, the precise form of the minimax lower bound has yet to be developed for

canonical calibration function estimation, which is an interesting direction for future work.

On way to mitigate the sample complexity of learning canonical calibration functions is to

adopt weaker but more efficient notion of calibration such as weaker notions such as classwise

calibration [337] and confidence calibration [109]. It is known that these notions are strictly

weaker [105], but there lacks a useful characterization of how much weaker these notions

are. In particular, there seems to be a strong connection between classwise calibration and

separable functions [236]. It would be interesting to quantify the conditions under which

classwise calibration implies canonical calibration. Moreover, the sharpness risk has not

been characterized in multiclass calibration. It would be interesting to extend our theory of

calibration-sharpness tradeoff in binary calibration in Chapter 6 to the multiclass case. Such

a trade-off might be able to provide insights in terms of choices of hyperparameters.

Another way to address the sample complexity of learning canonical calibration function is

to impose additional assumptions on the recalibration function. Here we list some examples:

• Since recalibration typically deals with predictions that are already reasonably accu-

rate, e.g., those generated by powerful neural networks. Margin assumptions might be

useful to achieve fast rates in learning, similarly to [16, 72].

• One popular assumption in binary recalibration is that the recalibration function is

monotonically increasing, reflecting the belief that the probabilistic predictions do not

need to be absolutely accurate, but they should capture the general trend and preserve

the relative ranking. This assumption drove early work on recalibration and inspired
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the approach of isotonic regression [338], as well as its multiclass extensions such as

intra- and inter-order preserving [236], or accuracy-preserving transforms [342].

• The union of subspace assumption could be used as a low rank assumption to model

the distribution of the probabilistic prediction f(X). Specifically, we could be modeled

f(X) as a Mixture of Low-Rank Gaussians (MoLRG) [299]. Specifically, it is observed

that for any class, a well-trained model confuses it with only a few other classes. This

implies that the distribution of f(X) given a specific class Y is supported on a low-

dimensional subspace, and that the distribution of f(X) lies in a union of subspaces.

These assumptions might also be fruitful to consider in our recalibration theory framework,

potentially allowing better or more robust approximations to the canonical recalibration

function defined in Chapter 6.

Continuous label shift This dissertation does not model the dynamics of label shift. In

many cases, label shift occurs as a continuous process with gradual changes in class propor-

tions. Certain smoothness assumptions can be leveraged to predict future class proportions

or serve as a prior to reduce noise from small test sample sizes. In solar flare forecasting,

the monthly event rate is observed to be noisy (see Figure 7.2). It would be interesting to

explore whether modeling the continuous changes in event rates—potentially using sunspot

number data—could improve event rate estimates in the target domain.
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[137] Željko Ivezić, Steven M Kahn, J Anthony Tyson, Bob Abel, Emily Acosta, Robyn
Allsman, David Alonso, Yusra AlSayyad, Scott F Anderson, John Andrew, et al. Lsst:
from science drivers to reference design and anticipated data products. The Astrophys-
ical Journal, 873(2):111, 2019. doi: 10.3847/1538-4357/ab042c.

[138] Anli Ji, Berkay Aydin, Manolis K. Georgoulis, and Rafal Angryk. All-clear flare pre-
diction using interval-based time series classifiers. In 2020 IEEE International Con-
ference on Big Data (Big Data), pages 4218–4225, 2020. doi: 10.1109/BigData50022.
2020.9377906.

191



[139] Xiaoqian Jiang, Melanie Osl, Jihoon Kim, and Lucila Ohno-Machado. Calibrating
predictive model estimates to support personalized medicine. Journal of the American
Medical Informatics Association, 19(2):263–274, 2012.

[140] Yiye Jiang, Jérémie Bigot, and Sofian Maabout. Online graph topology learning from
matrix-valued time series. arXiv preprint arXiv:2107.08020, 2021.

[141] Zhenbang Jiao, Hu Sun, Xiantong Wang, Ward Manchester, Tamas Gombosi, Alfred
Hero, and Yang Chen. Solar flare intensity prediction with machine learning models.
Space Weather, 18(7):e2020SW002440, 2020.

[142] Justin M Johnson and Taghi M Khoshgoftaar. Survey on deep learning with class
imbalance. Journal of Big Data, 6(1):1–54, 2019.

[143] Ian T Jolliffe. Principal components in regression analysis. In Principal component
analysis, pages 129–155. Springer, 1986.

[144] Ian T Jolliffe and David B Stephenson. Forecast verification: a practitioner’s guide in
atmospheric science. John Wiley & Sons, 2012.

[145] Eric Jonas, Monica Bobra, Vaishaal Shankar, J Todd Hoeksema, and Benjamin Recht.
Flare prediction using photospheric and coronal image data. Solar Physics, 293(3):
1–22, 2018.

[146] Anna Jungbluth, Xavier Gitiaux, Shane A Maloney, Carl Shneider, Paul J Wright, Al-
fredo Kalaitzis, Michel Deudon, Atılım Güneş Baydin, Yarin Gal, and Andrés Muñoz-
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