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ABSTRACT

In survival analysis, one aims to predict the probability of a new event occurring over time,

given time-to-event (TTE) training data. An event can refer to any outcome of interest, like

disease onset, where ‘survival’ refers to being ‘event free’. Unlike standard regression tasks,

outcomes for individuals in the training set may be censored. That is, an individual can be

lost to follow-up such that it is known that the event does not occur up until some time point,

but it is unknown when or whether the event occurs thereafter. While standard regression

approaches exclude such individuals, survival analysis approaches account for censorship.

However, current approaches often make limiting assumptions during training, such as 1)

the timing of different events is independent and 2) TTEs are labeled accurately. In this

thesis, we tackle the limitations of these assumptions and propose novel approaches that

specifically address 1) potential dependencies among events and 2) label noise.

We first tackle the challenge of accounting for potential dependencies among TTEs during

training in the multi-event setting. The majority of past approaches for multi-event survival

analysis learn to model each event separately, thus assuming that TTEs among events are

independent. However, this is unlikely to hold in practice and to address this, we propose a

novel hierarchical approach that models multi-event TTE prediction at different resolutions

of time. We begin with coarser resolutions (e.g., weeks rather than days), where relationships

among events are likely easier to learn given the reduction in heterogeneity across time in

TTE labels at this resolution, and use predictions from these coarser resolutions to guide

predictions at the original resolution. We empirically show that our approach is more effective

than existing baselines across a variety of tasks.

We then tackle the challenge of learning from noisy labels with respect to whether the

event occurs. Past approaches are limited in that they often do not explicitly account for

differences in noise rates among subsets of the data (e.g., female patients are sometimes

underdiagnosed for heart disease compared to male patients and thus have a higher noise

rate). We propose an approach to address this by learning the underlying pattern of label

noise using a small subset of data for which we know the ground truth and noisy labels. We

assume that this subset is representative of the target population so that patterns learned

from it generalize. We then use this pattern to re-weight the objective function during

xii



training on the entire dataset and demonstrate that our approach outperforms several state-

of-the-art baselines across many tasks.

Finally, we tackle label noise with respect to when the event occurs in the context of

multiple labelers. For a given event, there are often multiple ways to label the TTE. Each

has its own strengths and weaknesses, and we hypothesize that combining multiple labeling

tools could improve performance. However, adapting approaches for multiple noisy labels

from classification to survival analysis is limited since it is not always straightforward how

to aggregate the noisy labels. We propose to learn in the presence of multiple noisy TTEs

by first learning to predict the noisy labels and then mapping that prediction to a prediction

of the ground truth. In doing so, we implicitly learn an aggregation function.

By addressing key challenges in survival analysis, we demonstrate that one can train

more accurate models. TTE labels potentially contain dependencies among events, since

many events, such as disease onset and death, are often related. In addition, our approaches

can also enable researchers to use a wider variety of datasets. For example, in healthcare,

many models are trained from EHR (electronic health record) data. EHR-derived datasets

are likely to contain noisy labels due to the use of automated labeling tools. Overall, our

approaches improve the applicability of survival analysis in realistic scenarios containing

messy data.
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CHAPTER 1

Introduction

Survival analysis is a setting within supervised learning where one aims to predict the proba-

bility of an event occurring over time given time-to-event (TTE) data. Due to the widespread

use of survival analysis across different fields of study, events can refer to any outcome of in-

terest, and ‘survival’ refers to not having experienced the event. For example, previous work

has studied events like mortality [149, 6, 40], device failure [199], political transition [1], ex-

oneration [48], and animal recapture [21] using survival analysis. Unlike standard regression,

individuals in a survival dataset may have censored outcomes. For example, in estimating

mortality post-hospital discharge, a patient may only be observed for the first 15 days before

they drop out of the study. For this individual, we have partial information in that we know

they did not experience mortality within the first 15 days, but not what happened after 15

days. While standard regression approaches might exclude this individual from the training

set given an incomplete label, approaches for survival analysis learn TTEs (i.e., when the

event occurred) while accounting for censorship (e.g., by minimizing the probability of event

occurrence before the last point of observation in individuals with censored outcomes during

training). Despite current progress in survival analysis, there remain several opportunities

for improvement. We focus on two of them, as described below.

The first challenge we highlight is modeling multiple events. While we previously de-

scribed survival analysis in the context of a single event, we may also be interested in exam-

ining multiple events at once [94, 40]. For example, clinicians are sometimes interested in

multiple downstream outcomes when deciding whether to prescribe medication [90, 8]. Con-

sidering multiple events at once presents new opportunities compared to the single-event

setting in that there are likely dependencies among the events that one could leverage dur-

ing training. The second challenge we highlight is the setting in which TTE labels are not

always correct (i.e., the noisy labels setting). This presents new opportunities for survival

analysis in that there is an implicit need to learn to map between the noisy and ground truth

labels. Generally, noisy labels arise when it is infeasible to obtain accurate labels for the

entire dataset due to time constraints, and there exist faster ways of obtaining labels at the

1



cost of accuracy [126, 168]. For example, some datasets from healthcare are labeled using

automated, but error-prone, labeling tools since it would be infeasible for a clinical expert to

chart review the entire dataset. In this thesis, we explore open problems in survival analysis

relating to 1) modeling dependencies among TTEs in the multi-event setting and 2) noisy

labels with respect to a) whether the event occurs within the prediction horizon and b) when

the event occurs and develop novel approaches to address them.

The multi-event and noisy labels settings have been studied by past work [176, 45, 160].

Many works in the multi-event setting propose to model each event separately, thereby treat-

ing them as independent [6, 40]. Others build on this and learn to account for dependencies

using deep learning with a multitask setup [96], where a shared layer is included before

branching off into event-specific models. However, this does not explicitly take advantage of

the observation that at coarser time resolutions/granularities than the one used to collect the

data, temporal relationships/dependencies among TTEs for different events may be more

predictable due to the lower variance in TTEs at the coarser grain. Past work addressing

label noise mainly focuses on classification, which corresponds to label noise with respect

to whether the event occurred in survival analysis. Earlier works assume that the noise is

independent of individual/instance features [160]. However, this is not always true [179], and

when the noise does depend on instance features, this can lead to different noise rates within

subsets of the data, which in turn, can lead to biased model performance in favor of subsets

with less noise. Although instance-dependent label noise has recently received more atten-

tion [29, 187, 173], the effect of these approaches on model bias is relatively understudied

[105]. Outside of classification, past work studying label noise in survival analysis [109, 122]

considers cases when the noisy TTE in the dataset does not match the TTE that occurred

in reality. Previous work considers TTE label noise in the context of a single labeler, and

label noise in survival analysis with multiple labelers remains understudied [127]. However,

this setting is still relevant in domains like healthcare since there are often multiple ways to

develop automated labeling tools for a specific condition, each with its own strengths and

weaknesses, that can potentially be combined.

To address these gaps, we propose the following techniques. The first focuses on account-

ing for dependencies among events in the multi-event setting. To handle this, we propose a

hierarchical approach that learns to model TTEs at several time granularities since it is likely

that relationships among events are more predictable, and thus easier to learn, at coarser

granularities due to their lower variance. The second and third focus on label noise. We

begin with label noise with respect to whether the event occurs and consider the case where

differences in noise rates in subsets of the data can bias model performance. We propose to

learn the underlying pattern of mislabeling and use that pattern to reweight the objective
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Figure 1.1: An overview of this thesis. We build on existing work in survival analysis and
address shortcomings. First, we leverage the relatedness among TTEs in the multi-event
setting to more effectively learn the dependencies among events. Then, we consider label
noise with respect to whether the event occurred, and then label noise with respect to when
the event occurred in the context of multiple labelers.

function. We then consider label noise with respect to when the event occurs in the context

of multiple labelers, where we propose to learn to predict 1) the noisy TTEs and 2) their

associated error values and map those predictions to a prediction of the ground truth TTE.

1.1 Challenges and Opportunities

We tackle open challenges in survival analysis in 1) the multi-event setting and 2) the label

noise setting through the development of novel approaches that address the limitations of

past work by augmenting the training scheme. We describe relevant background in Chapter

2. Our contributions are illustrated in Figure 1.1 and summarized below.

Accounting for dependencies among TTEs with multiple events. We first tackle

the challenge of leveraging the dependencies among TTEs in the context of multi-event

survival analysis in Chapter 3. We focus on modeling multiple events at once [3, 67, 96]

due to the added difficulty in learning the potential dependencies among TTEs both within

an event and among different events. While past work has examined ways to learn general
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dependencies among events [96, 95], they do not explicitly take advantage of the temporal

relationships among TTEs at coarser time grains. For example, the time between two events

may appear more predictable under a coarser time granularity than the one used to collect

the data due to its lower variance. Incorporating this easier task (i.e., predicting at the coarse

granularity) into the training scheme may help to improve performance. Our approach does

so by breaking down the main task of predicting TTEs at a fixed time granularity into a

series of subtasks that build on each other. Each subtask represents a simpler version of

the main task and learns to predict the probability of event occurrence at a coarser time

granularity. By first considering a more simple task, we build up to the main task by using

the predictions from previous tasks to guide predictions at subsequent tasks. We empirically

show that our approach is more effective than existing baselines on a variety of tasks.

Instance-dependent label noise with respect to whether the event occurs. We

then tackle label noise in Chapter 4 in the context of whether the event occurs, which is

analogous to a classification task. Past work from classification often assumes that label noise

is independent of the features [7, 38, 160]. However, this is not always true, and label noise

can be instance-dependent [179]. Despite the growing popularity of instance-dependent label

noise [188, 187, 29, 184], studies that take into account potential differences in the noise rates

(i.e., the proportion of mislabeled instances) among subsets of the data are limited [105].

Because of this, approaches that account for label noise are often biased so that performance

favors subsets with lower noise rates. We propose an approach to address this issue by

learning the underlying pattern of noise using a small subset of data for which we know the

ground truth and noisy labels. We assume that this subset is representative of the target

population so that patterns learned from it can be generalized to the rest of the dataset. We

then use that pattern to re-weight the objective function during subsequent training such

that it is unbiased in expectation, where we consider the entire dataset. Empirically, we

show that, as we vary the overall noise rate and the difference in noise rates among subsets

of the data, our approach is robust compared to state-of-the-art baselines. By accounting

for different noise rates in subsets of the data, our approach applies to a wide range of

instance-dependent label noise settings.

Label noise in when the event occurs with multiple labelers. Finally, we continue

to tackle label noise, but this time focus on noise with respect to when the event occurs

in the context of multiple labelers in Chapter 5. The majority of approaches proposed

for the multiple noisy labels setting are proposed in the context of classification, and these

approaches are limited when adapted to survival analysis. For example, some approaches
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handle multiple labels in classification via aggregation [80, 165, 73, 127], and when adapted

to survival analysis, may require assumptions on how the ground truth and noisy TTEs are

related that do not always hold (e.g., the ground truth TTEs is the average of the noisy

TTEs). Furthermore, labels for survival analysis may be censored, making label aggregation

more complex. As a result, it becomes unclear how to aggregate in a straightforward manner.

In light of this, we propose to learn in the presence of multiple noisy TTEs by learning to

predict 1) the noisy TTEs and 2) their associated error values, and then mapping those

predictions to a prediction of the ground truth. Like with the previous contribution, we

assume that we have a small subset of ground truth labels that we can leverage to learn this

relationship. In doing so, our approach does not require strict assumptions on the relationship

between the noisy and ground truth TTEs and can be applied to individuals with censored

labels. We show that our approach improves over approaches from classification adapted

to survival analysis. By learning with multiple noisy labels, we combine the strengths and

weaknesses of the individual labelers to improve predictions.

1.2 Practical Value

The challenges we explore are largely informed by tasks from the healthcare domain, where

we aimed to predict clinical outcomes, such as Alzheimer’s disease (AD) and sepsis, using

electronic health record (EHR) data (i.e., hospital records from patients at a particular

health system). For these outcomes, a common yet relevant task is to learn when outcome

onset occurs [149, 6, 40]. For example, AD is the sixth leading cause of death in Americans

65 years and older [8], and sepsis is estimated to be present in 30%-50% of hospitalizations

that end in death [146]. As a result, early prediction can help clinicians plan appropriately.

The task of predicting onset fits naturally into the survival analysis framework since events

directly correspond to the occurrence of onset, and TTEs directly correspond to the time of

onset. Moreover, since patients may leave a health system at any time, censored outcomes

are common among individuals in EHR-based datasets, and thus the task of predicting

when onset occurs cannot be solved by standard regression alone. In our work on predicting

the onset of AD [167], patient death was often another event of interest since death either

prevents AD onset or is expected to occur four to eight years after AD onset [8]. In our work

on predicting both AD and sepsis onset [167, 77], there was no way to label 1) which patients

had the condition and 2) when onset occurred that was both reliable and pragmatic. As

a result, we relied on automated labeling tools based on the structured components of the

EHR, which allowed us to label large datasets conveniently at the cost of accuracy. Thus,

both the multi-event and noisy label settings have relevance in real-world tasks.
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Although we rely on a small subset of data for which we have both ground truth and noisy

labels, our approaches for noisy labels are still applicable in many settings. As mentioned

above, we relied on automated labeling tools to label patients with AD and sepsis. When

developing automated labeling tools, it is necessary to obtain chart-reviewed labels from a

clinical expert for a subset of the data to evaluate the performance of these labeling tools.

Thus, we can take advantage of such a subset during training to learn the relationship

between the ground truth and noisy labels.

1.3 Contributions

In survival analysis, and supervised learning more broadly, we make the following contribu-

tions:

! We propose an approach for multi-event survival analysis that leverages the related-

ness among TTE labels. Our approach breaks down the overall task into a series of

simpler coarse-grained sub-tasks, where temporal relationships among TTEs are more

predictable due to lower variance. The sub-tasks build on each other, allowing for

predictions at finer grains to be informed by predictions at coarser grains. We show

that our approach leads to more accurate predictions on a variety of datasets.

! We propose an approach that addresses instance-dependent label noise with respect

to whether the event occurs. Our approach uses a small subset of the data for which

we have observed and ground truth labels to learn the underlying noise pattern. This

pattern is then used to re-weight the loss function and account for potential differences

in the noise rates between subsets of the data. We show that our approach is robust

to the noise rate across a variety of noise conditions.

! We propose an approach that addresses label noise with respect to when the event

occurs in the context of multiple noisy labels. Our approach first predicts the noisy

TTEs and their associated errors and maps that to a prediction of the ground truth

TTE. Like the previous contribution, we use a small subset of data for which we have

both noisy and ground truth TTEs so that we do not need to place assumptions on

how the noisy and ground truth TTEs are related. Compared to baselines adapted

from the classification literature, our approach provides a performance improvement.

The rest of this thesis is structured as follows. Chapter 2 introduces background related

to concepts from survival analysis and noisy labels. Chapter 3 describes our contributions

of work published in AAAI 2021. Chapter 4 describes our contributions of work published

in CHIL 2023. Chapter 5 describes our contributions of work in submission.
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CHAPTER 2

Background

In this chapter, we review topics from survival analysis and classification. For survival

analysis, we provide general overviews on modeling a single event, modeling multiple events,

noisy (i.e., incorrect) labels, and common evaluation metrics. We include a discussion on

classification since our contribution for label noise with respect to whether the event occurs

is analogous to a classification task. There, we provide overviews of the problem setup,

common evaluation metrics, and ordinal regression.

2.1 Survival Analysis

In survival analysis, one aims to model TTEs, i.e., the time it takes until an event occurs.

Events can refer to any outcome of interest, and survival in this context, refers to being event

free. Survival analysis is used in several fields, such as healthcare [149, 6, 40], engineering

[140, 199], economic and political studies [59, 1], sociology [48], and biology [136]. We focus

on tasks from the healthcare space, where events usually correspond to clinical outcomes

such as disease onset or mortality, and survival usually corresponds to being disease free

or not having experienced mortality, respectively. In this section, we describe the problem

setup, past work, and introduce the settings of multiple events and noisy labels.

2.1.1 Problem Setup and Notation

Unless otherwise indicated, our main notation is as follows. We denote instance features

as x ∈ Rd, where d is the number of features, and the TTE as e. We assume that e is

not deterministic and is drawn from a distribution D based on x. We aim to model TTEs

by predicting the survival function, S(t). At time point t = 1, 2, ..., T over a prediction

horizon of length T , the survival function describes the probability of being event free as

S(t) = P (e > t). If we plot the survival function with respect to time over the length

of the horizon, we obtain the survival curve (Figure 2.1). The probability of survival
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can alternatively be written as S(t|x) = P (e > t|x) if we make individualized predictions

conditioned on instance features. Let ℓ be the time-to-followup, or the time at which an

instance was last observed (i.e., we do not know what happened after time ℓ). Let c be an

indicator variable for censorship status, with c = 1 if the instance’s outcome is censored and

c = 0 otherwise. Given e, ℓ, and c, the observed time o is the recorded time in the dataset,

which is e if c = 0 and ℓ if c = 1 (i.e., event free up until time ℓ). In some parts of the

literature, c is an indicator for event occurrence and its values take the opposite meaning

to what we described above. Throughout, unless otherwise indicated, let superscripts in

parentheses denote instances (e.g., x(i)), subscripts denote indexes into vectors (e.g., xk), and

I denote the indicator function. We also assume that censored outcomes occur at random

with respect to x unless otherwise specified, which is a common assumption [79, 31, 96].

Figure 2.1: Example survival curve.

2.1.1.1 Types of Censorship

The description above describes right censorship. That is, we know the event did not occur

up until time ℓ but not when it occurred after time ℓ, if at all. In addition to right censorship,

instances can also have their outcomes be left censored [47, 49]. With left censorship, we

know that the event had already occurred by time ℓ, but we do not know when before ℓ it

occurred. In other words, we know that e < ℓ for instances with a left censored outcome.

Intermediate of right and left censorship is interval censorship [138, 102], where the event is

known to have occurred after one time point but before another. However, it is not known

when, during the interval, the event occurred. Instances with interval censored outcomes

would then be associated with two points of observation ℓ1 and ℓ2 with ℓ1 < e < ℓ2. For this

thesis, we focus on right censorship.

Since we defined our problem setup as predicting survival relative to some horizon T ,

there may be cases where outcomes are right censored in that the instance is known to be

event free for the entire horizon (i.e., the event does not occur in the horizon). Here, ℓ = T
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and c = 1. This specific case of right censoring is referred to as administrative censoring

[72]. In our setup, the label for an instance’s outcome is complete if 1) the event occurred at

time e ≤ T , or 2) the event did not occur within the horizon e /∈ [1, T ]. Therefore, instances

with an administratively censored outcome have complete label information, since we know

that e /∈ [1, T ]. This is in contrast to an instance with a censored outcome at time ℓ < T

with c = 1. Here, we know that the event did not occur for some portion of the horizon, but

we do not know whether it occurred in the remaining portion of the horizon.

2.1.2 Predicting Survival Curves

Past work has modeled survival at both the population level [79, 119] and at the instance (i.e,

individual) level [31, 96, 144]. Population-level survival curves were proposed in the context

of comparing groups of individuals [11, 39, 35] and do not condition on individual features

(i.e., they model the survival curve as S(t)). Individual-level survival curves condition on

individual features (i.e., they model the survival curve as S(t|x)).

2.1.2.1 Population-Level Survival Curves

Early approaches to predict survival curves focused on doing so at the population level using

count-based methods [79, 119]. For n individuals with dataset D = {o(i), c(i)}ni=1, these

approaches count, at each time point t, the number of individuals who experienced the

event (i.e.,
∑n

i=1 I(o(i) = t ∧ c(i) = 0)) and number of individuals who are event free (i.e.,∑n
i=1 I(o(i) > t ∨ (c(i) = 1 ∧ o(i) = t))). These quantities are then used to construct the

survival curve. For example, the Kaplan-Meier approach [79] models survival as

S(t) =
t∏

u=1

(
1−

∑n
i=1 I(o(i) = u ∧ c(i) = 0)∑n

i=1 I(o(i) > u ∨ (c(i) = 1 ∧ o(i) = u))

)

To compare two groups of individuals, denoted with superscripts (1) and (2), using their

population-level survival curves, one typically uses the logrank test [111, 16]. The logrank

test measures whether the slopes of the ‘failure’ curves are significantly different at each

recorded TTE. The failure curve can be considered as a counterpart the survival curve in

that each point on the failure curve is 1 minus the corresponding point on the survival curve.

To perform the logrank test, we compute the term Z without loss of generality (WLOG)

Z =

∑
t∈τ λ

(1)
t − µ

(1)
t√∑

t∈τ ν
(1)
t
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where τ is the set of distinct TTEs recorded in the dataset, λ
(1)
t is the number of instances

from group 1 whose event occurred by time t and µ
(1)
t = (λ

(1)
t + λ

(2)
t )

ξ
(1)
t

ξ
(1)
t +ξ

(2)
t

is the expected

value of λ
(1)
t with ξ

(i)
t being the number of instances from group i whose event had not yet

occurred by time t. ν
(1)
t is the variance of λ

(1)
t and can be written as

ν
(1)
t = µ

(1)
t

(
(ξ

(1)
t + ξ

(2)
t )− (λ

(1)
t + λ

(2)
t )

ξ
(1)
t + ξ

(2)
t

)(
ξ
(2)
t

ξ
(1)
t + ξ

(2)
t − 1

)

Under the null hypothesis that the the slopes of the failure curves are the same, λ
(1)
t follows

a hypergeometric distribution parameterized by ξ
(1)
t + ξ

(2)
t , ξ

(1)
t , and λ

(1)
t + λ

(2)
t , resulting

in the expressions of µ
(1)
t and ν

(1)
t above. If the null hypothesis holds, the distribution of

Z converges to a standard normal as the size of τ approaches infinity by the central limit

theorem. As a result, one can check for statistical significance by comparing Z to some

threshold significance value based on quantiles of the standard normal distribution. Note

that Z can be computed with respect to either group, hence WLOG above.

2.1.2.2 Individual-Level Survival Curves

Count-based approaches generally model survival at the population level, and thus, cannot

produce individualized survival curves that are conditioned on instance features. As a result,

other types of approaches have been developed for this setting and learn from datasets of the

form D = {x(i), o(i), c(i)}ni=1 [31, 180, 42, 37]. One of the most common approaches used to

model individualized survival curves is the Cox proportional hazards model [31]. The Cox ap-

proach models the survival curve, conditioned on instance features, as S(t|x) = S0(t)
exp(w·x),

where w are learned coefficients describing the linear contribution of each feature to overall

survival, S0(t) is the baseline survival function, and exp() is the exponential function. The

baseline survival function represents the survival function when all normalized feature values

are equal to 0 (e.g., features are 0-mean normalized so that 0 represents a ‘baseline value’)

and can be estimated via counting as shown below [20]. Note that, in order to estimate the

baseline survival function, we must first learn the coefficients w.

S0(t) = exp(−Λ0(t)) where Λ0(t) =
n∑

i=1

I(o(i) < t ∧ c(i) = 0)∑n
j=1 I(o(i) < o(j))exp(w · x(j))

Coefficients w of the Cox model are learned by maximizing the partial likelihood shown

below [32]. Note that, if the goal is to learn the feature contributions to survival and not to
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predict survival curves, then learning only w is sufficient.

PartialLikelihood(w) =
n∏

i=1

(
exp(w · x(i))∑n

j=1 I(o(i) < o(j))exp(w · x(j))

)I(c(i)=0)

The Cox approach assumes that individualized survival curves can be produced by learning

how much to stretch or shrink the baseline survival curve. This is called the proportional

hazards assumption, which states that the ratio of the hazard functions between two instances

is the same at all time points, where the hazard function at time point t is defined as the

slope of the failure curve at time t. Variants of the Cox model have been proposed that

do not require the feature contributions to be linear, but they still require the proportional

hazards assumption [3, 67, 81].

More recently, others have proposed approaches to model survival without requiring the

proportional hazards assumption [96, 95, 144]. For example, some instead assume that the

survival curve follows a specific form, such as the lognormal distribution [9]. Alternatively,

some have framed the problem as multi-class classification [96], where each time point repre-

sents a class, and the model is trained to predict the probability of event occurrence at each

time point (i.e., for time point t = 1, 2, ..., T , predict P (e = t|x)). From these predictions,

the survival function can then be calculated as S(t|x) = 1 −
∑t

i=1 P (e = i|x). These mod-

els are learned by minimizing cross entropy loss, shown below, which is able to recover the

empirical survival distribution given sufficient data and only requires the assumption that

the ground truth survival distribution is the empirical survival distribution. For uncensored

outcomes, cross entropy maximizes the probability of event occurrence at the observed TTE

in the dataset. For censored outcomes, cross entropy minimizes the probability of event

occurrence before the last point of observation. Here ·̂ refers to a model’s prediction.

CE = − 1

n

n∑
i=1

I
(
c(i) = 0

)
logP̂ (e(i) = o(i)) + I

(
c
(i)
k = 1

)
log

1−

 o(i)∑
t=1

P̂ (e(i) = o(i))


2.1.3 Settings with Multiple Events

So far, we described approaches that model a single event. However, there may be cases

where we are interested in modeling more than one event at a time. For example, we may be

interested in modeling multiple diseases at once, or comparing the likelihood of disease onset

versus mortality over time. In these cases, the setting then becomes survival analysis with

multiple events. When there are multiple events, the events may occur in any order, and or

there may be settings where there are constraints on the order in which events are allowed
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to occur (e.g., competing and semi-competing risks). In the competing risk setting [42], we

aim to model multiple events, but from these events, only one is allowed to occur. That

is, when one event occurs, it is impossible for the others to occur (e.g., mortality caused by

cancer versus mortality caused by a traffic accident). The semi-competing risks setting [43]

is slightly relaxed from competing risks in that only some, but not all, events prevent the

occurrence of the other events (e.g., mortality and onset of AD).

2.1.4 Noisy Labels in Survival Analysis

Finally, we review work in survival analysis addressing label noise (i.e., when the labeled

TTEs can be inaccurate). Earlier work in the field has proposed extensions to the Kaplan-

Meier estimator [139] and Cox proportional hazards model [158, 114]. More recent work has

shifted to considering the scenario where TTEs that are known to be recorded correctly are

available for a small subset of the data [109]. Works from this space usually refer to such a

set as a ‘validation’ set, though we do not use this terminology in order not to confuse this

set with the validation set typically used for model selection during training.

2.1.5 Evaluation of Survival Models

To evaluate survival analysis models, past work has used the concordance index (C-index)

[56], a metric similar to the area under the receiver operating characteristic curve (AUROC)

from classification, to measure discriminative performance. Briefly, the C-index represents

the probability that a randomly selected pair of instances, where one is known to experience

the event before the other, are correctly ranked. That is, if e(1) < e(2) then S(e(1)|x(1)) <

S(e(1)|x(2)) is a correct ranking. We use the time-dependent version proposed by Antolini et

al. [5], which formulates the C-index as (where ·̂ denotes a prediction)

C =

∑n
i,j=1 I((o(i) < o(j) ∨ (o(i) = o(j) ∧ c(j) = 1)) ∧ c(i) = 0)I(Ŝ(o(i)|x(i)) < Ŝ((i)|x(j)))∑n

i,j=1 I((o(i) < o(j) ∨ (o(i) = o(j) ∧ c(j) = 1)) ∧ c(i) = 0)

The denominator represents the number of instance pairs that can be ranked, and the nu-

merator represents the number of instance pairs that are correctly ranked.

In addition to discriminative performance, researchers measure whether the predicted

survival curves are calibrated. That is, do the predicted survival curves match the ground

truth survival curve. The most straightforward way to measure this would be to take the

integrated mean squared error (IMSE) between the ground truth survival curve and the

predicted survival curve as IMSE = 1
T

∑T
t=1(S(t|x) − Ŝ(t|x))2. Alternatively, one could

also use the integrated mean absolute error (IMAE). However, in nearly all real-world
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tasks, we do not have access to ground truth survival curves. Thus, an alternative method

to measure calibration error is based on the following interpretation of the survival curve:

if the predicted probability of survival at time e is a% for some individual, then similar

individuals (who would have similar survival curves) experience the event after time e a%

of the time [52]. Therefore, for a% of individuals, the probability of survival at their TTE

should be less than or equal to a
100

. This means that we should expect a histogram of the

probabilities of survival at each individual’s TTE to follow a uniform distribution. Past

work uses this observation to quantify the difference between these distributions to measure

calibration [52, 78, 137].

Finally, past work has also evaluated the accuracy of the predicted TTEs, where the

predicted TTE can be taken as the median value of the predicted survival function (i.e.,

ê = argmintŜ(t|x) ≤ 0.5) or the mean value of the survival function (i.e., ê =
∑T

t=1 tP (e =

t)). [13, 137]. TTE accuracy can then be measured as the squared difference (i.e., (e− ê)2),
absolute difference (i.e., |e− ê|) or signed difference (i.e., e− ê).

2.2 Classification

In a standard classification task, one aims to assign a label to an instance from one of several

categories, or classes. This is usually done through estimating the probability for being in

each class. In Chapter 4, we focus on classification in the context of label noise, where

observed class labels in the dataset do not always reflect an instance’s ground truth label.

Incorrect, or noisy, labels are widely studied [45, 160] and can be found in many applications,

such as automated labeling tools [168, 121, 197, 66] and crowdsourced labeling [33, 143, 64].

In this section, we introduce the problem setup and describe some metrics used for evaluating

classification models. We also briefly introduce ordinal regression as a more specialized type

of classification due to its connection to Chapter 3.

2.2.1 Problem Setup and Notation

The main notation we use throughout is as follows. Let x ∈ Rd denote instance features,

where d is the number of features. Each instance is associated with a ground truth label,

denoted y, that indicates in which class it belongs. In addition to a ground truth label, each

instance is associated with an observed label ỹ. The observed label also serves as an indicator

for the class in which the instance belongs, but unlike the ground truth label, it can sometimes

be incorrect (i.e., sometimes ỹ ̸= y). If label noise is instance-independent, then whether an

instance is mislabeled does not depend on its features (i.e., P (ỹ == y) = P (ỹ == y|x)).
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Otherwise, the label noise is said to be instance-dependent. When label noise is instance-

dependent, some instances are more likely to be mislabeled than others based on their

features. Thus, this introduces bias with respect to which types of instances are mislabeled,

resulting in differences in the noise rates (i.e., percentage of mislabeled instances) among

subsets of the data. Datasets used to learn in the presence of label noise are generally of the

form D = {x(i), ỹ(i)}ni=1, where n is the number of instances in the dataset.

2.2.2 Evaluation

For classification models, we consider two forms of evaluation. The first is discriminative

performance, which is usually measured using the AUROC. This describes the probability

that a randomly chosen pair of instances are correctly ranked. For example, in binary

classification, a positive instance should have a higher predicted probability for being in the

positive class than a negative instance. The second is performance with respect to model

bias. This can be measured using the area under the equalized odds curve (AUEOC) [34].

For classification threshold τ , we calculate the equalized odds (EO) [55], denoted EO(τ),

between two groups, called 1 and 2, as shown below. TPa(τ) and FPa(τ) denote true and

false positive rates for group a at threshold τ , respectively. The AUEOC is obtained by

plotting the EO value for all possible τ and calculating the area under the curve.

EO(τ) =
2− |TP1(τ)− TP2(τ)| − |FP1(τ)− FP2(τ)|

2

In general, metrics for measuring bias from the fairness literature fall into three main cate-

gories: independence, sufficiency, and separation [12]. The first evaluates whether the pro-

portion of predicted positive examples is the same among groups (e.g., demographic parity),

which results in independence between group membership and the proportion of identified

positive examples. We did not use metrics from this category because in our setting of focus

(i.e., healthcare), many conditions have established differences in prevalence among patient

groups. For example, the prevalence of Alzheimer’s disease is higher in countries with a larger

proportion of individuals above 65 years [206]. The second category considers sufficiency (i.e.,

are the model’s predictions well calibrated within groups) and evaluates whether the positive

and negative predictive values are the same among groups (e.g., predictive parity). However,

this measure is sensitive to class balance, which can differ among groups in healthcare (e.g.,

women are more likely to suffer from breast cancer compared to men). In contrast, EO (the

metric we rely on in later chapters) falls into ‘separation’, which evaluates whether the true

and false positive rates among groups are the same. We selected this measure because it is

applicable to many settings in healthcare [132, 141, 133] in that the consequences of failing
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to treat a patient in need [135, 18], or giving an inappropriate treatment [17, 118] can be

serious. However, it is important to note that any given bias/fairness metric is unlikely to

apply to all scenarios. Therefore, finding the most appropriate metric for a specific use case

is task-dependent and would require collaboration with a subject expert.

2.2.3 Ordinal Regression

Beyond standard classification, some tasks may involve classifying objects into categories

such that there is an inherent ordering among classes. For example, items could be rated

on a likert scale of 1 to 5, where a rating of 1 is poor, a rating of 5 is excellent, and the

quality of the item increases with each numerical score. This setting is referred to as ordinal

regression and has been used in many applications [14, 22, 198, 131]. For a more thorough

review, see Gutierrez et al. [51]

While ordinal regression could be framed as standard regression [89], this setup is limited

in that standard regression assumes that the difference between labels corresponds to a

measure of distance, when this is not always the case with the classes from ordinal regression.

From our example with the likert scale, although a rating of 2 is better than a rating of 1,

there may not be a way to meaningfully quantify the distance between a ‘1’ and a ‘2’.

This limitation is addressed by learning to regress on a continuous latent variable and then

learning the thresholds that map the latent variable to the ordinal classes [171]. This way,

the concept of distance between the ordinal variables becomes more flexible, as they do not

need to be defined before model training.

Similarly, framing ordinal regression as a standard (i.e., nominal) classification problem

[57] is also limited in that standard classification does not leverage the inherent ordering

among classes, thus leading to sample inefficiency. Alternative to regressing on a latent

continuous variable and learning the mapping thresholds, another class of approaches from

ordinal regression builds on the nominal classification framing. For example, approaches

learn to model different parts of the overall task and then combine predictions for each part

to obtain a prediction for the overall task [44]. Continuing with our example of the 5-point

likert scale, approaches from this class could first learn to model P (y > 1), P (y > 2), ...,

P (y > 4) for y ∈ {1, 2, 3, 4, 5}, and then use these predictions to obtain P (y = 5) = P (y > 4),

P (y = 4) = P (y > 3) − P (y > 4), P (y = 3) = P (y > 2) − P (y > 3), P (y = 2) = P (y >

1)− P (y > 2), and P (y = 1) = 1− P (y > 1). Here, it is assumed that the tasks P (y > 1),

P (y > 2), ..., P (y > 4) are easier to solve than predicting each ordinal class individually.
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CHAPTER 3

Hierarchical Multi-Event Survival Analysis

3.1 Introduction

Motivation and Problem Setting. Survival analysis, commonly used in fields such as

healthcare, aims to estimate the probability of an event occurring over some time horizon [93,

183]. In contrast to single-event analysis, multi-event survival analysis is more challenging

due to the potentially complex interdependence among events. For example, in addition to

learning which patient characteristics contribute to early disease onset, one would also need

to learn how this relates to the patient’s likelihood of experiencing some other outcome, like

mortality. In light of this challenge, researchers commonly make the simplifying assumption

that the events are independent and apply existing single-event analysis techniques [149].

However, when this assumption does not hold, it can lead to poor performance [23].

Gaps in Existing Work. Recently, Lee et al. [96] used multitask learning to jointly

model events. Each task within the multitask framework corresponds to a specific event

and frames survival prediction as a multiclass classification problem, where each class corre-

sponds to the probability of event occurrence at a specific time point. While the multitask

framing addresses the independence assumption in part, it remains limited in that it does not

explicitly leverage the relationships among TTE labels at different time granularities both

within an event and among different events. For example, the difference in timing between

two events may appear more predictable under a coarser time granularity than the one used

to collect the data due to lower variance. Incorporating the coarser granularity, which we

hypothesize is easier to learn, into the training scheme may help to improve performance.

Our Idea. To address the issue described above, we propose a novel hierarchical approach

that jointly models events. Our approach improves performance by solving a series of simpler

tasks (i.e., survival prediction at a coarser granularity), building up to the original target task

(i.e., survival prediction at the original time granularity). Within an event, we first divide

the original survival prediction task into a series of simpler tasks that serve as guides to help
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complete the original task. Our hierarchical approach iteratively predicts survival at multiple

granularities of time (e.g., months, weeks, then days). Predictions at coarser time scales (e.g.,

will the event happen during the prediction horizon or not) are used to guide predictions at

finer time scales (a more complex task), improving the overall accuracy on the original task.

Although our approach can be used with any numbers of events, we hypothesize that we

will observe the most improvement in the multi-event setting since dependencies are likely

to exist among TTEs both within and among events. We do not assume any constraints on

the order in which events may occur (e.g., competing or semi-competing events) [60], but we

outline ways to account for such constraints if needed.

Applied to publicly available data, we also present a comprehensive evaluation of the

discriminative performance of our proposed approach relative to existing baselines. To date,

evaluation of survival analysis models in the multi-event setting has been limited. Common

evaluation techniques like the C-index [56, 5] focus on discriminative performance at the

global level (i.e., comparing the risk of two different individuals for the same event) but not

at the local level (i.e., comparing the risk for two different events for the same individual).

We propose new evaluation metrics to evaluate discriminative performance at the local level.

Overall, we introduce a novel, hierarchical approach for multi-event survival analysis.

Across several datasets, both synthetic and real, we show that the proposed method consis-

tently outperforms several well-accepted baselines. Our contributions are as follows:

• We propose a novel, hierarchical, deep learning approach for multi-event survival anal-

ysis that models survival hierarchically along the prediction horizon, using predictions

at coarser time scales to guide predictions at finer time scales

• We highlight the shortcomings of evaluating discriminative performance in the setting

of multi-event survival analysis, present a novel evaluation framework, and use it for

additional supervision during training

Organization. The rest of this chapter is as follows. First, we present some background

information on how previous work 1) addresses multi-event survival analysis and 2) evaluates

models in the context of multi-event survival analysis. Then, we describe our hierarchical

approach and how the relatedness among time points can be leveraged to improve predic-

tions. Finally, we describe experiments on synthetic and real data in which we evaluate our

approach against well-accepted baselines from the literature.
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3.2 Related Work

Here, we set up the problem of multi-event survival analysis and review the current ap-

proaches as well as the existing evaluation methods, highlighting limitations.

3.2.1 Problem Setup and Definitions

We aim to predict the probability of survival (i.e., the probability of an event not occurring)

over time for multiple events based on an individual’s features or covariates. At training

time, we assume that we are provided with the covariates, observed times, and censoring

statuses for each individual. At test time, we are provided with only the covariates. For each

event, an individual’s observed time is the time at which the event occurred or the time at

which the individual was last observed, depending on the censoring status.

3.2.2 Multi-Event Survival Analysis

The majority of past work in multi-event survival analysis focuses on extending the Cox

proportional hazards model [31]. Among the most common Cox-based approaches to multi-

event survival analysis is that proposed by Larson [94], in which each event is modeled

separately. This approach is widely accepted in practical applications of multi-event survival

analysis [6, 159], but it fails to capture the dependencies among events. For example, if

our events are disease onset and mortality and disease onset is likely, then the probability

for mortality may increase. Alternative to modeling events separately, others have proposed

the multi-state model, which learns to model event transitions separately. For example, a

model is learned for experiencing mortality conditioned on previously experiencing disease

onset [3]. However, by separately modeling each event transition, this approach also fails to

leverage shared information among the events.

The limitation of leveraging dependencies among events has been addressed for Cox mod-

els by using a shared frailty term across models (i.e., an individual specific variable whose

effect on the hazard is multiplicative) [67], additional forms of regularization [175], or by

modeling the joint survival distribution [60]. However, these approaches require alternative

assumptions on the distribution of the frailty term, the proportional hazards assumption,

or assumptions on the form of the joint survival distribution, respectively. Although recent

approaches [96, 37] have been able to model dependencies without placing alternative as-

sumptions by using deep learning in a multi-task framework, they are also limited in that

they do not leverage easier subtasks at coarser time granularities during training that can

potentially be used to learn relationships among events more efficiently. Although this short-
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coming is also relevant in the single-event setting, it is especially important in the multi-event

setting since time points are not only related to each other within an event, but also to the

time points of other events. We note here that, although one could use techniques from

ordinal regression [51] to account for the ordering among time points, such approaches do

not assume that classes have any quantifiable distance between them. Time points, on the

other hand, have quantifiable differences that can be leveraged during training (e.g., the

number of days between weeks). Despite the difference in settings, our approach leverages

concepts similar to some approaches from ordinal regression, as described below.

Our proposed approach leverages a series of simpler subtasks to guide the predictions

of the original task. To date, the concept of using simpler tasks to aid with predictions

at more complex, finer-grained tasks has not been explored in survival analysis. However,

such an approach has been used for classification [88, 115, 110, 151]. For example, in text

classification, Kowsari et al. showed how training a classifier to learn to discriminate among

super-classes (e.g., novels and research papers) can aid in learning to discriminate among

sub-classes (e.g., fiction novels and review papers). By breaking the overall task into a series

of nested subtasks, the model can more effectively accomplish the original task. Similar

concepts have been explored in ordinal regression [57], where approaches first learn to predict

easier tasks that represent coarser grained versions of the original task and then combine

predictions. These approaches differ from ours in the types of coarse grained tasks that they

explore. Generally, coarse grained tasks from these approaches do not nest within each other

and iteratively build their way up to the original task as with our approach.

3.2.3 Evaluation with Multiple Events

Methods for evaluating the discriminative performance of approaches for multi-event survival

analysis have been limited. Many report the learned coefficients of the Cox model [2, 130].

However, this requires knowledge of how all possible combinations of the features contribute

to the outcome. In the context of multiple events, alternative metrics, like the C-index [56],

have their own issues. Here, we focus on two shortcomings of existing metrics: 1) they can

result in biased estimates with respect to portions of the curve, and 2) they only consider

rankings among individuals within a single event.

The C-index is perhaps the most commonly used evaluation metric for discriminative

performance in survival analysis [56]. The C-index is a weighted average of the AUROC at

different time points [58]. Within an event, the C-index assumes that rankings are consistent

over time (i.e, if two individuals are correctly ranked at time 1, then they are correctly

ranked at all other time points). However, for deep approaches to survival analysis, there
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is no guarantee that the curves will not cross. To address this assumption, Antolini et al.

proposed an extension that compares the probabilities of survival at the earlier point of

observation within each pair instead of some fixed time point for all pairs [5]. However, this

comparison can result in an incomplete estimate of performance, since it does not consider

the later points of observation within the pair, i.e., the time points when the first individual

has experienced the event but the second individual has not. We propose an alternative

consistency score that compares individuals at all relevant time points.

For multiple events, the C-index is typically computed for each event separately. As a

result, this compares individuals within the context of a specific event. While this captures

discriminative performance among individuals (inter-individual, intra-event) at the global

level, it does not capture discriminative performance within an individual (inter-event, intra-

individual) at the local level (i.e., it does not evaluate the survival curves among events within

an individual). We go beyond the notion of global rankings and consider local rankings.

3.3 Methods

We introduce a novel approach for multi-event survival analysis that improves the accuracy

of previous work. Our architecture contains a hierarchical component that uses predictions at

coarser time scales (a simpler task) to guide predictions at finer time scales (a more complex

task). During training, we rely on a composite loss function composed of both established

and novel ranking penalties that provide supervision across the entire prediction horizon.

Unless otherwise mentioned, we assume censoring is non-informative.

3.3.1 Notation

Let n be the number of individuals, K be the number of events, and T be the size of

the discrete time horizon over which we consider survival. We define the ‘original task’ as

predicting the probability of event occurrence at each time point t = 1, 2, ..., T .

Each individual i = 1, 2, ..., n is associated with three variables: {x(i), c(i),o(i)}. Let

x(i) ∈ RD be the vector of covariates. Let c(i) ∈ {0, 1}K be the vector of censoring statuses

for each event, where c
(i)
k is 1 event k is censored and 0 otherwise. Let o(i) ∈ {1, 2, ..., T}K

be the vector of observed times for each event. Let e(i) ∈ {1, 2, ..., T}K be the vector

of TTEs, where o
(i)
k = e

(i)
k if c

(i)
k = 0, and o

(i)
k < e

(i)
k otherwise. e(i) is not provided in

the data. Let S(i) = {S(i)
1 ,S

(i)
2 , ...,S

(i)
K } be a matrix of survival curves for individual i.

S
(i)
k = (P (e

(i)
k > 1), P (e

(i)
k > 2), ..., P (e

(i)
k > T )) describes the probability of individual i not

experiencing event k until time point t for t = 1, 2, ..., T . Let P(i) = {p(i)
1 ,p

(i)
2 , ...,p

(i)
K } be a set
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Figure 3.1: Proposed architecture. A multitask network that takes x as input and outputs
P̂ , a set of probability distributions for each event. Event specific subnetworks, ϵk, estimate
the probability distribution, p̂k, hierarchically. At granularity m, p̂km is constructed from
ϕkm(θ(x)) and p̂km−1.

of probability distributions for individual i. p
(i)
k = (P (e

(i)
k = 1), P (e

(i)
k = 2), ..., P (e

(i)
k = T ))

describes the probability of i experiencing event k at t = 1, 2, ..., T . It then follows that,

given P(i), we can calculate the corresponding S(i).

Let (b1, b2, ..., bM) be a vector of sizeM , whereM is the number of temporal granularities.

At granularity m, for m = 1, 2, ...,M , we split the horizon into T/bm non-overlapping time

bins, where the number of time points from the original task contained in each time bin of

the task at granularity m is bm. b1 = T is the coarsest granularity (i.e., it has one time

bin containing all time points from the original task), and bM = 1 is the granularity of the

original task. We assume that bm are monotonically decreasing, and bm−1modbm ≡ 0. The

time bin in which o
(i)
k falls at granularity m is then denoted as o

(i)
km. Let τ

(m)
z be a set of

time points from the original task, regrouped under granularity m, for coarse bin indexes

z = 1, 2, ..., T/bm. For example, if T = 6 and bm = 3, then we split the horizon in half with

τ
(m)
1 = {1, 2, 3} and τ (m)

2 = {4, 5, 6}. p(i)km[z] =
∑

u∈τ (m)
z

p
(i)
k [u] is then the probability of event

occurrence in τ
(m)
z . We denote indexes into probability vectors with square brackets (e.g.

p[t]) and use a ‘hat’ for the model’s estimates (e.g., p̂).

3.3.2 Overall Architecture

The components of our approach are incorporated into a multitask architecture (Figure

3.1) with a shared layer θ to account for dependencies from different granularities among
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events. It contains K event specific subnetworks, ϵ1, ϵ2, ..., ϵK , where ϵk takes the output

from θ as input and constructs p̂k in a hierarchical manner, as described below. From P̂ ,
the survival curves, Ŝ, can be derived as S

(i)
k (t|x(i)) = 1−

∑t−1
u=1 p

(i)
k [u] for time point t.

3.3.2.1 Hierarchical Component

We iteratively predict whether the event will occur at increasingly finer time scales and

hypothesize that it improves performance by more accurately predicting the coarser grained

task. In the example from Figure 3.2 (T = 4, M = 3), we aim to predict the discrete

probability of event occurrence at t = 1 (i.e., P (e = 1)). Instead of directly predicting

P (e = 1), we begin at the coarsest granularity (m = 1, b1 = 4 and τ
(1)
1 = {1, 2, 3, 4}), and

predict P (e ∈ τ (1)1 ). Then, we move to m = 2 (b2 = 2, τ
(2)
1 = {1, 2}, and τ (2)2 = {3, 4}). We

predict the probability that the event occurs in the first half of the horizon, τ
(2)
1 , conditioned

on it occurring within the horizon (i.e., P (e ∈ τ (2)1 |e ∈ τ
(1)
1 )). Next, we move to m = 3 (the

original task), where b3 = 1. We then predict P (e ∈ τ (3)1 |e ∈ τ
(2)
1 ) = P (e = 1|e ∈ τ (2)1 ) and

recover P (e = 1) = P (e = 1|e ∈ τ (2)1 )P (e ∈ τ (2)1 |e ∈ τ
(1)
1 )P (e ∈ τ (1)1 ).

Figure 3.2: Example prediction. We predict if the event will occur within the horizon, and
then iteratively predict at finer time scales until reaching the original time scale.

Claim 1. Predicting the coarser grained guiding task is a lower variance task compared

to predicting the original, finer grained task directly.

Justification. Assume for the original task that an individual’s TTE, e, is a random

variable drawn from some discrete distribution conditioned on their covariates x, where

the probability of each time point occurring is non-zero. Let EO(e) and V arO(e) be the

expected value and variance of e, respectively, under the original task, O. Next, consider

a guiding task, G, that uses coarser grained time bins, where each coarse grained time bin

contains b original time bins. For coarse grained time bin τz, z = 1, 2, ..., T/b, P (e ∈ τz) =∑
u∈τz P (e = u). Time bins from the original task that fall into the same coarse grained time

bin are equivalent under the guiding task, and thus V arG(e) < V arO(e), where V arG(e) is
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the variance of e under G.

EO(e) =
⌈∑T

t=1
tP (e = t)

⌉
EG(e) =

⌈∑T

t=1

(∑
u∈τ⌈t/b⌉

u

b

)
P (e = t)

⌉
V arO(e) =

∑T

t=1
P (e = t)(t− EO(e))

2

=
∑T

t=1
P (e = t)

(
t−
⌈∑T

t=1
tP (e = t)

⌉)2
V arG(e) =

∑T

t=1
P (e = t)

1

b

(∑
u∈τ⌈t/b⌉

u− EG(e)

)2

=
∑T

t=1
P (e = t)

1

b

(∑
u∈τ⌈t/b⌉

u−
⌈∑T

t=1

(∑
u∈τ⌈t/b⌉

u

b

)
P (e = t)

⌉)2

The maximum value of V arO(e) is greater than the maximum value of V arG(e) because

there are more 0-valued terms in the multiplier of P (e = t) in V arG(e) than in V arO(e).

Therefore, we hypothesize that we can learn the coarse grained probabilities more accurately.

In doing so, we constrain the maximum error of the resulting survival curve for the original

task more tightly, compared to predicting the original task directly. We show this below

and provide more detail in Appendix A. By lowering the upper bound on the error, we

hypothesize that this will, in turn, improve performance.

Claim 2. If we can more accurately predict the coarser grained probabilities, then we can

more tightly constrain the maximum error of the resulting survival curve.

Justification. We define error with respect to the survival curve as the IMAE between

the predicted and ground truth survival curve.

IMAE =
1

T

T∑
t=1

|Ŝ(t|x)− S(t|x)|

If we assume that the coarser grained predictions are more accurate, then the IMAE will be

lower at the coarse grained bin edges

1

T/b

T/b∑
z=1

|ŜG(zb|x)− S(zb|x)| <
1

T/b

T/b∑
z=1

|ŜO(zb|x)− S(zb|x)|

where ŜG and ŜO are the predicted survival curves for the guiding and original tasks, re-

spectively, and S is the ground truth survival curve. Then within each coarse grained bin
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τz, the error can be upper bounded for the coarse grained and direct tasks by

|ŜG(zb+ 1|x)− S(zb+ 1|x)|+ |S(zb+ 1|x)− S(z(b+ 1)|x)|

+ |ŜG(z(b+ 1)|x)− S(z(b+ 1)|x)| (Guiding task)

and

|ŜO(zb+ 1|x)− S(zb+ 1|x)|+ |S(zb+ 1|x)− S(z(b+ 1)|x)|

+ |ŜO(z(b+ 1)|x)− S(z(b+ 1)|x)| (Original task)

Then if we take the sum of the upper bounds over all segments τz for z = 1, 2, ..., T/b, and

compare the guiding task with the original task, (note that we can ignore the |S(zb+1|x)−
S(z(b+ 1)|x)— term since it is identical for both tasks)

1

T/b

T/b∑
z=1

|ŜG(zb+ 1|x)− S(zb+ 1|x)|+ |ŜG(z(b+ 1)|x)− S(z(b+ 1)|x)|

<
1

T/b

T/b∑
z=1

|ŜO(zb+ 1|x)− S(zb+ 1|x)|+ |ŜO(z(b+ 1)|x)− S(z(b+ 1)|x)|

We show why this is in Appendix A Overall, this shows that predicting more accurately

at the coarser grain allows us to anchor our predictions at the finer grain to what we learned

at the coarser grained. Similar ideas apply to the IMSE.

The hierarchical component is implemented within each ϵ subnetwork (Figure 3.1) as

described in Algorithm 1. For event k, we first predict at the coarsest granularity (i.e.,

the horizon) via ϕk1 (line 1). We then consider grains m = 2, 3, ...,M iteratively (line 2).

For granularity m, we compute the conditional probability distribution (line 3; e.g., P (ek ∈
τ
(m)
1 |ek ∈ τ

(m−1)
1 )), and recover the marginal probabilities for each time bin (e.g., P (ek ∈

τ
(m)
1 )) via multiplication with the corresponding marginal probability from granularity m−1

(e.g., P (ek ∈ τ
(m−1)
1 )) (lines 4-6). After reaching granularity M , we will have computed

corresponding the probabilities of the original task (lines 7-8).

For each event e, we account for individuals who do not experience event e by time T by

predicting P̂ (e ∈ τ (1)1 ) = P̂ (e ≤ T ). We implement this within the ϵ subnetworks as part of

the probability predictions via our first step (i.e., coarsest grain) predictions.
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Algorithm 1 Hierarchical prediction for event k. p̂km is the predicted probability distribu-
tion at granularity m.

Input: θ(x), learned representation from θ
Output: p̂k, estimated distribution of occurrence at the original time scale

Hierarchical Prediction(θ(x))

1: p̂k1 ← ϕk1(θ(x)) ▷ P̂ (e ≤ T )
2: for m = 2 to M do
3: p̂km ← ϕkm(θ(x)) ▷ conditional probabilities
4: for z = 1 to T/bm do
5: zm−1 ← ⌊(z − 1)bm/bm−1⌋+ 1 ▷ time index from previous granularity
6: p̂km[z]← p̂km[z]× p̂km−1[zm−1] ▷ combine predictions to get bin probability

7: p̂k ← p̂kM

8: return p̂k

3.3.3 Training Loss

We learn the model parameters by minimizing a composite loss L = LTTE + αLg. Scalar

hyperparameter α ∈ R+ controls the tradeoff between the losses.

LTTE =
(∑M

m=1−Lm
TTE

)
maximizes the likelihood of each event when it occurs, for

uncensored individuals, and the likelihood of survival for each individual at each event until

their last observation time, for censored individuals. Unlike previous work [96, 144], we

compute LTTE over multiple time scales (Eq. 3.1).

Lm
TTE =

n∑
i=1

K∑
k=1

I
(
c
(i)
k = 0

)
log
(
p̂
(i)
km[o

(i)
km]
)
+ I
(
c
(i)
k = 1

)
log

1−

o
(i)
km∑
t=1

p̂
(i)
km[t]

 (3.1)

Lg =
∑K

k=1 L
k
g maximizes global consistency and further improves performance by en-

couraging the model to correctly rank the relevant pairs of individuals. For event k, let Ck
be the set of comparable individuals (defined below). We compute Lg at the finest time scale

for each event (Eq. 3.2) where F (s1, s2, σ) = exp((s1 − s2)/σ), o∗(j)k = o
(j)
k if c

(j)
k = 1 and

o∗(j)k = o
(j)
k − 1 otherwise (explained below). σg is a scalar hyperparameter.

Lk
g =

∑
i,j∈Ck

F
(
ŝ
(i)
k [o

(i)
k ], ŝ

(j)
k [o

(i)
k ], σg

)
+ F

(
ŝ
(i)
k [o∗(j)k ], ŝ

(j)
k [o∗(j)k ], σg

)
Ck := {(i, j)|c(i)k = 0 ∧ (o

(i)
k < o

(j)
k ∨ (o

(i)
k = o

(j)
k ∧ c

(j)
k = 1))}

(3.2)

Previous work [96] only uses the forward consistency term of Lk
g (i.e., the first term of

Lk
g), which corresponds to the rankings considered by the C-index. When evaluating global
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rankings, comparable individuals are compared at the earlier observation point only. This

ignores the time steps between the two observation points, and could lead to inconsistent

rankings (Figure 3.3).

Figure 3.3: Consistency example. Individuals i = 1, 2 are shown by the blue and red curves,
with TTE o(1) and observed time o(2), respectively. Left: curves are consistent at o(1) and
o(2). Right: curves are inconsistent at o(2).

Claim 3. Let i = 1, 2 be a comparable pair of individuals with observed times, o(1) and

o(2), respectively, such that o(1) < o(2). Comparing at time o(1) only is insufficient.

Justification. During the time between o(1) and o(2), i = 1 experienced the event, while

i = 2 did not. The last time point at which this is known to be true is o(2) if c(2) = 1 and

o(2) − 1 otherwise (i.e., o∗(2)). Thus, at o∗(2), we expect that s(1)[o∗(2)] < s(2)[o∗(2)]. This is

captured by the second term of Eq. 3.2. Thus, we encourage the network to correctly rank

individuals throughout the horizon.

3.3.4 Censorship Due to (Semi-)Competing Events

Until now, we considered the general multi-event case, where there were no constraints

on the ordering of events. This assumed that all events occur eventually (i.e., s[t] → 0

as t → ∞). However, this is not true in some cases of informative censoring, where the

occurrence of one event can be prevented by another, such as with competing [42] and semi-

competing [43] events. For example, cancer relapse and death are semi-competing events,

where death prevents the occurrence of relapse but not vice versa. For relapse, we account

for this constraint by predicting the probability that it will never occur, even past t = T .

We denote events that do not occur within the prediction horizon as e /∈ {1, 2, ..., T}. Our

approach accounts for these cases, or cases in general where an event may not occur within
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the prediction horizon, through the first level of granularity in our predictions, where we

predict P (e ≤ T ). This implicitly also predicts P (e /∈ {1, 2, ..., T}) = 1− P (e ≤ T ).

3.4 Experimental Setup

We evaluate our proposed approach across different publicly available datasets and compare

to several baselines. We hypothesize that our hierarchical approach will lead to more accu-

rate survival curves and consistent improvements across a range of evaluation metrics that

measure discriminative performance, compared to existing approaches.

3.4.1 Datasets

We used four datasets. One was a multi-event synthetic dataset for which we know ground

truth, facilitating evaluation. The remainder were real, publicly available datasets from the

health domain. Of the real datasets, one of them contained competing risks while the other

two were semi-competing risks. Outcome rates are reported in Table 3.1.

Dataset N D K T Event Sequence: %

Synthetic 5,000 15 2 20
o1: 20.9, o2: 20.4

o1, o2: 4.4, o2, o1: 4.3

ADNI 1,604 965 2 60
AD: 19.3, D: 0.5

AD, D 0.6

MIMIC 13,801 3,822 3 12

A: 5.2, S: 1.5, D: 4.3
A, S: 5.0, A, D: 0.7

A, S, D: 1.9
-III S, A: 0.3, S, D: 0.5

S, A, D: 0.2
SEER 11,374 689 2 120 DC: 6.9, DP: 8.2

Table 3.1: Dataset summaries. T is in months for ADNI and SEER, and hours for MIMIC-
III. ‘D’, ‘A’, ‘S’, and ‘DC’/‘DP’ mean death, ARF, shock, and death from larynx can-
cer/pulmonary disease, respectively.

3.4.1.1 Synthetic

This dataset is based on a synthetic dataset from previous work [96] and contains two

events, where both can occur in any order. It serves as a sanity check. We generated

5,000 individuals, each with 15 covariates. The covariates and TTEs were drawn from the

distributions described below. Xy:z denotes X from covariate indexes y to z, inclusive. U
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denotes a uniform distribution. Given the TTEs, a time horizon was chosen at the 50th

percentile among the times of the first event experienced to allow for an equal proportion of

individuals who experience no event and at least one event.

X1:5 ∼ U(−5, 5)5,X6:15 ∼ U(−10, 10)10

u1 ∼ Lognormal((1T |X1:5|)2 + (1T |X6:10|)2, 0.4)

u2 ∼ Lognormal((1T |X1:5|)2 + (1T |X11:15|)2, 0.4)

v1 ∼ u1 + Lognormal(0.5(1T |X1:5|)2, 0.4)

v2 ∼ u2 + Lognormal(0.5(1T |X1:5|)2, 0.4)

e1 = u1 if u1 < u2, v1 otherwise

e2 = u2 if u2 < u1, v2 otherwise

The distributions from which the TTEs were drawn were chosen such that the skew of the

TTE distributions could be controlled, since TTEs in real data is often skewed. Given

our initial continuous-valued TTEs, we discretized them into 20 equally spaced temporal

segments. We included more variability in the last 10 covariates of X to allow for more

variation in the TTE distribution. The squared terms introduce non-linear relationships

between the covariates and TTE. The dataset was also constructed such that the time to

the second event is conditioned on the first event, introducing dependencies among events.

More specifically, the second time to event is taken as the corresponding v value instead of

the corresponding u value had it occurred first.

3.4.1.2 ADNI

This dataset is a publicly available dataset containing data on AD1. We considered the

semi-competing outcomes of AD onset and death as events. We selected a cohort of 1,604

participants, excluding left censored individuals. We considered a prediction horizon of five

years, where time was measured relative to the individual’s first encounter with the ADNI

study, and we predicted at the monthly level (T = 60). After preprocessing, described

below, each individual had 965 covariates. Overall, 28.7% of the population was event free

by t = 60, and 50.8% of the population were censored due to loss of followup.

Preprocessing. Unless otherwise mentioned, all data was taken from the ‘AD-

NIMERGE’ table. Individuals were labeled as follows. AD onset was taken as the first

encounter where the value of the ‘DX’ column was ‘Dementia’, where the time to onset was

taken as the value in the ‘Month’ column. Date of death was taken as the value of the
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‘NPDOD’ column in the ‘NEUROPATH 04 12 18’ table, and the time to death was taken

as the difference between the date of death and the date of the first visit in months. The

date of the first visit was taken as the value of the ‘update timestamp’ column at which the

corresponding value in the ‘Month’ column was zero. For those who did not experience an

event throughout their period of observation or by 60 months, the last point of observation

was the minimum of the largest corresponding value in the ‘Months’ column and 60.

Covariates, including cognitive test scores, AD-specific biomarkers, medical imaging data,

and demographics, were pre-processed such that continuous covariates were discretized

based on quintiles, discrete covariates were encoded as one-hot vectors, and infrequent (fre-

quency=1) or overly-frequent (frequency=1,603) covariates were removed. Additionally, we

discarded the symbols ‘<’ and ‘>’ from all numerical covariates whose value included such

a symbol. For example, if a value was recorded as ‘> 1.1’, we took the value of 1.1. This

was done before binning continuous covariates into quintiles.

3.4.1.3 MIMIC-III

This datast is a publicly available dataset of EHR data [75]. Experiments from this dataset

were not regulated as human subjects research since the data were de-identified. Unlike

ADNI, the data cover a smaller time scale (e.g., hours rather than years). We considered

three semi-competing outcomes: 1) acute respiratory failure (ARF), 2) shock, and 3) in

hospital mortality (death). MIMIC-III includes data pertaining to vital signs, medications,

diagnostic and procedure codes, and laboratory measurements. Each event was defined as

described by Oh et al. [124]. We considered a prediction horizon of 12 hours, where time

was measured relative to six hours after the start of an intensive care unit (ICU) encounter,

and we predicted at the hourly level (T = 12). We used data from the first 30 minutes of the

ICU encounter to avoid label leakage, excluding encounters where an event occurred within

the first six hours. This resulted in a sample of 13,801 ICU encounters corresponding to

10,947 patients. After preprocessing, described below, each encounter was associated with

3,822 covariates. Overall, 76.3% of the population was event free by t = 12, and 4.1% of the

population did not experience an event due to loss of followup.

Preprocessing. Data were extracted from the following tables: PATIENTS, ADMIS-

SIONS, ICUSTAYS, CHARTEVENTS, LABEVENTS, MICROBIOLOGYEVENTS,

1Data used in the preparation of this article were obtained from the Alzheimer’s Disease Neuroimaging
Initiative (ADNI) database (adni.loni.usc.edu). The ADNI was launched in 2003 as a public-private part-
nership, led by Principal Investigator Michael W. Weiner, MD. The primary goal of ADNI has been to test
whether serial magnetic resonance imaging (MRI), positron emission tomography (PET), other biological
markers, and clinical and neuropsychological assessment can be combined to measure the progression of mild
cognitive impairment (MCI) and early AD.
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OUTPUTEVENTS, DATETIMEEVENTS, INPUTEVENTS MV, and PROCE-

DUREEVENTS MV, and were processed using the FlexIble Data Driven pipeLinE

(FIDDLE), [162], a publicly available pre-processing tool for EHR data. To preprocess

the tables from MIMIC-III into input for FIDDLE, we used the procedure from previous

work. We then used the default settings of FIDDLE (theta 1 = 0.001, theta 2 = 0.001, and

theta freq = 1.0). In addition, we used T = 5 hours, and dt = 0.5 hours. As model input,

we used the first slice of the output corresponding to the first 30 minutes of the ICU visit.

3.4.1.4 SEER (https://seer.cancer.gov/data/)

This is a publicly available dataset containing cancer incidence data from population-based

registries, used by previous work to study competing risks [96, 200]. We considered the

competing outcomes of death due to larynx cancer and death due to pulmonary disease.

We selected a cohort of 11,374 participants between ages 60-65, excluding left censored

individuals. We considered a prediction horizon of 10 years, where time was measured

relative to the individual’s age, and we predicted at the monthly level (T = 120). Covariates

included features relating to demographics, tumor behavior, and tumor characteristics. After

preprocessing, see below, each individual was associated with 689 covariates. Overall, 21.0%

of the population was event free by t = 120, and 63.9% of the population did not experience

an event due to loss of followup.

Preprocessing. An individual’s last observed time was taken according to the ‘Survival

months’ feature. Individuals whose value was 9999 were excluded, as this indicated an un-

known observed time. Cause of death was recorded from the ‘Cause of Death to SEER site re-

code’ feature. Only individuals whose value was ‘00000’, ‘22020’, or ‘50130’ were included, as

these codes corresponded to being alive, experiencing death due to larynx cancer, and death

due to pulumonary disease, respectively. That is, we excluded individuals who died from

causes other than the ones we considered. We used the ‘yr1975 2016.seer9/RESPIR.TXT’

file as our source of data. Covariates were pre-processed such that continuous covariates

were discretized based on quintiles, discrete covariates were encoded as one-hot vectors.

3.4.2 Baselines

We compare our approach with the following baselines. We also perform an ablation study

as outlined in Section 5.2.

Independent: This approach learns a separate model for each event and assumes that

the time-to-events among all events are independent. This baseline, though simplistic, is

most commonly used in clinical research [40]. Our implementation uses a series of separate
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feed forward networks. It is trained to predict at the given time scale only, minimizing the

forward consistency term of Lg.

DeepHit: This approach [96] models all events simultaneously in a single model, but

was designed for competing risks (where the occurrence of one event prevents the occurrence

of the other events) in that it assumes
∑T

t=1

∑K
k=1 pk[t] = 1. It accounts for dependencies

among events via θ but not for individuals who experience no event by time T . It is trained

using the forward consistency term of Lg and predicts at the time scale of the original

task only. For the non-competing risks datasets, we adapt DeepHit by instead assuming∑T
t=1 pk[t] = 1 for k = 1, 2, ..., K. For the semi-competing risks datasets, we also predict

P (e /∈ {1, 2, ..., T}). This baseline allows us to explore whether approaches for competing

risks generalize to other multi-event settings.

Figure 3.4: Local consistency. The red and blue curves represent individuals i = 1, 2, and
the dashed and solid curves represent events E = 1, 2, respectively. The curves are globally
(top), but not locally (bottom) consistent. i = 1: inconsistent at o

(1)
2 . i = 2: inconsistent at

o
(2)
1 and o

(2)
2 . We assume that both events occur in both individuals.

Oracle: An ‘approach’ with access to the ground truth TTE distributions that we use

on the synthetic data only. It provides an upper bound for performance.
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3.4.3 Evaluation

We evaluate using measures of both global and local consistency. For global evaluation,

we report the average C-index, as in previous work [96, 81], and average global consistency

across all events. For event, k, we compute the global consistency as in Eq. 3.3. |Ck| is the
size of Ck (i.e., the number of comparable individuals). Let Tk(i, j) (defined below) be the

set of comparable time points for individuals i and j with size |Tk(i, j)|.

1

|Ck|
∑
i,j∈Ck

1

|Tk(i, j)|
∑

t∈Tk(i,j)

I(ŝ(i)k [t] < ŝ
(j)
k [t])

Tk(i, j) := {t|c(i)k = 0 ∧ (o
(i)
k ≤ t < o

(j)
k ∨ (o

(i)
k = t = o

(j)
k ∧ c

(j)
k = 1))}

(3.3)

Unlike past work, we measure local consistency, as it is critical that multi-event models can

discriminate among events within an individual (Figure 3.4). We compute it for individual

i as in Eq. 3.4. Let Ci be the set of comparable events with size |Ci|, and let T i(j, k) be

the set of comparable time points for events j and k with size |T i(j, k)| (defined below). We

report the average among all individuals.

1

|Ci|
∑

j,k∈|Ci|

1

|T i(j, k)|
∑

t∈T i(j,k)

I(ŝ(i)j [t] < ŝ
(i)
k [t])

Ci := {(j, k)|c(i)j = 0 ∧ (o
(i)
j < o

(i)
k ∨ (o

(i)
j = o

(i)
k ∧ c

(i)
k = 1))}

T i(j, k) := {t|c(i)j = 0 ∧ (o
(i)
j ≤ t < o

(i)
k ∨ (o

(i)
j = t = o

(i)
k ∧ c

(i)
k = 1))}

(3.4)

3.4.4 Implementation Details

For each dataset, we randomly split the data into 60/20/20% training/validation/test, and

data from the same individual did not appear across splits. All models were trained in

Python3.6 and Pytorch [128], using Adam [84]. Hyperparameters, including the learning

rate, L2 regularization constant, and objective function scalars (e.g., α), were tuned using

a random grid search, with a budget of 20. We used early stopping based on validation

set performance, where we aimed to maximize the average of the proposed global and local

consistencies. All network layers were initialized with Xavier initialization from a uniform

distribution. We report results on the held-out test set, with error bars representing empirical

95% confidence interval (CI)s from 1,000 bootstrapped samples. More details about the

implementation are here: https://github.com/MLD3/Hierarchical_Survival_Analysis.
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(a) Synthetic (b) ADNI (c) MIMIC-III (d) SEER

Figure 3.5: Comparison to existing approaches. Our approach outperforms state-of-the-art
approaches in different multi-event settings across different metrics. Error bars represent
empirical 95% confidence intervals. In order, the datasets represent the general multi-event
setting, semi-competing risks, semi-competing risks, and competing risks.

3.5 Results and Discussion

Here, we evaluate the proposed approach on out four datasets.

3.5.1 How Does the Proposed Approach Perform?

As shown in Figure 3.5, the proposed method noticeably outperforms both baselines on all

datasets. For SEER, the proposed method achieved a global and local consistency of 0.80

(95% CI=0.77-0.82) and 0.78 (95% CI=0.74-0.82), while using DeepHit achieved a global

and local consistency of 0.79 (95% CI=0.77-0.82) and 0.77 (95% CI=0.73-0.81), respectively.

The poorer performance of our adaptation of DeepHit to the non-competing risks datasets

suggests that it does not generalize well to other settings. We also include a qualitative

comparison of the survival curves from our approach with those of when we predict the

original task directly (e.g., DeepHit) on the synthetic data. From eight randomly selected

examples from the held-out test set, we observe that there is only one sample on which the

survival curve from our approach resembles the ground truth less closely (Figure 3.6).

3.5.2 Do Hierarchical Predictions Help?

To assess the extent to which the hierarchical component improved performance, we per-

formed an ablation study. Our ablations are as follows. To control for the number of network

parameters, the overall network size was kept constant. Adapted DeepHit (DA): We gen-

eralized previous work to the multi-event setting [96] and implemented it as described in

our adaptation of DeepHit to the non-competing risks datasets. Proposed minus hier-

archical (-HA): We built from DA such that Lg penalizes at the first and last relevant

time points, and we account for individuals who remain event free by time T . It assesses

33



Figure 3.6: Comparison of survival curves. For seven out of eight randomly selected instances
from the test set, the survival curves from our approach are similar to or more closely match
the ground truth compared to predicting the original task directly.

the proposed approach without the hierarchical component. DA +architecture (A): This

ablation builds from -HA in that it utilizes the proposed architecture as opposed to a vanilla

feed forward network. It serves to assess the effectiveness of the hierarchical architecture.

DA +supervision (S): This ablation builds from -HA in that we supervise along multiple

time scales instead of that from the original task. It serves to assess the effectiveness of the

hierarchical supervision. Our proposed method (P) combines A and S builds from -HA

in that we utilize the hierarchical architecture and loss function.

Results are shown in Table 3.2. First, notice that the addition of the hierarchical compo-

nent improves over the baselines across all datasets and all evaluation metrics. The magni-

tude of improvement is larger in MIMIC-III than the other real datasets. We hypothesize that

this is due to the increased difficulty from modeling three events instead of two. The larger

performance gains in local consistency compared to the other metrics on most datasets also

show the that proposed approach is effective in modeling interdependencies among events.

Second, increased supervision over Lg and accounting for individuals who remain event free

by time T led to large improvements in performance. This is likely because over 20% of

individuals in each dataset were event free throughout the horizon. In addition, we observe

that both the hierarchical architecture (A) and supervision along multiple time scales (S)

improve performance compared to -HA.
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Dataset Approach C-index
Global Local

Consistency Consistency

Synthetic
DA .61(.59-.63) .58(.56-.60) .60(.57-.63)
-HA .73(.71-.75) .73(.72-.75) .77(.74-.81)
A .76 (.74-.77) .76 (.74-.77) .82 (.79-.85)
S .73 (.71-.74) .73 (.72-.75) .79 (.76-.82)
P .77(.76-.79) .77(.76-.79) .83(.80-.86)

ADNI
DA .82(.74-.88) .80(.72-.78) .95(.92-.97)
-HA .90(.88-.92) .89(.87-.91) .95(.90-.98)
A .91 (.89-.93) .90 (.89-.92) .95 (.90-.98)
S .90 (.88-.92) .90 (.88-.92) .96 (.93-.98)
P .91(.88-.93) .90(.88-.92) .97(.94-.98)

MIMIC
DA .60(.58-.63) .56(.54-.58) .65(.63-.67)
-HA .66(.63-.69) .66(.63-.69) .74(.71-.78)

-III A .67 (.65-.70) .67 (.65-.70) .75 (.71-.78)
S .67 (.64-.70) .67 (.64-.70) .75 (.71-.78)
P .68(.65-.70) .68(.65-.70) .75(.71-.78)

SEER
DA .79(.76-.81) .78(.75-.80) .75(.71-.80)
-HA .79(.77-.81) .79(.76-.81) .76(.72-.80)
A .80 (.78-.82) .79 (.77-.82) .77 (.72-.81)
S .80 (.78-.82) .80 (.77-.82) .77 (.73-.81)
P .80(.78-.83) .80(.77-.82) .78(.74-.82)

Table 3.2: Ablation study. The highest values are bold. Error bars show empirical 95%
CIs. Abbreviations are as follows: DA: Adapted DeepHit for multiple events, -HA: Pro-
posed without hierarchical component, A: DA with hierarchical architecture, S: DA with
hierarchical supervision, P: Proposed approach

3.6 Conclusion

We introduced a novel approach for multi-event survival analysis. It utilizes a novel hier-

archical structure that divides the task of predicting event occurrence over a time horizon

T into a series of simpler, yet practically relevant, subtasks that iteratively build on one

other. On both synthetic and real datasets, we showed that the proposed method led to

improvements over well-accepted baselines across different performance metrics. Through

ablations, we demonstrated the effectiveness of the hierarchical component.

Going forward, one might consider extensions for recurrent events. It may also be worth

considering how to optimally partition the horizon to improve performance. Although our

approach focused on the general concept of dividing the horizon into a series of easier sub-

tasks, how exactly the horizon should be divided has yet to be answered (e.g., should we

divide the horizon in half or into thirds). In addition, it may also be interesting to explore
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how different partitions can be combined, since the approach currently has the limitation

that it cannot take advantage of temporal relationships at the bin edges. Nonetheless, this

work represents an important foundation for future work in multi-event survival analysis.
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CHAPTER 4

Learning with Instance-Dependent Label

Noise

4.1 Introduction

Motivation and Problem Setting. Datasets used to train machine learning models can

contain incorrect labels (i.e., label noise), which can lead to overfitting. In survival analysis,

there are two layers of label noise. The first is noise with respect to whether the event

occurred, and the second is noise with respect to the timing of the event. Here, we consider

noise with respect to whether the event occurred, which is analogous to a classification

task. Thus, we consider classification more broadly in this chapter. While label noise in

classification is widely studied, the majority of past work focuses on instance-independent

label noise (i.e., when the noise is independent from an instance’s features) [160]. However,

label noise can depend on instance features [179, 24], leading to different noise rates within

subsets of the data. Furthermore, in settings where the noise rates differ with respect to

a sensitive attribute, this can lead to harmful disparities in model performance [105]. For

example, consider the task of predicting cardiovascular disease among patients admitted to

a hospital. Compared to male patients, female patients may be more likely to be under-

diagnosed [113] and thus mislabeled, potentially leading to worse predictions for female

patients. Although instance-dependent label noise has recently received more attention [29,

187, 173], the effect of these approaches on model bias has been relatively understudied

[105]. Here, we address current limitations and propose a novel method for learning with

instance-dependent label noise in a setting inspired by healthcare, specifically examining how

modeling assumptions affect existing issues around potential model bias.

Gaps in Existing Work. Broadly, current work addressing instance-dependent label

noise takes one of two approaches: 1) learn to identify mislabeled instances [28, 186, 204], or

2) learn to optimize a noise-robust objective function [41, 178]. In the first category, instances

identified as mislabeled are either filtered out [83] or relabeled [15]. In some settings, this
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approach can have a negative effect on model bias. From our example on cardiovascular

disease, approaches that filter out mislabeled individuals could ignore more female patients,

since they have a potentially higher noise rate. While relabeling approaches use all available

data, they can be sensitive to assumptions around the noise distribution [92]. In the second

category, current approaches rely on objective functions that are less prone to overfitting to

the noise and use all of the data [25]. However, past work has empirically shown that these

improve discriminative performance the most when used to augment filtering approaches,

and thus, the limitations described above still potentially hold.

Our Idea. In light of these limitations, we propose an approach that addresses instance-

dependent label noise, makes no assumptions about the noise distribution, and uses all data

during training. We focus on a setting that frequently arises in healthcare, where we are given

observed labels for a condition of interest (e.g., cardiovascular disease) and have a clinical

expert who can evaluate whether the observed labels are correct for a small subset of the

data (e.g., by manual chart review). Using this subset, which we refer to as the ‘alignment’

set, we learn the underlying pattern of label noise in a pre-training step. We then minimize

a weighted cross-entropy over all the data. Note that our alignment set is a special case of

anchor points [104], with the added requirement that the set contains instances for which

the ground truth and observed labels do and do not match.

On synthetic and real data, we demonstrate that our approach improves on state-of-the-

art baselines from the noisy labels and fairness literature, such as stochastic label noise [25]

and group-based peer loss [174]. Overall, our contributions include:

• A novel approach to learn from datasets with instance-dependent noise that highlights

a setting frequently found in healthcare

• A systematic examination of different settings of label noise, evaluating discriminative

performance and bias mitigation

• Empirical results showing that the proposed approach is robust to both to the noise

rate and amount of noise disparity between subgroups, reporting the model’s ability

to maintain discriminative performance and mitigate potential bias

• A demonstration of how performance of the proposed approach changes when assump-

tions about the alignment set are violated

Organization. The rest of this chapter is as follows. First, we present some background

information on how previous work addresses label noise 1) in the context of general clas-

sification, 2) in the context of fairness, and 3) with the use of anchor points. Then, we

describe our approach and how anchor or alignment sets can be used to address label noise
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and mitigate bias. Finally, we describe experiments on synthetic and real data in which we

evaluate our approach to state-of-the-art baselines from the literature.

4.2 Related Work

Past approaches generally fall into two categories. The first aims to identify mislabeled

instances via filtering heuristics or by estimating the probability of mislabeling [129, 99,

29]. The second adapts regularization techniques, such as label smoothing and contrastive

learning to the noisy labels setting [112, 116, 192, 103]. We also examine how biases in

instance-dependent label noise have been tackled in the fairness literature. Finally, we review

how past work has leveraged additional information in cases where both ground truth and

observed labels are available for a small subset of the data.

4.2.1 Identifying Mislabeled Data

Approaches that learn to identify mislabeled instances fall into two sub-categories: 1) filtering

approaches and 2) relabeling approaches. Filtering approaches use heuristics to identify

mislabeled instances (e.g., MentorNet [70], Co-teaching [54], FINE [83]). Many are based

on the idea that correctly labeled instances are easier to classify than mislabeled instances

(i.e., the memorization effect) [7]. For example, mislabeled instances could be those that the

model incorrectly classifies [170, 82, 164, 26], have a high loss value [194], or significantly

increase the complexity of the model [46]. Given the identified mislabeled instances, these

approaches either ignore them during training [201] or treat them as ‘unlabeled’ and apply

techniques from semi-supervised learning (e.g., DivideMix [99], SELF [120]).

For binary classification, some approaches ‘correct’ (i.e., switch) the observed label for

such instances [53, 203]. Building on this idea, others use a transition function to estimate the

probability of the observed label being correct. Model predictions can then be adjusted by

applying the transition function to the classifier’s predictions for each class. Some manually

construct the transition function from expert knowledge [129], while others learn it [189, 191,

195, 187, 202, 15, 71, 10, 27, 100]. However, such approaches often make assumptions on the

form of the noise distribution, and results can be sensitive to the choice of distribution [92].

To date, much of the work described above assumes instance-independent label noise (i.e.,

mislabeling is independent of the features). However, when this assumption is violated, the

model may overfit to the noise [107]. From an emerging body of work in instance-dependent

label noise [29, 187, 177, 205], current approaches remain limited in that they still rely on

filtering heuristics. This introduces the limitation that disproportionately more instances
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from subsets of the data where the noise rate is higher can be ignored during training.

4.2.2 Noise-Robust Loss Functions

Prior work also examines how regularization techniques can be adapted to the noisy labels

setting, addressing issues related to overfitting on noisy data [116, 107, 38]. Label smoothing,

and in some cases negative label smoothing, were found to improve accuracy on both correctly

labeled and mislabeled data [107, 178]. With this approach, the observed labels are perturbed

by a small, pre-determined value, with all labels receiving the same perturbation at every

training epoch. Follow-up work found that, instead of applying the same perturbation at each

epoch, adding a small amount of Gaussian stochastic label noise (SLN) at each epoch resulted

in further improvements, as it helped to escape from local optima [25]. However, these

approaches were most beneficial in the context of augmenting existing methods that identify

mislabeled instances (e.g., stochastic label noise is applied to instances that are identified

as correctly labeled by filtering approaches), and thus, potentially suffer from the same

limitations. Alternatively, recent work has also proposed perturbing the features instead of

the labels to encourage consistency in the model’s predictions [38], though mainly in the

context of instance-independent label noise. Others have proposed noise-robust variations of

cross entropy loss [41, 173] but generally relied on assumptions like the memorization effect.

4.2.3 Label Noise and Bias

More recently, the issue of bias and overall performance among subsets of the data in the

presence of label noise has been addressed within the fairness literature. For example, when

the frequencies at which groups (usually defined by a sensitive attribute) appear are differ-

ent within a dataset, past work has shown that common approaches for addressing label

noise can increase the prediction error for minority groups (i.e., rarer groups) [105]. To

reduce bias in model performance resulting from label noise, past work proposed to re-

weight instances from groups during training where model performance is poorer [68] in the

instance-independent setting. Others have used peer loss [106] within groups [174] in cases

where the noise depends only on the sensitive attribute. Recently, [184] examined the more

general instance-dependent case in which the noise can depend on features other than the

sensitive attribute. However, their approach required instances features to be grouped into

distinct categories, such as root features and low-level features, which may not be well de-

fined or available in all settings. Here, root features refer to features that are known not

to be affected by group membership, and low-level features are those that are known to be

affected by the root features, group membership, as well as any unobserved latent features.
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4.2.4 Anchor Points for Addressing Label Noise

In some noisy labels settings, a small subset of data with both observed and ground truth

labels is available. For example, consider the example of automated EHR labeling. In

order to evaluate the performance of a labeling tool, one must compare the labels from the

automated labeling tool to a subset of data with ground truth labels. In these settings, such a

subset is usually called an anchor set, and instances whose ground truth and observed labels

are known are called anchor points. Anchor points are generally used to learn a transition

function [188, 187, 15] or for label correction directly [185].

4.2.5 How We Differ

We build from previous work in label noise and address key limitations. Generally, many

state-of-the-art approaches [160] are limited in that they do not consider instance-dependent

noise, do not consider the potential consequences of bias in label noise, or do not leverage the

information our setting provides. We tackle these limitations by accounting for differences in

noise rates among subsets of the data and taking advantage of additional information that

can be found in our setting.

4.3 Methods

We introduce a two-stage approach for learning with instance-dependent label noise that

leverages a small set of alignment points for which we have both observed and ground truth

labels. Here, we define our notation and approach.

Notation Description

g number of groups
ŷ ∈ [0, 1] predicted class probabilities
ỹ ∈ {−1, 1} observed label
y ∈ {−1, 1} ground truth label

β̂ = P (y = ỹ|ỹ,x;ϕ) prediction of label correctness
A alignment set, has a instances

A non-alignment set, a instances
θ main model parameters
ϕ auxiliary model parameters

Table 4.1: Notation. A summary of notation used throughout. Superscripts in parentheses
specify instances (e.g., x(i)). Subscripts specify indexes into a vector (e.g., xi)
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4.3.1 Notation and Setting

Our notation is summarized in Table 4.1, with additional notation defined throughout

as needed. Our dataset, D = A ∪ A consists of instances in A = {x(j), ỹ(j), y(j)}aj=1 and

A = {x(i), ỹ(i)}ai=1. A is the set of alignment points (i.e., the alignment set), where both ỹ(j)

and y(j) are known, and we assume that it includes instances where ỹ(i) ̸= y(i). Alignment

points are a special case of anchor points [104], where points that do and do not have

matching observed and ground truth labels are both required. A is the non-alignment set and

contains instances for which we do not know the ground truth labels. In the presence of noisy

labels, we assume that whether ỹ == y is dependent on x (i.e., P (ỹ == y) ̸= P (ỹ == y|x)).
Given this dataset, we aim to train a model to learn f : Rd → [0, 1] (i.e. the function used to

predict the ground truth labels), so that we can map unseen instances into one of two classes

based on their feature vectors. Our learned model parameters, θ, are such that the output

of the corresponding model represents the predicted class probabilities, (i.e., ŷ). Although

we focus on binary classification, our setup can be applied to multiclass classification.

4.3.2 Justification and Desired Properties

Our setting is inspired by the use of pragmatic labeling tools in healthcare. Such tools are

often based on various components of the EHR, and they are applied to identify cohorts

or outcomes of interest [168, 121, 167, 197, 66]. However, while practical, such definitions

are not always reflective of the ground truth, and thus, require validation through manual

chart review. This is often done on a randomly chosen subset of individuals, which can be

constructed to represent the target population and account for known heterogeneity. As a

result, f is the function that predicts whether the condition is actually present, and the

alignment set is the chart reviewed subset used to help learn f .

Through our approach, we aim to achieve: 1) robustness to the overall noise rate and 2)

robustness to differences in noise rates between groups (i.e., the noise disparity). Revisiting

our motivating example with EHR-based labeling tools, previous work has shown that label-

ing tools for rarer conditions such as drug-induced liver injury and dementia are more likely

to be less reliable than those for common conditions [85]. Similar to how different noise rates

can arise in practice, differences in noise rates between subgroups can also vary in practice

[87]. As a result, achieving these properties can potentially make our approach generalize to

a wide variety of settings.
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4.3.3 Proposed Approach

Here, we describe the proposed network and training procedure.

(a) Network (b) Training pipeline

Figure 4.1: Our Approach. a) The model predicts, ŷ, at training and inference time using
θ. At training time, it also predicts whether the observed label is correct using ϕ. θ and
ϕ are pre-trained using A and then fine tuned with the complete dataset. b) We pretrain
the model using the alignment points, then train on the noisy data. Lθ, Lϕ, and L′

θ are the

objectives for the alignment points, label confidence score (β̂ϕ), and noisy data, respectively.
α1, α2, γ are scalar hyperparameters.

Proposed Network. Our proposed network (Figure 4.1a) consists of two components.

The first, parameterized by θ, is a feed-forward network that uses feature vector x to predict

the class probability, ŷ = P (y = 1|x; θ). The second component, parameterized by ϕ, is

an auxiliary feed-forward network that uses observed label ỹ and features x to compute

β̂ = P (y == ỹ|ỹ,x;ϕ), an instance-dependent prediction for whether the observed label is

correct based on x and ỹ. β̂ can be considered as a confidence score for the observed label,

with higher values indicating higher confidence. Learning β̂ models the underlying pattern

of label noise by forcing the model to learn which instances are correctly labeled. We use β̂

to reweight the objective function during the second step of training, as described below. By

including the observed label as input to ϕ, our approach also applies to instance-independent

label noise because it accounts for the case when the underlying pattern of label noise does

not depend on the features. In order to learn β̂, we assume that the label noise pattern

can be represented as some function, though the specific form of this function (e.g., linear)

does not need to be known. During training, we compute the loss using the outputs from

both networks. At inference time (i.e., in practical use after training), we compute the class

predictions from the network parameterized by θ only since ỹ is unavailable.

Training Procedure. Our training procedure is summarized in Figure 4.1b and Algo-

rithm 2. In Step 1, we pre-train both networks using the alignment points, A, minimizing
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Algorithm 2 Proposed approach. Here, ‘stopping criteria’ may refer to any stopping cri-
teria, such as early stopping. The Freeze() function takes as input model parameters and
freezes them, and Unfreeze() takes as input model parameters and unfreezes them.

Input: {x(i), ỹ(i), y(i)}i∈A, {x(i), ỹ(i)}i/∈A, θ′, ϕ′

Output: p̂k, estimated distribution of occurrence at the original time scale
Hyperparameters: Scalars α1, α2, γ

Train ({x(i), ỹ(i), y(i)}i∈A, {x(i), ỹ(i)}i/∈A, θ′, ϕ′)

1. While ¬(stopping criteria) (Step 1)

(a) ŷ = θ′(x) (Predict label)

(b) β̂ϕ = ϕ′(x, ỹ) (Predict label confidence)

(c) Lθ =
−1
|A|
∑

i∈A
∑c

j=1 I
(
y(i) == j

)
log
(
ŷ
(i)
j

)
(d) Lϕ = −1

|A|
∑

i∈A I
(
ỹ(i) == y(i)

)
log
(
β̂
(i)
ϕ

)
+ I
(
ỹ(i) ̸= y(i)

)
log
(
1− β̂(i)

ϕ

)
(e) Loss = Lθ + α1Lϕ

(f) Update model parameters and then compute stopping criteria

2. θ, ϕ← θ′, ϕ′ then Freeze(ϕ)

3. While ¬(stopping criteria) (Step 2)

(a) ŷ = θ′(x) and β̂ϕ = ϕ′(x, ỹ)

(b) Lθ =
−1
|A|
∑

i∈A
∑c

j=1 I
(
y(i) == j

)
log
(
ŷ
(i)
j

)
(c) Lϕ = −1

|A|
∑

i∈A I
(
ỹ(i) == y(i)

)
log
(
β̂
(i)
ϕ

)
+ I
(
ỹ(i) ̸= y(i)

)
log
(
1− β̂(i)

ϕ

)
(d) L′

θ =
−1
|A|

∑G
k=1

1
1−r̂k

∑
i∈A∩gk

∑c
j=1

β̂
(i)
ϕ I
(
ỹ(i) == j

)
log
(
ŷ
(i)
j

)
(Weighted loss)

(e) If ϕ is frozen (Step 2a)

i. Loss = Lθ′ + γLθ

ii. Unfreeze(ϕ) then Freeze(θ)

(f) Else (Step 2b)

i. Loss = Lθ′ + α2Lϕ

ii. Unfreeze(θ) then Freeze(ϕ)

(g) Update model parameters and then compute stopping criteria

4. Return θ, ϕ (Final model parameters)
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an objective function based on cross entropy: θ′, ϕ′ = argminθ,ϕLθ + α1Lϕ. α1 ∈ R+ is a

scalar hyperparameter; θ′ and ϕ′ are parameters that represent the initial values of θ and

ϕ. Lθ is the cross-entropy loss between the class predictions and ground truth labels. It

aids in learning the parameter values for θ, and thus, the model’s decision boundary. I is an
indicator function.

Lθ =
−1
|A|
∑
j∈A

I
(
y(j) == 1

)
log
(
ŷ(j)
)
+ I
(
y(j) == −1

)
log
(
1− ŷ(j)

)
Lϕ is the cross-entropy loss between the predicted confidence score β̂(j) and the actual agree-

ment between ỹ(j) and y(j). It aids in learning the weights for ϕ, and thus, the underlying

label noise pattern.

Lϕ =
−1
|A|
∑
j∈A

I
(
ỹ(j) == y(j)

)
log
(
β̂(j)
)
+ I
(
ỹ(j) ̸= y(j)

)
log
(
1− β̂(j)

)
In Step 2, we initialize θ and ϕ as θ′ and ϕ′ and fine tune using the complete dataset. Step 2

consists of two parts, Step 2a and Step 2b. Each part aims to improve a specific component

of the network (e.g., θ) using another component of the network (e.g., ϕ). We begin with

Step 2a, move to Step 2b, and continue to alternate between Step 2a and Step 2b in a

manner similar to expectation maximization so that we continually improve both θ and ϕ.

In Step 2a, we freeze ϕ and find θ that minimizes the objective L′
θ + γLθ. γ ∈ R+ is a scalar

hyperparameter. In Step 2b, we freeze θ and find ϕ that minimizes the objective L′
θ +α2Lϕ.

α2 ∈ R+ is a scalar hyperparameter. L′
θ computes the cross-entropy loss over the potentially

noisy, non-alignment points. Each instance is weighted by the model’s confidence in whether

the observed label is correct via β̂(i), taking advantage of the model’s learned noise pattern.

Our approach aims to mitigate bias by up-weighting groups, k = 1, 2, ..., g with a higher

estimated noise rate, r̂k, so that they are not dominated by/ignored compared to groups

with a lower estimated noise rate.

L′
θ =
−1
|A|

g∑
k=1

1

1− r̂k

∑
i∈A∩Gk

∑
j∈{−1,1}

β̂
(i)
ϕ I
(
ỹ(i) == j

)
log
(
ŷ
(i)
j

)

We calculate 1− r̂k is as follows. We introduce sets Gk for k = 1, 2, ..., g to represent disjoint

subgroups of interest in the data, which are assumed to be known in advance. Ga ∩Gb = ∅
for all a = 1, 2, ..., g, b = 1, 2, ..., g with a ̸= b and ∪gk=1Gk = D. Each group Gk is then

associated with estimated noise rate r̂k = 1
|Gk|

∑
i∈Gk

1 − β̂(i). Although weighting each

instance by β̂ is a form of soft filtering, weighting each group by the inverse of its overall
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‘clean’ rate avoids the effect of de-emphasizing groups with higher predicted noise rates. As a

result, the expected value of L′
θ with respect to β̂ is equal to the cross-entropy loss between

the model’s predictions and ground truth labels (shown in Appendix B). However, this

assumes accurate estimates of β̂. Thus, we expect that the proposed approach will perform

best when the alignment set is representative of the target population. In scenarios where

the alignment set is biased (e.g., some groups are underrepresented), if the learned noise

function does not transfer to the underrepresented group, then the proposed approach may

not be beneficial. In our experiments, we test this.

During Step 2a, L′
θ is used to train θ by learning to predict ŷ such that it matches observed

label ỹ on instances that are predicted to be correctly labeled. During Step 2b, L′
θ is used

to train ϕ. Here, since θ is frozen and ϕ is not, the network learns to predict the optimal β̂.

Based on L′
θ alone, there are two possible options to learn β̂: 1) consistently make β̂ close

to 0, and 2) predict β̂ such that it is close to 1 when ŷ matches ỹ and close to 0 when ŷ does

not match ỹ. Since ỹ is used as a proxy for y in this step, the second option aligns with what

we want β̂ to represent. To encourage this over the first option (i.e., consistently predicting

0 for β̂), we include Lϕ in Step 2b, which is not minimized by consistently predicting 0

for β̂. Note that, in Step 2b, we rely on the cluster assumption [157] from semi-supervised

learning, which broadly states that labeled data fall into clusters and that unlabeled data aid

in defining these clusters. In the context of Step 2b, ‘labeled’ and ‘unlabeled’ are analogous

to whether we know if the ground truth and observed labels match (i.e., alignment point

versus non-alignment point), rather than the actual class labels. As a result, we also rely on

the alignment set being representative of the target population here to avoid dataset shift.

In contrast to previous filtering approaches, our approach utilizes all data during training.

Moreover, it does not require a specialized architecture beyond the auxiliary network to

compute β̂. Thus, it can be used to augment existing architectures.

4.4 Experimental Setup

We empirically explore the performance of our proposed approach relative to state-of-the-

art baselines on five benchmark prediction tasks with two different label noise settings. We

aim to test 1) the extent to which our desired properties hold, 2) the extent to which the

proposed approach is robust to changes in the composition of the alignment set, and 3) which

components of the proposed approach contribute the most.
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4.4.1 Datasets

We consider five different binary prediction tasks on four datasets from several domains with

synthetic and real datasets. Though inspired by healthcare, we also consider domains outside

of healthcare to show the broader applicability of our approach in areas where harmful biases

can arise (e.g., predicting recidivism and income). Throughout our experiments, we start by

assuming the labels in the dataset are noise free, and we inject varying amounts of synthetic

label noise. In this subsection, we describe the tasks, features, and ‘ground truth’ labels we

use. The next subsection will describe how we introduce synthetic label noise.

4.4.1.1 Synthetic

We generate a dataset containing 5,000 instances according to the generative process shown

below. The positive rates for the majority and minority groups are 37.5% and 32.3%, respec-

tively. Note that the Percentile(p, {z}) function outputs the pth percentile over all values

in {z}. We defined the feature at index 0 to be a synthetic sensitive attribute. Instances

with values below the 20th percentile for this feature were considered as the ‘minority’, and

the rest were considered as the ‘majority’. Features 10-19 for the majority instances and

features 20-29 for the minority instances were set to 0 to provide more contrast between the

two groups. For individual i,

d = 30,x(i) ∼ N(0, 1)30 w ∼ N(0, 1)30, z(i) = x(i) ·w

y(i) = 1 ifz(i) > Percentile(50, {z(j)}5000j=1 ) else 0

x
(i)
j = 0 for j = 10, 11, ..., 19 if x

(i)
0 > Percentile(20, {x(j)0 }5000j=1 )

x
(i)
j = 0 for j = 20, 21, ..., 29 if x

(i)
0 < Percentile(20, {x(j)0 }5000j=1 )

4.4.1.2 MIMIC-III

Within the healthcare domain, we leverage a publicly available dataset of electronic health

record data [75]. We consider two separate prediction tasks: onset of 1) acute respiratory

failure (ARF) and 2) shock in the ICU [124] using the four hour prediction setup for both

tasks as described by [162], resulting in 15,873 and 19,342 ICU encounters, respectively.

We used the same features as [162] for our tasks, where more information can be found at

https://physionet.org/content/mimic-eicu-fiddle-feature/1.0.0/. Each encounter had 16,278

and 18,186 features for each task respectively. We consider groups based on race, with

about 70% of patients being white (positive rate 4.5% [ARF], 4.1% [shock]) and 30% being

non-white (positive rate 4.4% [ARF], 3.7% [shock]).
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4.4.1.3 Adult

Outside of healthcare, we leverage a publicly available dataset of census data [36]. We

consider the task of predicting whether an individual’s income is over $50,000. This dataset
includes data pertaining to age, education, work type, work sector, race, sex, marital status,

and country. Its training and test sets contain 32,561 and 16,281 individuals, respectively.

We use a pre-processed version of this dataset1 and randomly select 1,000 individuals out

of 32,561 for training. We also only include features pertaining to age, education, work

type, marital status, work sector, and sex to make the task more difficult (see below). After

preprocessing, each individual was associated with 56 features, and all features had a range

of 0-1. We consider groups based on sex, with 67.5% of individuals being male (positive rate

30.9%) and 32.5% being female (positive rate 11.3%).

Preprocessing. Although, we used a pre-processed version of this dataset, we omitted

features pertaining to education, work type, and work sector to make the task more difficult.

More specifically, in the file ‘headers.txt’ at the repository mentioned in Footnote 1, we kept

all features beginning with ‘age’, ‘workclass’, ‘education’, ‘marital status’, and ‘occupation’.

We also kept the ‘Sex Female’ feature. The remaining features were excluded to make

the task more difficult. Values were normalized for each feature to have a range of 0-1

by subtracting by the minimum value observed among all individuals and dividing by the

range. During training, we only used 1,000 randomly selected individuals from the provided

dataset to make the task more difficult, since there would be fewer samples from which to

learn. We made the task more difficult for this dataset to further highlight the differences

in performance between the approaches.

4.4.1.4 COMPAS

Like the Adult dataset, we leverage publicly available dataset outside of healthcare collected

by ProPublica from Broward County, Florida, USA [4]. We consider the task of predicting

recidivism within two years, i.e., whether a criminal defendant is likely to re-offend. COM-

PAS (Correctional Offender Management Profiling for Alternative Sanctions) includes data

pertaining to age, race, sex, and criminal history. We use a pre-processed version of this

dataset2 and also normalize each feature to have a range of 0-1 (see below). After prepro-

cessing, the dataset included 6,172 individuals with 11 features per individual. We consider

groups based on race, with 65.8% of individuals being white (positive rate 39.1%) and 34.2%

being non-white (positive rate 44.5%).

1https://github.com/AissatouPaye/Fairness-in-Classification-and-Representation-Learning
2https://www.kaggle.com/danofer/compass
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Preprocessing. Although, we used a pre-processed version of this dataset, we omitted

the feature ‘score factor’ (i.e., the risk score for recidivism from the ProPublica model) to

make the task more difficult. Values were normalized for each feature to have a range of 0-1

by subtracting by the minimum value observed among all individuals and dividing by the

range of values among all individuals.

4.4.2 Adding Label Noise

To test the robustness of our approach in different settings of label noise, we introduce

synthetic instance-dependent label noise to our datasets. Like past work [160], our setup

is limited for the real datasets because our added noise is synthetic and we use the labels

provided in the dataset as ground truth, since we do not have access to actual ground truth

labels on these public datasets.

To introduce instance-dependent noise, mislabeling was a function of the features. Let

wm ∼ N(0, 0.33)D and zm = σ(x ·wm), where σ is the sigmoid function, denote the coeffi-

cients describing the contribution of each feature to mislabeling and the risk of mislabeling,

respectively. Whether an instance was mislabeled was based on zm and the desired noise

rate. For example, for a noise rate of 30%, instances whose value for zm was above the 70th

percentile had their labels flipped. This allowed us to vary the noise rate within subgroups

in a straightforward manner. Across datasets, we focused on cases where the noise rate in

the ‘minority’ population was always greater than or equal to that of the ‘majority’ group

since this is more likely to occur [161].

4.4.3 Evaluation Metrics

We evaluate our proposed approach in terms of discriminative performance and model bias.

For discriminative performance, we evaluate using the AUROC (higher is better).

With respect to model bias, while there exist many different measures, we focus on EO

[55], since it is commonly used in the context of healthcare [132, 190, 196], when similar

performance across groups is desired [141, 133]. Because EO focuses on the difference between

the true and false positive rates among groups, it is applicable to many settings in healthcare

since the consequences of failing to treat a patient in need [135, 18], or giving an inappropriate

treatment [17, 118] can be serious. More specifically, we measure the AUEOC [34] (higher

is better). For classification threshold τ , we calculate the EO (denoted EO(τ)) between the

groups. The AUEOC is obtained by plotting EO(τ) against all possible values of τ and

calculating the area under the curve.

We compute the harmonic mean (HM) between the AUROC and AUEOC to highlight how
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the different approaches simultaneously maintain discriminative performance and mitigate

bias. In the HM the worse performing metric dominates. For example, if a classifier has

AUROC=0.5 and AUEOC=1.0, the HM will emphasize the poor discriminative performance.

4.4.4 Baselines

We evaluate our proposed approach with several baselines to test different hypotheses.

Standard does not account for label noise and assumes that ỹ == y is always true.

SLN + Filter [25] combines filtering [7] and SLN [25] and was shown to outperform

state-of-the-art approaches like Co-Teaching [54] and DivideMix [99]. It relies on filtering

heuristics, which indirectly rely on uniform random label noise to maintain discriminative

performance and mitigate bias.

JS (Jensen-Shannon) Loss [38] builds on semi-supervised learning and encourages

model consistency when predicting on perturbations of the input features. It was shown to

be competitive with other state-of-the-art noise-robust loss functions [108]. It was proposed

for instance-independent label noise.

Transition [187] learns to correct for noisy labels by learning a transition function and

was shown to outperform state-of-the-art approaches such as MentorNet [70]. It applies

to instance-dependent label noise, but it assumes that the contributions of each feature to

mislabeling and input reconstruction are identical.

CSIDN (confidence-scored instance-dependent noise) [15] also learns a transition function

and was shown to outperform state-of-the-art approaches such as forward correction [129].

Like our approach, CSIDN uses the concept of ‘confidence’ in the observed label to help

with training. Unlike our approach, CSIDN uses the model’s class predictions directly as

confidence scores (instead predicting them via an auxiliary network) and uses them to learn

the transition function (as opposed to re-weighting the loss).

Fair GPL [174] builds on work addressing uniform random label noise [68] and uses peer

loss (i.e., data augmentation that reduces the correlation between the observed label and

model’s predictions) within subgroups [174]. It assumes that label noise only depends on

group membership.

We also train a model using the ground truth labels (calledClean Labels) as an empirical

upper bound for discriminative performance.

4.4.5 Implementation Details

For each dataset, we randomly split the data into 80/20% training/test, ensuring that data

from the same individual did not appear across splits. For the Adult dataset, we used
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the test set provided and randomly selected 1,000 individuals from the training set. We

then randomly selected 10% of the training data for all datasets except MIMIC-III from

each subgroup to be alignment points, thereby ensuring that they were representative of

the overall population. For MIMIC-III, 2% from each subgroup were selected as alignment

points due to the larger size of the dataset. Alignment points were selected randomly to

simulate our setting of focus, where we have a proxy labeling function and then randomly

select a subset of the data to chart review in order to evaluate the proxy function. Then, for

all datasets, half of the alignment points were then set aside as a validation set to use during

training for early stopping and hyperparameter selection, while the other half remained in

the training set. Later, in our experiments, we evaluated when the alignment set size varied

and when the alignment set was biased. All approaches (i.e., baselines and proposed) were

given the ground truth labels for data in the alignment set (i.e., no noise added to alignment

points) during training so that some approaches did not have an unfair advantage.

All models were trained in Python3.7 and Pytorch1.7.1 [128], using Adam [84]. Hy-

perparameters, including the learning rate, L2 regularization constant, and objective func-

tion scalars (e.g., α), were tuned using random search, with a budget of 20. We used

early stopping (patience=10) based on validation set performance, which we measured

with the HM. We report results on the held-out test set, showing the mean and stan-

dard deviation over 10 replications. More details about the implementation are here:

https://github.com/MLD3/Instance_Dependent_Label_Noise.

4.5 Results and Discussion

We describe the results from experiments with instance-dependent noise. For each plot, we

show 1) the AUROC, 2) AUEOC, and 3) the HM of the AUROC and AUEOC to assess

general performance with respect to both metrics.

4.5.1 Robustness to Noise Rate

Here, we investigated how robust the proposed approach and baselines were to varying

amounts of instance-dependent label noise (Figures 4.2, 4.3). Since noise was synthetically

introduced and not dataset specific, we conducted two experiments on the synthetic dataset.

In the first, we varied the overall noise rate from 10-60% in the majority group. For the

minority group, we considered noise rates that were consistently 20% higher than that of the

majority group, to keep the noise disparity level (i.e., the difference in noise rates between

subgroups) constant. In the second, we varied the minority noise rate from 20-90% with a
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majority noise rate fixed at 20% throughout (i.e., from 0-70% disparity).

Part 1: Overall Noise Rate. Overall, our proposed approach demonstrated robustness to

a variety of noise rates within a realistic range (Figure 4.2). At low minority noise rates

(i.e., below 40%), the proposed approach and baselines, with the exception of JS Loss,

were competitive. As the noise rate increased, many of the baselines experienced noticeable

degradation in performance. The proposed approach and Transition showed more robustness,

with the proposed approach being the most robust until a minority noise rate of 80%, which

represents an extreme case of label noise. More specifically, with respect to discriminative

performance, the proposed approach is able to consistently outperform the baselines until a

minority noise rate of 80%. This observation is similar to what we observed with the HM.

With respect to bias mitigation, the proposed approach is consistent the baselines up to a

minority noise rate of 60%. At a minority noise rate above 60%, our approach experienced the

least degradation compared to the baseline approaches. This is in line with our expectations

since our approach explicitly accounts for differences in noise rates among groups during

training.

(a) Noise rate: AUROC (b) Noise rate: AUEOC (c) Noise rate: HM

Figure 4.2: Robustness to noise rate in an instance dependent setting. We plot the mean and
standard deviation for 10 random seeds. As the noise rate increases, the proposed approach
generally shows the least degradation up to a minority noise rate of 80%.

Part 2: Noise Disparity. Like the previous experiment, the proposed approach was robust

over a variety of noise disparities (Figure 4.3). This is likely because the objective function

L′
θ from Step 2 of training accounts for disparities by scaling each instance-specific loss term

with the reciprocal of its estimated group clean rate (i.e., 1 - the estimated group noise

rate). Similar to the previous experiment, at a minority noise rate of 80% and above, the

proposed approach was no longer the most robust, though this setting is unlikely to occur

in practice. More specifically, with respect to discriminative performance, we have similar

observations to the previous experiment in that the proposed approach is able to consistently

outperform the baselines until a minority noise rate of 80%. With respect to bias mitigation,
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(a) Noise disparity: AUROC (b) Noise disparity: AUEOC (c) Noise disparity: HM

Figure 4.3: Robustness to noise disparity in an instance dependent setting. We plot the
mean and standard deviation for 10 random seeds. As the noise disparity increases, the
proposed approach generally shows the least degradation up to a minority noise rate of 80%.

the proposed approach is comparable to the baselines up to a minority noise rate of 40%. At

a minority noise rate above 40%, our approach experienced the least degradation compared

to most of the other baseline approaches and was comparable to the Transition baseline.

4.5.2 Sensitivity to Alignment Set Composition

Our next set of experiments tested the proposed approach in settings where we relax key

settings about the alignment set. We considered all datasets with instance-dependent noise.

The majority/minority noise rates were 20%/40%, respectively. Here we show performance

with respect to the proposed approach, Standard, and Clean Labels. Results showing the

AUROC and AUEOC separately are in Appendix B.

Part 1: Alignment set size. We varied the size of the alignment set, from 1% and 15% of

the training set, with the alignment set being representative of the test set (Figure 4.4a).

The proposed approach was robust to a wide range of alignment set sizes, only showing

noticeable degradation at alignment set sizes of 3% or lower. As the size of the alignment

set grew, performance improved, likely since having a larger alignment set provided access

to a larger set of ground truth labels at training time. Although the minimum number of

points required in the alignment set is likely to vary depending on the task, our results are

promising in that they show that our approach is effective on a variety of real life tasks, even

when the alignment set is small (i.e., as little as 3% of the data).

Part 2: Biased alignment set. Here, we test how the proposed approach performs when

the alignment set is not representative of the population. We varied the amount of bias in

the alignment set by changing the proportion at which the subgroups were present. We kept

the size of the alignment set constant at 10% of the training data (2% for MIMIC-III on both
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(a) As we decrease the alignment set size (proportion of training data) performance decreases. Still,
at an alignment set size of 3%, the proposed approach is robust.

(b) We varied the alignment set bias (minority proportion). The proposed approach is generally
robust to variations in bias. The dashed vertical black line shows an unbiased alignment set.

Figure 4.4: Robustness to varying alignment set size and bias. Mean HM and standard
deviation for 10 random seeds.

tasks). We observed that the proposed approach was robust over a wide range of conditions,

i.e., when the minority proportion is 20%-80% (Figure 4.4b). We hypothesize that this

is because the learned relationship between the features and noise can generalize across

groups to an extent. In scenarios where performance of the proposed approach degraded,

one subgroup heavily dominated the alignment set. This is shown in Figure 4.4b on the

extremes of the x-axis of some datasets, which correspond to an alignment set that is heavily

over-represented for one subgroup and heavily under-represented for the other. Our approach

relies, in part, on having a relatively unbiased alignment set for estimating β̂ in order to avoid

introducing dataset shift between the two steps of our training pipeline. Thus, these results

are in line with our expectations and highlight a limitation of our approach. However,

despite this reliance, we observe that our approach is still robust in some scenarios where

the alignment set is biased.
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Figure 4.5: Ablation study of proposed approach.

4.5.3 Ablation Study and Hyperparameter Sensitivity

We examined our approach more closely by conducting an ablation study and a hyperpa-

rameter sensitivity analysis on the synthetic data. We used the synthetic dataset since our

noise was synthetically introduced and not dataset specific. In our ablation study (Figure

4.5), we began with training on only the alignment points (i.e., Step 1 only), which achieved

the worst performance. We then introduced Step 2 and added the remaining training data

(i.e., non-alignment points) but only trained using Lθ′ . This led to an improvement in per-

formance, but not to the level of the full approach. The next two ablations build on the

previous one. In the first one, we added continued supervision on the alignment points with

Lθ, and observed an improvement in performance, likely due to the retention of high quality

data in this step. In the second one, we added continued supervision on the alignment points

using Lϕ, and observed an even larger improvement. This is likely because including Lϕ pre-

vented the model from learning a solution where β̂ was small for all instances, as previously

discussed. Finally, we end with our full proposed approach, which performed noticeably

better than each of the ablations, showing the importance of each component.

In our hyperparameter sensitivity analysis on the synthetic data (Figure 4.6), we tested

how performance of the (full) proposed approach varied to changes in the hyperparameters

α1, α2, and γ. For each of these hyperparameters, we measured performance at values

between 0.01 and 100 on a logarithmic scale while keeping the other two values constant at

1. We found that α1 and γ were the most robust to changes in the value. We found that α2

was more sensitive, with values between 0.1 and 10 generally working best.
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(a) We varied α1. (b) We varied α2. (c) We varied γ.

Figure 4.6: Sensitivity analysis of proposed approach to objective function hyperparameters.

4.6 Conclusion

We introduce a novel approach for learning with instance-dependent label noise. Our two-

stage approach uses the complete dataset and learns the relationship between the features

and label noise using a small set of alignment points. On several datasets, we show that

the proposed approach leads to improvements over state-of-the-art baselines in maintaining

discriminative performance and mitigating bias. Our approach is not without limitations.

We empirically demonstrated that the success of the approach depends, in part, on the

representativeness in the alignment set by evaluating performance when we changed the bias

within the alignment set. Our experiments were also on pseudo-synthetic data in which we

injected noise; this assumes we start from a noise free dataset. Finally, we only examined

one form of bias in a specific case of instance-dependent label noise. Nonetheless, our case

frequently arises in healthcare, especially when pragmatic (e.g., automated) labeling tools

are used on large datasets, and chart review on the entire dataset is infeasible.
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CHAPTER 5

Survival Analysis with Multiple Noisy Labels

5.1 Introduction

Motivation. In survival analysis, one aims to estimate the probability of an event (e.g.,

death) occurring over time. Training survival analysis models requires accurately labeled

TTEs. While obtaining accurate TTEs can be difficult across many domains, we focus

on TTE prediction in healthcare as our motivating example. In healthcare, the TTE can

correspond to the time of disease onset. However, some TTEs are difficult to identify without

manual chart review by a clinical expert (e.g., sepsis [154, 156, 101] and Alzheimer’s disease

[167]), making it challenging to efficiently label large electronic health record datasets for

model training. As a result, automated pragmatic labeling tools based on the structured

components of the electronic health record are often used instead [126, 121, 168, 197]. For

example, one could label sepsis onset as 1) when the CDC (Center for Disease Control and

Prevention) definition is met [145] or 2) when the Sepsis3 definition is met [153]. However,

this introduces two sources of error. First, both labeling approaches can incorrectly identify

whether or not sepsis onset occurs. Second, even among patients with sepsis who are correctly

identified as having sepsis, the time of disease onset can still be incorrect. In the absence

of ground truth TTE labels for the majority of patients, one can potentially learn a more

accurate survival model by combining noisy proxies from multiple different labelers. We refer

to this setting as survival analysis with multiple noisy labels.

Current Gaps. In survival analysis, work addressing noisy labels is largely limited to

the single labeler case [123]. Work studying multiple noisy labels focuses almost entirely

on classification, where approaches generally aggregate the noisy labels from dataset at 1)

preprocessing time [127, 142], or 2) inference time [33, 143, 98, 30]. Survival analysis is

a more complex setting compared to standard classification since individual examples may

have their outcomes censored (i.e., we only observe an individual up to a certain point and

it is unclear whether or when the event occurred thereafter). Rather than discarding these
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examples during training, survival analysis specifically leverages the information contained

in the fact that we know the event did not occur up to a certain point. In survival analysis

with multiple noisy labels, where noisy labels correspond to noisy TTEs, one could aggregate

during preprocessing by taking the average of the noisy TTEs and then use this aggregate

as ground truth during training. However, this requires assumptions on the relation-

ship between the ground truth and noisy TTEs. Moreover, it is not immediately

obvious how to aggregate censored outcomes. Instead, one could aggregate at infer-

ence time by first using standard techniques to learn to model each labeler separately and

then aggregating (e.g., averaging) the labeler-specific predictions. Doing so addresses issues

around aggregating censored labels since we can still generate predictions for labelers with

censored outcomes. However, this method still requires assumptions on the relationship be-

tween the noisy and ground truth TTEs (e.g., the ground truth TTE[] is the average of the

noisy ones) and do not necessarily produce accurate survival curves (Figure 5.1).

Our Idea. To address the limitations of past work, we introduce a novel approach for

survival analysis with multiple noisy labels. Applied to a variety of experimental settings

involving both synthetic and real data, our approach is more robust than adaptations of

approaches from classification with respect to the rate of censorship in the data at training,

and it does not require assumptions on how the noisy and ground truth TTEs are related.

Our approach leverages a small reference set, i.e., a small subset of data for which we have

expert-labeled TTEs that serve as ground truth. Reference sets can be constructed by

randomly selecting a subset of individuals in the training data and then having a subject

expert assign ground truth labels to these individuals via manual review. While this is still

associated with a cost, it is significantly less costly than labeling the entire dataset, in many

settings. Overall, our contributions are as follows.

• We formalize the multiple noisy labels problem in the context of survival analysis

• We adapt existing approaches from the multiple noisy labels literature in classification

and identify their shortcomings in the survival analysis setting

• We propose a novel approach for survival analysis with multiple noisy labels and show

that our approach is more robust than the baselines across a variety of settings

Organization. The rest of this chapter is as follows. First, we present some background

information on how previous work in 1) multiple noisy labels from classification, and 2) noisy

labels in survival analysis. Then, we describe how we learn survival models from multiple

noisy labels and reference labels. Finally, we describe experiments on synthetic and real data

in which we evaluate our approach to adaptations of multiple noisy label approaches from

the classification literature.
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(a) Discriminative Performance (b) Calibration

(c) Gap and how our approach address it

Figure 5.1: Comparison of distributions. We show examples of mismatches between the
underlying survival distribution and distribution of noisy TTEs, and how these can hurt
discriminative performance (a) and calibration (b). We then show how we address this (c).

5.2 Related Work

We summarize work from classification, survival analysis, and semi-supervised learning where

we discuss 1) approaches for multiple noisy labels, 2) approaches for noisy labels from a single

labeler and interval censoring, and 3) the use of pseudo-labels, respectively.

5.2.1 Classification

Past work addressing multiple noisy labels tends to focus on the setting of multiple annotators

from crowdsourcing [155] and mainly builds on the Dawid and Skene approach [33], which

models each labeler individually by learning a confusion matrix for each labeler, and then

aggregating at inference time. For example, follow up work has proposed to estimate specific

parameters for individual labelers, such as sensitivity and specificity [143], and bias and

variance [181]. Other lines of work propose to learn a mapping from the ground truth label
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to the noisy label for each labeler [148, 62, 65] or to learn a model for each labeler separately

based on the observed labels [50]. More recently, instead of learning a separate model for

each labeler, Jiang et al. proposed to learn the distribution of observed labels using a single

model [69]. This approach is most similar to ours in that we also model the distribution

of observed labels. However, we do so in the context of survival analysis, where there are

multiple layers of noise (i.e., noise with respect to event occurrence and noise with respect

to the TTE), requiring our approach to have an additional error prediction component. In

addition, the distribution of observed labels does not always align with the distribution from

which the ground truth label was drawn. Thus, learning to model the observed labels alone

without considering the underlying survival distribution limits model calibration.

Alternative to modeling labelers separately, other works propose to aggregate the labels

at preprocessing time. In classification, this often means taking the majority vote among

labelers. Past work has built on this by learning how to weight labelers, since some may

be more reliable than others [80, 165, 142]. Similarly, in regression-like tasks, past work

has proposed weighted averages of the labels based on estimated labeler reliability [127, 73].

Estimated labeler reliability is often based on heuristics, such as by measuring the consistency

with other labelers [127, 73, 142] and finding the weights that maximize the margin between

the aggregated label set (i.e., estimated ground truth labels) and other possible estimated

ground truth label sets [165]. Due to the presence of censorship in survival data, our approach

did not aggregate at preprocessing time since it is not straightforward how to aggregate a

potentially incomplete set of labels (e.g., partially censored individuals). In addition, even

on uncensored individuals, doing so would have required us to make assumptions on how the

observed and ground truth TTEs were related (e.g., the ground truth TTE is equal to the

average of the noisy TTEs).

5.2.2 Survival Analysis

Recent work on survival analysis with noisy labels focuses on noise from a labeler but has

begun to consider a scenario where, for some individuals, reference TTEs can be obtained via

chart review with an expert. This subset is then used to help learn the relationship between

the noisy and ground truth TTE [109]. The relationship between the ground truth and noisy

TTEs can be learned in several ways, such as learning a joint distribution [109], learning

the sensitivity and specificities of the noisy TTEs for various time points [63], learning a

mapping between the noisy and ground truth TTEs [123], and learning which features are

most predictive of the ground truth TTE [122]. This class of approaches is the most similar

to ours. However, the multiple noisy labels setting brings novel challenges in that individuals
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can be partially censored, or the distribution of labeled TTEs cannot be directly translated

to a survival distribution without sacrificing calibration.

Another related field in survival analysis that tackles a similar problem to ours is interval

censoring [138, 102]. In this setting, it is known that the event occurs after some time point,

but before another. These time points can be considered as two noisy TTEs. We differ in

that we do not assume that at least one noisy TTE occurs before the ground truth TTE

and that at least one noisy TTE occurs after. That is, we may have cases where all of the

labeled TTEs occur before or after the ground truth TTE.

5.2.3 Semi-Supervised Learning.

While this paper focuses on supervised learning, the idea of pseudo-labels has been explored

in the context of semi-supervised learning [97, 134], where one aims to learn from a dataset

where some instances are labeled and some are not. A classifier is learned from the labeled

instances and then pseudo-labels from that classifier are applied to the unlabeled instances

to improve training.

5.3 Methods

Here, we formalize the multiple noisy labels problem in the context of survival analysis and

describe our proposed approach.

5.3.1 Notation and Problem Setup

In survival analysis with clean/correct labels, our dataset is: D = {x(i), c(i), o(i)}ni=1.

Here, n is the number of individuals, x ∈ Rd is a feature vector, d is the number of features,

and c is a binary indicator for whether the event occurred (i.e., c = 0 if the event is censored

and c = 1 otherwise). The observed time, o, corresponds to the TTE, denoted with e, if

c = 1. If c = 0, o corresponds to the last time of observation, ℓ (i.e., we know that the event

did not occur by time o, but we do not know what happened after time o).

We consider a setup in which we aim to predict survival within a fixed time horizon [172].

Given an event of interest, we aim to predict: 1) whether the event occurs within T time

steps (i.e., P (e ∈ {1, 2, ..., T}|x)) and 2) the probability of the event occurring at each time

point 1, 2, ..., T given that it occurred within T time steps (i.e., P (e = t|x, e ∈ {1, 2, ..., T})
for t = 1, 2, ..., T ). Using these predictions, the corresponding survival function is Ŝ(t|x) =
1−

∑t
u=1 P̂ (e = u|x) = 1−

∑t
u=1 P̂ (e = u|x, e ∈ {1, 2, ..., T})P (e ∈ {1, 2, ..., T}|x), and the

predicted TTE is the median value of Ŝ(t|x) (i.e., ê = argmintŜ(t|x) ≤ 0.5) [137], where
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Figure 5.2: Demonstration with example timelines. Instead of observing ground truth time-
to-events (TTEs) in our dataset, we observe m > 1 noisy proxies. In this figure we have
m = 2 labelers for five example individuals. Notation) ℓ: last time observed, c̃j: indicator
for whether an event was recorded for labeler j õj: observed time for labeler j, which is ℓ if
c̃j == 0 or noisy TTE ẽj otherwise.

·̂ denotes a prediction. Unless otherwise indicated, let superscripts in parentheses denote

individual indices (e.g., x(i)) and subscripts denote indices into vectors (e.g., xk). Where

convenient, we drop the indexing superscripts. We assume that e ∼ D(f(x)), where f can

be any function, and D is a distribution. We make no assumptions on D other than f(x) is

the median of D and that D can be approximated by the empirical survival distribution.

In the multiple noisy labels setting with m labelers, instead of observing o in the

dataset, we observe õ ∈ {1, 2, ..., T}m, a vector of observed times for each labeler. Each entry

õj corresponds to the observed time for labeler j ∈ {1, 2, ...,m}, which can be a noisy TTE

or ℓ. If we observe a noisy TTE for labeler j, denoted ẽj, we assume that it can be written

as ẽj = e+ g̃j(x) where g̃j(x) is a labeler-specific error value that can be instance-dependent.

Taken together, õ = (õ1, õ2, ..., õm). Similarly, instead of observing c, we observe c̃ ∈ {0, 1}m,
where each c̃j represents an indicator for event occurrence for labeler j.

We define three ways that individuals can be considered based on censorship (Figure 5.2).

Let D(i) = (x(i), c̃(i), õ(i)). The first is fully observed: U = {D(i)|(c̃(i)j > 0∀j)∨(maxj o
(i)
j ==

T )}, which includes those who have a recorded TTE for all labelers (i.e., uncensored) or were

observed throughout the entire prediction horizon (e.g., administratively censored). Note
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that, since we are only concerned with predicting event occurrence within some time horizon,

administratively censored individuals have a fully observed outcome (i.e., no event). The

second is fully censored: C = {D(i)|(c̃(i)j = 0)∧(maxj o
(i)
j < T )}, which includes those whose

were not observed for the entire prediction horizon and have censored TTEs for all labelers.

The third is partially censored: P = {D(i)|((maxj c̃(i)j −minj c̃
(i)
j ) > 0) ∧ (maxj o

(i)
j < T )},

which includes those who were not observed for the entire horizon and whose noisy TTEs

are censored for at least one, but not all labelers. We use the common assumption [176],

that censorship is independent of x (i.e., P (D(i) ∈ C) = P (D(i) ∈ C|x(i)) and P (D(i) ∈ P) =
P (D(i) ∈ P|x(i))), and ℓ is uncorrelated with e.

5.3.2 Proposed Approach

Our approach (Figure 5.3) consists of two steps. In the first step, we train two models

to predict, for a given individual, a) the noisy TTEs and b) the errors of the noisy TTEs.

By predicting the noisy TTE errors, we assume that the same labelers are used across the

dataset and are somewhat systematic (i.e., predictable) in their labeling behaviors. From

these two predictions, we aim to recover the ground truth TTE, which can then be used

as a pseudo-label in the second step. To learn to predict the noisy TTE errors, we assume

access to a small subset of randomly chosen individuals for whom we have both noisy and

expert-assigned labels (i.e., a reference set). In practice, there are many settings for which

reference sets are available. With health data, it is often possible to have a clinician review

a small subset of randomly chosen patient charts to obtain ground truth. In the second step,

we train a third model to map the input features and noisy TTE predictions from the first

step to the ground truth TTE, which we use to predict the survival function.

We now provide more details for each step.

5.3.2.1 Step 1a: Noisy TTE Prediction

Here, we learn to predict the distribution of noisy TTEs as the output of the model parame-

terized by θ. Let ẽ denote a noisy TTE sampled from {ẽ1, ẽ2, ..., ẽm} with uniform probability

given x. Note that the ẽj’s themselves are not necessarily from the same distribution. For

example, given x, ẽ1 may come from N(1, 2) while ẽ2 may be from N(3, 1). Predicting

the distribution of noisy TTEs then becomes predicting [P (ẽ = 1|x), P (ẽ = 2|x), ..., P (ẽ =

T |x), P (ẽ /∈ {1, 2, ..., T}|x)] ∈ [0, 1]T+1.

For labeler j, censored and uncensored labels are handled in ways similar to past work

[96, 144, 78, 166]. For uncensored labels, we can use the corresponding õ
(i)
j as supervision

with cross entropy loss through LU . For censored labels, we minimize the probability of

63



Figure 5.3: Overview of proposed approach. Based on x, we first predict the noisy TTEs and
their errors as intermediate outputs. We then concatenate the noisy TTE prediction with x
and map this to a prediction of the ground truth TTE as the final output of the approach.
The approach can be implemented using the three components shown in the shaded boxes
that are trained as described in Step 1a, Step 1b, and Step 2.

event occurrence before the time of follow up using LC since we have no other information.

LU(x
(i), j) = −log

(
P̂ (ẽ(i) = õ

(i)
j |x(i))

)
LC(x

(i), j) = −log

1−
õ
(i)
j∑

t=1

P̂
(
ẽ(i) = t|x(i)

)
We can write the objective function over all individuals and all labelers as (where I is the

indicator function) with LO

LO =
n∑

i=0

m∑
j=1

I(c̃(i)j = 1)LU(x
(i), j) + I(c̃(i)j = 0)LC(x

(i), j)

For individuals in U , we use the first term of LO. For individuals in C, we use the second

term of LO. For individuals in P , we use both terms of LO.
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5.3.2.2 Step 1b: Error Prediction

Here, we learn to predict the distribution of errors as the output of the model parameterized

by ϕ. To learn the distribution of errors, we use a similar method to learning the distribution

of noisy TTEs. However, instead of using the entire dataset, we only use the reference set,

denoted with A. For such individuals, we have (x, c̃, õ, c, o) and assume that A ⊂ U . Using
A, we train ϕ with LE. Note that, since we assume A ⊂ U , individuals with c = 0 are those

who do not experience the event by the end of the prediction horizon. LE only considers

those who experience the event when learning the distribution of errors. Those who do not

experience the event are used in Step 2 to learn P (e /∈ {1, 2, ..., T}). Similar to ẽ, let g̃(x)

denote a labeled TTE error sampled from {g̃1(x), g̃2(x), ..., g̃m(x)} with uniform probability.

Like the ẽj’s, the g̃j(x)’s are not necessarily drawn from the same distribution. Predicting

the distribution of TTE errors then becomes predicting [P (g̃(x(i)) = −T |x), P (g̃(x(i)) =

−T + 1|x), ..., P (g̃(x(i)) = T |x)] ∈ [0, 1]2T+1.

LE =
∑
i∈A

m∑
j=1

I(c(i) = 1)logP̂
(
g̃(x(i)) = (o(i) − õ(i)j )|x(i)

)

5.3.2.3 Step 2: Ground Truth TTE Prediction

In Step 2, we aim to predict the ground truth TTE distribution as the output of the model

parameterized by ψ, where we map the features and our prediction for the distribution of

noisy TTEs to a prediction of the ground truth TTE distribution (i.e., [P (e = 1|x), P (e =
2|x), ..., P (e = T |x), P (e /∈ {1, 2, ..., T}|x)] ∈ [0, 1]T+1). Since we lack reference TTEs for

the majority of the dataset, we cannot apply cross entropy loss as we did when learning

the distribution of noisy TTEs. However, since we learned to predict the distributions of

the noisy TTEs and errors, we can use these predictions to estimate the ground truth TTE,

which can then be used as pseudo-labels for this step. Using these pseudo-labels, we use

a cross-entropy loss to learn the ground truth survival distribution. We use cross entropy

since it does not require any assumptions on the ground truth survival distribution other

than that it can be approximated by the empirical survival distribution. This is represented

in the first term of LG below.

LG =
1

n

n∑
i=1

−log
(
P̂ (e(i) = ê(i)avg|e(i) ≤ T,x(i))

)
− I(D(i) ∈ A ∧ c(i) = 1)

(
1− log

(
P̂ (e(i) ≤ T |x(i))

))
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Here, êavg = ⌊
∑

t tP̂ (ẽ = t|ẽ ≤ T,x) +
∑

ϵ ϵP̂ (g̃(x) = ϵ|x)⌋ is the mean predicted TTE

[61], offset by the error prediction, whose value is clipped to 1 or T if needed. P̂ (e ≤ T ) is

shorthand for
∑T

t=1 P̂ (e = t), the probability of the event occurring within the prediction

horizon, and P̂ (e = t|e ≤ T ) = P̂ (e = t)/P̂ (e ≤ T ) is the conditional probability of event

occurrence. The second term of LG provides supervision over the probability of the event

occurring outside of the horizon, using individuals from A. Note that we use e instead of êavg

for individuals in the reference set in LG and that θ, ϕ, and ψ can be implemented with any

architecture (e.g., feed forward network) that outputs a probability distribution. Thus, we

expect that the time and space complexity of our approach with respect to training, storage

and inference will be the same as any standard implementation of these architectures.

While we could rely on only the pseudo-labels from Step 1 to construct the survival

curve, this will likely lead to miscalibrated predictions. This is because the distributions

from which the noisy TTEs are drawn do not necessarily match that of the ground truth

TTE. For example, in healthcare, the time when a patient is billed for a diagnostic code

may not directly match the natural progression of the respective condition [125]. Thus, Step

2 serves as a re-calibration step.

In contrast to approaches from classification, our approach incorporates cen-

sored individuals at each stage and learns how to aggregate the noisy TTEs. We

hypothesize that, because of this, we will outperform existing approaches designed for clas-

sification. In the next section, we empirically explore this hypothesis. But first, we provide

some practical guidelines based on a theoretical analysis of our approach.

5.3.3 Practical Guidelines on Expected Error

Here, we explore in theory how the approach could be affected by different levels of label

noise with respect to event occurrence. Based on our findings, we propose practical guidelines

for the use of the approach. Empirically, we also expect the approach to depend on the size

of the reference set, whether the reference set is biased (i.e., certain types of individuals are

more likely to be included), and how difficult the outcome is to learn. We present our main

results below and include more detail in Appendix C.

5.3.3.1 TTE Prediction Error in Positive Individuals

In positive individuals (i.e., those who experience the event within the prediction horizon),

we aim to minimize |e − ê|. If we accurately learn the distribution of labeled TTEs and

labeled TTE errors for true positive individuals, then |e − ê| will mainly depend on false

negatives (i.e., positive individuals who are identified as negative by all labelers). We can
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express the quantity P (|e− ê| ≥ ε) for positive individuals with some error tolerance value

ε as follows. Note that we only consider positive individuals because TTEs are not defined

for negative individuals

P (|e− ê| ≥ ε) (here, we consider positive individuals)

≤ 1

ε
αT

where α =
∏m

j=1 αj is the overall false negative rate, and αj is the false negative rate for

labeler j. In other words, the probability that the absolute TTE error is above some value

depends on the false negative rate, where lower false negative rates will lower this probability.

As a result, if we aim to train a model with target values ε and 0 < p < 1 such

that P (|e − ê| ≥ ε) ≤ p, then checking whether α ≤ εp
T

could serve as a guideline

for whether ε and p are realistic.

5.3.3.2 Prediction Error for Event Occurrence

Similarly, for all individuals, we aim to minimize |P (e /∈ {1, 2, ..., T})− P̂ (e /∈ {1, 2, ..., T})|.
We learn this probability implicitly during Step 1 and then fine tune it on the reference set

in Step 2. As a result, we expect that the error will mainly depend on false negative/positive

individuals. Therefore, we can express P (|P (e /∈ {1, 2, ..., T})− P̂ (e /∈ {1, 2, ..., T})| ≥ δ) for

error tolerance value δ as

P (|P (e ≰ T )− P̂ (e ≰ T )| ≥ δ)

≤ 1

δ
(ρα + (1− ρ)β)

where β is the false positive rate analog of α, and ρ is the positive rate. In other words,

P (|P (e /∈ {1, 2, ..., T}) − P̂ (e /∈ {1, 2, ..., T})| ≥ δ) depends on a combination of the false

negative rate, false positive rate and positive rate. As a result, if we aim to train with

target values δ and 0 < q < 1 such that P (|P (e /∈ {1, 2, ..., T})− P̂ (e /∈ {1, 2, ..., T})| ≥
δ) ≤ q, then checking whether ρα + (1 − ρ)β ≤ δq could serve as a guideline for

whether δ and q are realistic.

5.4 Experimental Setup

We empirically explored how our proposed approach compares with approaches for learn-

ing with multiple noisy labels adapted from classification in a variety of tasks using both
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synthetic and real datasets. Here, we describe the datasets, baselines, and evaluation.

5.4.1 Datasets

5.4.1.1 Synthetic Dataset

Our synthetic dataset is generated as follows. We consider a horizon length of 200 (i.e.,

T = 200) and generate 5,000 individuals with 100 features per individual. Individuals

are labeled as positive or negative based on y (e.g., if y is above some threshold then the

individual is positive). After, we obtain e for positive individuals by drawing from a normal

distribution, with mean f(x). I is the identity matrix; σ() is a sigmoid. Data generation is

summarized below.

x(i) ∼ N(0, I)100 (feature vector),

wy,we ∼ N(0, I)100 (coefficients)

z(i) = we · x(i) (unscaled expected TTE)

f(x(i)) = T

⌈
z(i) −minkz

(k)

maxkz(k) −minkz(k)

⌉
(expected TTE)

Given the above components, our noise generating procedure is described using the steps

below for each labeler j = 1, 2, 3 (i.e., m = 3). Whether labeler j mislabels event occurrence

is determined through yjn (e.g., individual is mislabeled if yjn is above a threshold). Noisy

TTEs are generated according to the offset values in ϵ so that the distribution of noisy labels

does not match the ground truth TTE distribution.

wj
n ∼ N(0, I)100 (coefficients)

yj(i)n = σ(wj
n · x(i))(risk of mislabeling event occurrence)

ϵ = [−20,−20, 40] (labeler errors for TTE)

g̃j(x) =

ϵj, x1 < 0

−ϵj, x1 ≥ 0

By this step, the values of õ and c̃ for each individual, for labeler j are as follows.

• True positives: õj = e+ g̃j(x), c̃j = 1

• False positives: õj = f(x) + g̃j(x), c̃j = 1

• True/false negatives: õj = T , c̃j = 0
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Individuals were chosen at random to be in C and P and the values of õ such that õj < ℓ

are set to ℓ and the corresponding c̃j is changed if needed. For individuals in C, ℓ ∼
U(1,minj ẽj − 1). For individuals in P , ℓ ∼ U(minj ẽj,maxj ẽj − 1). U(a, b) is a uniform

distribution with bounds [a, b].

5.4.1.2 Real Dataset

Within the healthcare domain, we leveraged MIMIC-III, a publicly available dataset of elec-

tronic health record data [75] and considered the time of sepsis onset as our prediction task.

Experiments using this dataset are not regulated as human subjects research since the data

are de-identified and publicly available. MIMIC-III includes data on vital signs, medica-

tions, diagnostic and procedure codes, and laboratory measurements for admissions to the

intensive care unit. We chose to predict the time to sepsis onset as our task since multiple

definitions of sepsis have been proposed and, to date, there remains a lack of consensus [156].

Like past work [117], we considered features relating to patient demographics and vital

signs, data collected during the first seven hours of the admission, and admissions taking

place between 2008-2012. We also considered a time horizon of 24 hours starting from

the seventh hour of admission. After preprocessing [162], our cohort consisted of 19,866

admissions, and each admission had 345 features. To approximate ground truth sepsis onset,

we used a composite definition based on 1) the clinical surveillance definition created by the

Center for Disease Control and Prevention (CDC) and 2) the Centers for Medicare and

Medicaid Services (CMS) definition [76, 169, 145, 147]. The composite time to sepsis onset

was defined like past work [77], using the CDC time if available, the CMS definition if

the CDC time was not available, or no time was recorded if neither were available. As

our noisy labels, we considered the Sepsis1 definition [19, 74], Sepsis3 definition [153, 117],

and a composite definition made based on Sepsis3 and Sepsis1. All sepsis definitions were

implemented as defined by Sean et al. [150]. Individual components, such as SIRS and

SOFA, were identified based on past work12. Our inclusion/exclusion criteria were the same

as Moor et al. [117], and also excluded admissions with TTEs within the first seven hours.

After preprocessing (see below), 486 (2.45%) admissions met the CMS definition, 122

(0.61%) met the CDC definition, 549 (2.76%) met the CMS/CDC composite definition,

134 (0.67%) met the Sepsis1 definition, 170 (0.86%) met the Sepsis3 definition, and 213

(1.07%) met the Sepsis3/1 composite definition. Since predictions were made over the course

of a single hospital admission, no patients were lost to follow-up (i.e., observed for < 31

hours). More information is in Table 5.1. For patients with noisy TTEs, 62.44% were

1https://github.com/MIT-LCP/mimic-code/tree/main
2https://github.com/BorgwardtLab/mgp-tcn
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Table 5.1: MIMIC-III Noisy Sepsis Definitions. Most negative patients were correctly iden-
tified, so we show the true positive (TP) and false negative (FN) rates. We also show the
noise means among the positive patients as the median and IQR (interquartile range). Ab-
breviations) Sep1: Sepsis1, Sep3: Sepsis3, Sep3/1: Sepsis3/1 composite

Definition TP rate FN Rate Noise Mean (hours)

Sep1 72 (13.11) 477 (86.89) 17 (9-20)
Sep3 98 (17.85) 451 (82.15) 17 (6-20)
Sep3/1 106 (19.31) 443 (80.69) 17 (4-20)

administratively censored for at least labeler.

Preprocessing. Data were extracted from the following tables: PRESCRIPTIONS,

CHARTEVENTS, LABEVENTS, PATIENTS, INPUTEVENTS MV, INPUTEVENTS CV,

OUTPUTEVENTS, ADMISSIONS, MICROBIOLOGYEVENTS, ICUSTAYS, DIAG-

NOSES ICD, and were processed using the FlexIble Data Driven pipeLinE (FIDDLE), [162],

a publicly available pre-processing tool for electronic health record data. From these tables,

we extracted features relating to demographics (ethnicity, race, age at admission, gender,

martial status) and vital signs (temperature, heart rate, respiratory rate, systolic blood pres-

sure, diastolic blood pressure, SpO2 [oxygen saturation]). We then used the default settings

of FIDDLE (theta 1 = 0.001, theta 2 = 0.001, and theta freq = 1.0) to preprocess the fea-

tures. As model input, we used the first seven slices of the output corresponding to the first

seven hours of the ICU visit.

5.4.2 Baseline Approaches

We adapted approaches from classification with multiple noisy labels as baselines for com-

parison. Generally, these approaches aggregate the noisy labels at 1) preprocessing time

[127, 142], or 2) inference time [33, 143, 30, 98]. The first two aggregate at preprocessing.

The last aggregates at inference. All assume a known aggregation function (i.e., averaging).

Näıve Average. Noisy TTEs are averaged into a single label during preprocessing and

are used to train a model with LO [127]. That is, for individuals in U and P , we aggregated c̃

into I(∃j c̃(i)j = 1), and õ into the average of all uncensored TTEs (i.e., 1

|{j|c̃(i)j =1}|

∑m
j=1 I(c̃

(i)
j =

1)õ
(i)
j ). For individuals where we observe all of the labels, we expect to recover the expected

ground truth TTE if the ground truth TTE is the average of the noisy TTEs. Otherwise,

our estimate of the ground truth is biased since we aggregate over an incomplete label set.

Voting Average. Noisy TTEs are aggregated via an averaging strategy that builds on

Näıve Average [127, 142]. Unlike the Näıve Average, we only took the average over the noisy
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TTEs if there was a noisy TTE for at least half of the labelers. Otherwise, we considered

the individual as fully censored and last seen at ℓ. That is, if 1
m
|{j|c̃(i)j = 1}| ≥ 0.5, then we

trained with the average of the noisy TTEs, otherwise we ignored any available noisy TTEs

and train with c = 0, o = ℓ after aggregation. While this produces fewer incorrect estimates

than Näıve Average, it ignores some noisy TTEs.

Independent. We trained a multitask model to focus on each labeler separately [143, 30]

and then aggregated labeler-specific predictions at inference time via averaging. That is, we

learned to predict P (ẽj = t) for all labelers j = 1, 2, ...,m and time points t = 1, 2, ..., T

and then aggregated with P (e = t) = 1
m

∑m
j=1 P (ẽj = t). Given our multitask structure,

we trained each head to focus on a single labeler with LO. This baseline addresses the

limitations around including censored labels, but it assumes a known aggregation function

and that the noisy and ground truth TTE distributions match.

5.4.3 Evaluation

We evaluated all approaches with three metrics [137]: 1) For TTE prediction accuracy, we

measured the signed difference between the predicted TTE and ground truth TTE (i.e., ê−e).
The predicted TTE was taken as the median of the model’s prediction. In our results, we

calculated the median difference between the predicted and ground truth TTEs and then

reported the median over 10 replications, changing the data split, with error bars representing

the interquartile range (IQR). On the synthetic data, we also show the distribution of

values across all runs. 2) We measured discriminative performance with the time-dependent

C-index [5]. For the remainder of this paper, we refer to the time-dependent C-index as the

C-index for brevity. 3) We measured calibration on the synthetic dataset with the IMSE

between the predicted and ground truth survival curves. For the MIMIC-III dataset, we

measured calibration using the distributional divergence for calibration (DDC) [78] since we

did not have access to the ground truth survival curves. For discriminative performance and

calibration, we reported the median and IQR of values over 10 replications and show the

distribution of values for the synthetic data. For TTE accuracy, values closer to 0 are better.

For discriminative performance, 0.5 shows random performance, and higher is better. For

calibration, lower is better.

5.4.4 Implementation Details

All networks were trained on Intel(R) Xeon(R) CPUs, E7-4850 v3 @ 2.20GHz and Nvidia

GeForce GTX 1080 GPUs. All layers were initialized with He initialization from a uniform

distribution. We divide our training data into five batches during training. All random seeds
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Table 5.2: For each hyperparameter, the lower bound is shown on top, and the upper bound
is shown on the bottom. For hyperparameters we did not tune, we show one row.

Hyperparameter Synthetic MIMIC-III

Layer Size 100 100

Learning Rate 0.001 0.0001
0.01 0.01

L2 Constant 0.001 0.001
0.1 0.1

Number Layers 2 3

Censor Weight 1 0.01
1 0.1

were initialized with 123456789+x where x is the replication number. The runtime for the

results in Figures 5.4 and 5.5 was 48 hours for each plot, and 30 minutes for Table 5.3.

We randomly split the data into 80/20% training/test sets, reporting results on the held-

out test set. From the training set, we randomly selected 500 individuals from the synthetic

dataset and 1,000 patients from MIMIC-III to use as the reference set, where half of the

reference set remained in the training set and the other half was set aside as a validation

set for model selection. For model selection, we used early stopping (patience=20) based

on validation set performance. Validation set performance was measured as the difference

between the predicted and reference TTEs. We also used the validation set for hyperpa-

rameter selection. For hyperparameters, we mainly focused on tuning the learning rate and

L2 regularization constant using random search, with a budget of 5. The ranges we used

and the values of the other hyperparameters are listed in Table 5.2. For the MIMIC-III

dataset, where there was class imbalance with respect to occurrence of sepsis onset (i.e.,

most of them do not), we found that down-weighting the loss of the fully censored patients

improved performance. Thus, the hyperparameter ‘Censor Weight’ represents a constant

that was multiplied to LC during training.

For our model architectures, we trained feed forward neural networks whose architecture

was similar to DeepHit [96, 166]. Both averaging approaches were implemented as a single

feed forward that took as input individual features and outputted the probability of event

occurrence at each time point. Independent was implemented as a multitask feed forward

neural network, where each head took as input individual features and outputed the prob-

ability of event occurrence at each time point. The proposed approach was implemented

as three feed forward neural networks whose structure mirrored Figure 5.3. θ was a feed

forward network. ϕ was a feed forward network that took as input individual features and
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outputted the probability of observing each error value over all possible error values. ψ was

a feed forward network, which took as input a concatenation of individual features and the

predicted distribution of noisy TTEs and outputted the probability of the ground truth event

occurrence at each time point in the horizon. We chose a feed forward implementation based

on DeepHit and cross entropy loss since it requires fewer assumptions than other objectives

(e.g., proportional hazards [91]). All models were trained in Python3.7 and Pytorch1.7.1,

using Adam.

5.5 Results and Discussion

We examined the approaches through sensitivity analyses and ablation studies on synthetic

data where we aimed to test the following hypotheses

• Our approach can learn with partial censorship more effectively than the baselines

• Our approach is effective when the assumed aggregation function is mis-specified

through Steps 1b and 2

• Our approach is robust the noise rate with respect to event occurrence through the

second term of LG

In our experiments, we measured prediction accuracy with the three metrics described above

in settings where we varied 1) the amount of partial censorship in the dataset, 2) the amount

by which the assumed and ground truth aggregation functions differed, and 3) the noise rate

with respect to event occurrence. Then, we evaluated performance of the approaches on

sepsis onset prediction in MIMIC-III.

5.5.1 Experiments on Synthetic Data

For robustness to censorship, we compared the proposed approach to the baselines, since

we expect that some of the limitations of the baselines stem from a lack of robustness to

partial censorship. For robustness to deviations from the assumed aggregation function, we

compared to ablations of our proposed approach since we expect that Steps 1b and 2 make

our approach effective in this setting. For all experiments on the synthetic data, ground

truth labels in the test set were uncensored for evaluation.

5.5.1.1 Robustness to Censorship

We varied the rate of partial censorship in the synthetic dataset during training from 0%

to 80% while fixing the rate of full censorship during training at 10%. The ground truth

73



Figure 5.4: We varied the rate of partial censorship while keeping the rate of full censorship
at 10% during training. The proposed approach degraded the least as the rate of partial
censorship increased. At each point along the x-axis, we plot the median, and distribution
of values for each approach across all replications. We show the C-index results as a bar plot
for clarity with error bars representing the range in values across runs. The outer plots have
jitter along the x-axis for clarity.

TTE was the average of the noisy TTEs so we did not use the error prediction component

of the proposed approach (i.e., we trained θ and ψ with Steps 1a and 2). Proposed was

robust across all three metrics, consistently showing the best performance as the rate of

partial censorship increased (Figure 5.4). Both of the averaging baselines performed well

in low censorship settings (i.e., partial censorship rate = 0% at training) but degraded

as the amount increased. Näıve Average underestimated the TTE at a partial censorship

rate of 80% with a TTE error -13 [IQR -19.6,-11.5]. In addition, at high rates of partial

censorship, the distribution of results across replications became skewed. This is because,

during training, there was sometimes a trade-off between TTE prediction accuracy and

discriminative performance. As a result, for a few splits at high rates of partial censorship,

the approach had high discriminative performance at the cost of an extremely biased TTE

estimate. Voting Average, tended to overestimate the TTE as the rate of partial censorship

increased. For example, at a partial censorship rate of 0.8, the TTE error was 3.5 (IQR

-0.75,14). We hypothesize that this was because it ignored the noisy TTEs in individuals

where more than half of the labels were censored. We also noticed that the results had more

variability than Näıve Average, and we hypothesize that this is due to Voting Average having

a more complicated aggregation scheme.

Independent had TTE prediction errors that were more consistent and did not degrade to

the extent of the averaging baselines. However, the discriminative performance and calibra-

tion of this approach was noticeably worse than Proposed, even at low rates of censorship.

This is in line with expectations, since our synthetic dataset was constructed such that the

ground truth and noisy TTE distributions did not match, and Independent did not have a

74



Figure 5.5: We varied the TTE noise mean. Our approach maintained good performance
across all metrics, while its ablations did not. At each point along the x-axis, we plot the
median, and distribution of values for each approach across all replications. We show the
C-index results as a bar plot for clarity with error bars representing the range in values
across runs. The other plots have jitter along the x-axis for clarity.

re-calibration step like our approach. At low rates of censorship, both averaging approaches

had a slight advantage over Proposed with respect to discriminative performance. This is

likely because they were more sample efficient than Proposed since the ground truth TTE

was the average of the noisy TTEs. When we increased the training set size 20 fold, the

C-index of Proposed improved to 0.94 [IQR 0.93-0.95] from 0.92 [IQR 0.87-0.93].

5.5.1.2 Robustness to Differences from the Aggregation Function

Here, we relaxed the setting where the ground truth and assumed aggregation function

matched on the synthetic dataset and compared to ablations of the proposed approach while

varying the expected difference between the averaged noisy TTEs and ground truth TTE

(i.e., the noise mean). We fixed the rates of full and partial censorship at training to 0.1 and

0.4, respectively. Here, Proposed -Recalibration implemented Steps 1a and 1b of the approach

and obtained predictions of the ground truth TTE distribution through convolution of the

predictions from these steps (shown below), while Proposed -Error implemented Steps 1a

and 2 and did not learn the error pattern among labelers.

P̂ (e = t) =
T∑

u=1

T∑
v=−T

I((u+ v) = t)P̂ (ẽ = u)P̂ (g̃(x) = v)

In the two summations, for u and v combinations that exceeded T or were below 0, we

clipped the values at T and 0 where appropriate so that the output of the convolution was

a proper probability distribution (i.e., it sums to 1).

Proposed and Proposed -Recalibration were able to accurately predict the TTE across
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Figure 5.6: We varied the noise rate at training with respect to event occurrence. The
proposed approach with explicit supervision over negative individuals degraded the least as
the noise rate increased. At each point along the x-axis, we plot the median, and distribution
of values for each approach across all replications. We show the C-index results as a bar plot
for clarity with error bars representing the range in values across runs. The other plots have
jitter along the x-axis for clarity.

a variety of noise means, while Proposed -Error was not (Figure 5.5). While TTE error

degraded for Proposed -Error, we note that it was more stable across replications than the

other metrics since it depended less on the variability of the predictions in the test set

within a replication. At 0-mean noise, Proposed -Error achieved similar TTE error and

discriminative performance to Proposed, but with slightly better calibration. This is likely

because, at 0-mean noise, imperfections from the error prediction component may lead to

a propagation of error when learning the ground truth survival distribution. When it is

known in advance that the noise is 0-mean, it would be more efficient to use Proposed -

Error. However, this experiment demonstrates that the error prediction component makes

the proposed approach applicable to more settings. Proposed -Recalibration suffered with

respect to both discriminative performance and calibration, with C-index values between

0.83-0.88 and IMSE values between 0.055-0.060, while those of Proposed were 0.92-0.95

and 0.011-0.019, respectively. This highlights the limitation of Proposed -Recalibration of

assuming that the noisy and ground truth TTE distributions match.

5.5.1.3 Robustness to Event Occurrence Noise

In this experiment, we focused on the setting where some individuals did not experience

the event by T time steps, and there was additional noise on whether event occurrence was

correctly labeled. We fixed the rates of full and partial censorship during training at 0.1 and

0.4, respectively, used 0-mean noise, and fixed the proportion of negative individuals at 50%.

In Figure 5.6, we varied the noise rate with respect to event occurrence (e.g., a noise rate of

20% corresponded to a 20% FP and FN rate across all labelers). We performed an ablation

study on the proposed approach, where Proposed -Negative is the proposed approach without
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Table 5.3: Sepsis prediction in MIMIC-III. The proposed approach achieves the best per-
formance across all metrics. Here, TTE error corresponds to the ‘Median Predicted TTE -
Ground Truth TTE’. Entries are of the form: median [IQR].

Approach TTE Error (Hours) C-index (↑) DDC (↓) AUROC (↑)
Näıve Average 17.50 [16.25-18.00] 0.48 [0.45-0.52] 1.14 [1.08-1.29] 0.49 [0.46-0.51]
Voting Average 17.50 [16.25-18.00] 0.45 [0.42-0.48] 1.13 [1.08-1.23] 0.48 [0.43-0.50]
Independent 18.50 [17.25-19.00] 0.48 [0.46-0.50] 0.91 [0.84-1.12] 0.47 [0.44-0.50]
Proposed 14.50 [13.25-15.75] 0.59 [0.54-0.62] 0.86 [0.82-1.23] 0.63 [0.55-0.66]

the second term of LG that provides explicit supervision over negative individuals in the

reference set. As shown in the results, we observed modest improvements in both the TTE

error and calibration, with greater improvement in discriminative performance (compare

0.72 [IQR 0.69-0.73] to 0.55 [IQR 0.53-0.59] at a noise rate of 0.5). Overall, this experiment

shows that providing direct supervision on negative individuals from the reference set in

LG is beneficial. We include additional results on discriminative performance between those

who did and did not experience the event. Having negative individuals introduces an extra

dimension of evaluation for survival models. That is, can the model distinguish who does

and does not experience the event? This is similar to measuring the the C-index, but at a

coarser granularity and can be done by using the AUROC from classification. The overall

trends were consistent with those for the C-index.

5.5.2 Performance on Sepsis Prediction

Finally, we examined the proposed approach and baselines on the clinical task of predicting

sepsis onset in the intensive care unit, where 62.44% of patients with noisy TTEs were

administratively censored for at least one of them and the ‘ground truth’ TTE was not the

average of the noisy TTEs. This dataset contained many false negative patients, so noisy

TTEs were biased to indicating that the event did not occur. The results are shown in Table

5.3. The proposed approach achieved the best performance relative to the baselines with

respect to all metrics. However, it is important to note that, although the proposed approach

outperformed the baselines, there is still significant room for improvement. For example, the

proposed approach predicted sepsis onset 14.5 hours too late, which would not be sufficient

in a hospital setting. This is because sepsis onset is difficult to predict, especially with the

high false negative rates of our noisy proxies and the limited set of features that we used. We

chose our features to align with past work [117] and exclude those that might lead to label

leakage [77, 182]. In addition, the composite definition we used as ground truth based on the

CDC and CMS definitions is itself a noisy proxy, since a consensus on how to label ground
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truth sepsis onset has not yet been reached. Despite these limitations, the improvement

of our approach over the baselines is promising and serves as a starting point. We include

additional results on discriminative performance between those who did/did not experience

sepsis. Like the synthetic dataset, we also observe similar trends to the C-index when we

examine the AUROC.

5.6 Conclusion

We tackled the problem of multiple noisy labels in survival analysis and introduced a new

approach. Our approach first predicts the distribution of noisy TTEs and their errors and

then maps that to a prediction of the ground truth TTE. Through our experiments, we

showed where adaptations of approaches from classification fail and demonstrated how our

approach builds on them by addressing some of the challenges unique to survival analysis.

Our approach is not without limitation. For example, we rely on a small, randomly sampled

subset of clinician-labeled TTEs or are required to assume a known aggregation function

in the absence of such a subset. Although assuming a known aggregation is unlikely to

hold in practice, even when labels are uncensored, there are many settings in which we can

obtain ground truth labels from a subject expert for a small subset of the data. Going

forward our work could be extended to consider a setting in which you have multiple noisy

non-overlapping labelers - that is not all labelers label all examples. Nonetheless, we bring

together concepts from the noisy labels literature in classification and survival analysis to

highlight an important problem.
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CHAPTER 6

Conclusion

In this thesis, we examined issues around multiple events and noisy labels in the context

of predicting clinical outcomes using survival analysis. For many outcomes in healthcare,

mining EHR data has become increasingly popular [193] due to their widespread adoption

and potential to contain data representative of routine clinical care. However, working with

EHR data is difficult since EHR data are not carefully curated. Patients may enter and leave

the healthcare system as they please, leaving inconclusive outcomes for many conditions,

giving rise to censored labels. Instead of documenting clinical diagnoses, EHR diagnoses

often represent billing codes, which are not always accurate [168, 121, 167]. This gives rise

to noisy labels, both at the class level (e.g., whether or not a patient was diagnosed with

AD) and the TTE level (e.g., when was a patient diagnosed with AD). Learning to train

machine learning (ML) models with censored and noisy labels using survival analysis then

becomes an important problem to study in order to effectively leverage EHR data.

6.1 Summary of Contributions

To address these issues, we built from work in survival analysis, focusing on 1) multi-event

survival analysis and 2) noisy label learning with respect to both whether and when the

event occurs. We summarize the specific challenges we address and our contributions below.

In survival analysis, we aim to predict TTEs while incorporating both censored and

uncensored individuals during training. Early work in the multi-event setting relies on

restrictive assumptions like the TTEs among events being independent [94]. Recent work

has addressed this limitation in part by using a multitask framework [96]. However, in doing

so, the model may still not be able to efficiently learn these dependencies since temporal

relationships among TTEs at coarse granularities are not explicitly leveraged. For example,

if the TTEs for two different events are often close together, then it may be easier to first

learn that they both occur in the same coarse grained time bin (i.e., a lower variance task), as
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opposed to immediately learning that they occur at two separate time points. In Chapter

3, we proposed a hierarchical approach for survival analysis that leverages the relatedness

among time points to improve survival predictions. Our approach breaks down the main task

into a series of coarser grained, more simple subtasks that build on each other. Predictions

from the subtasks can then be combined to obtain a prediction for the main task. We

hypothesized that our approach improved predictions by more tightly constraining the upper

bound on the absolute error of the survival curve, and we showed empirically that our

approach improved performance over well-accepted baselines.

The field of noisy label learning aims to learn accurate class predictions, even when the

training data can contain incorrect labels. We first focused on label noise with respect

to whether the event occurs, which can be considered as a binary classification task. Of

the growing interest in instance-dependent label noise, one limitation affecting approaches

was that many did not consider the effects of bias in label noise and how it would impact

downstream performance. For example, if female patients are underdiagnosed for heart

disease compared to male patients and therefore have a higher noise rate compared to male

patients, current approaches could potentially generalize better to male patients. Even

among approaches that have begun to consider these biases, many are limited in that they

assume that label noise depends only on group membership (e.g., male and female) [106, 174]

or that individual features can be broken down into distinct categories [184]. In Chapter

4, we proposed an approach for learning with instance-dependent label noise that uses a

small subset for which we have ground truth labels to learn the noise function. Based on the

learned noise function, our approach re-weights the objective function such that it is unbiased

in expectation with respect to group membership. We hypothesized that this would allow our

approach to improve its discriminative performance without sacrificing bias mitigation, and

we show empirically that our approach is effective in doing so compared to state-of-the-art

baselines.

Although the majority of work in noisy label learning focuses on classification, label noise

with respect to when the event occurs has also received attention in the survival analysis

literature. Past work on noisy labels in survival analysis focuses on a setting similar to the

one we explored in the previous contribution, where there is a small subset of the data for

which we have both ground truth and noisy labels [109, 63, 122, 123]. These works aim to

learn the relationship between the noisy and ground truth TTEs in the context of a single

noisy labeler. In Chapter 5, we proposed an approach for learning with multiple noisy

labelers in survival analysis. Unlike the single labeler case, multiple labels have not yet been

considered in survival analysis. Because of this, additional challenges arose that were not

present in the single labeler setting. For example, learning to predict the survival function by
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learning to predict the distribution of noisy TTEs can result in survival curves that have poor

discriminative performance or are not calibrated. Our approach addresses these challenges

by predicting the distributions of noisy TTEs and the respective errors separately and then

combining these predictions to use as pseudo-labels to train the model to predict the ground

truth survival function. We also provided practical guidelines for how model accuracy can

be affected by the overall noise of the labelers based on theoretical analyses and empirically

showed that our approach improved on adaptations of approaches from classification.

6.2 What Next?

There are several opportunities to build on our contributions. We describe some below.

In our hierarchical approach, we considered different settings beyond single event analysis,

such as multiple events, competing risks, and semi-competing risks. However, each event was

only allowed to occur once. Among other specialized settings within survival analysis, an

interesting extension for this approach may be to consider recurrent events. Recurrent events

describes a setting in survival analysis where an event can happen more than once [163].

For example, a patient could be diagnosed with mild cognitive impairment (i.e., a state of

cognitive decline that often precedes AD and dementia in general), revert to being cognitively

healthy, and then convert back to having mild cognitive impairment [86]. Here, the patient

experiences the onset of mild cognitive impairment twice. The most straightforward way to

extend the approach could be to model each occurrence as a separate event. However, this is

limited in that it requires the number of times an event is allowed to occur to be predefined,

and the approach is not guaranteed to produce consistent estimates. For example, the TTE

prediction for the first event occurrence may occur after the prediction of the second TTE.

In addition to recurrent events, others may want to consider extending the approach to use

a recurrent network architecture, to further leverage the relatedness between time points.

Recurrent architectures have been adopted by past work [144], but only in the context of

predicting the main task without considering hierarchically nested subtasks.

In our approach for learning with instance-dependent class labels, we relied on having

access to a small subset of data for which both ground truth and observed labels were

available. Our results showed that the approach was sometimes sensitive to the size and

composition of this subset. In settings where the alignment set is too small or too biased,

it could be interesting to examine how to pick individuals from the training set to give to

an expert who can then assign ground truth labels via manual review. This problem is

currently being explored in the field of active learning [152], a setting from semi-supervised

learning where the majority of data are unlabeled and we would like to know for which
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instances, if a ground truth label was obtained, would model performance improve the most.

In our setting, criteria for instance selection would likely be based on a combination of

discriminative performance and bias mitigation. Developing criteria to pick instances for

labeling and quantifying the expected improvement in performance are potential avenues

for future work. By extension, in the absence of an alignment set at training time, active

learning could also be used to construct one. Another assumption that our approach relied

on was that the groups of interest were known in advance. Others may want to consider

ways to extend the approach to settings where the groups are not known at training time.

Finally, in our approach for survival analysis with multiple noisy labels, we noticed that,

although our approach applied to a broader range of settings than the baselines and ablations,

it was not always the most sample efficient. For example, when the noise was 0-mean and

censorship was low, it was more effective to use Naive Average. In addition, when the label

noise was 0-mean, an ablation of the proposed approach that did not have the error prediction

component achieved better calibration than the proposed approach. This shows that the

error prediction and ground truth mapping components were data-hungry and likely relied

on the size of the reference set. Similar to the alignment set from our approach for noisy class

labels, using active learning to select which individuals to label may be interesting to explore.

Unlike the classification setting, however, there are potentially more aspects of evaluation

to consider in survival analysis, and combining them may be less straightforward due to

the different ranges that evaluation metrics may take. In addition, we did not consider bias

mitigation in this contribution since we focused on challenges specific to survival analysis.

However, like any other instance-dependent label noise problem, extensions of the approach

that address bias in label noise could also be worth considering in survival analysis.

6.3 Final Conclusion

Our main contributions are: 1) we improve the accuracy of survival predictions through our

hierarchical approach, where we break down the main task into a series of subtasks that

build on each other; 2) we propose an approach to learn with instance-dependent label noise

in classification and consider settings in which bias in label noise can hurt performance at

inference time for subsets of the data; and 3) we propose an approach to learn with multiple

noisy labels in survival analysis such that discriminative performance and calibration are

preserved while maintaining accurate TTE predictions. Though motivated by EHR datasets

from healthcare, the issues addressed in this thesis can be found in other fields, and thus, our

contributions can play a role in effectively learning from datasets with censored and noisy

labels in the broader ML community.
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APPENDIX A

Supplement for Chapter 3

A.1 Extended Derivation for Claim 2

Within each coarse grained bin τz, the error can be upper bounded for the coarse grained

(i.e., guiding) and direct (i.e., original) tasks by

1

b

z(b+1)∑
t=zb+1

|ŜG(t|x)− S(t|x)|

≤ 1

b

z(b+1)∑
t=zb+1

|max(ŜG(zb+ 1|x), S(zb+ 1|x))−min(ŜG(z(b+ 1)|x), S(z(b+ 1)|x))|

≤ 1

b

z(b+1)∑
t=zb+1

∣∣∣|ŜG(zb+ 1|x)− S(zb+ 1|x)|+ |S(zb+ 1|x)− S(z(b+ 1)|x)|

+|ŜG(z(b+ 1)|x)− S(z(b+ 1)|x)|
∣∣∣

= |ŜG(zb+ 1|x)− S(zb+ 1|x)|+ |S(zb+ 1|x)− S(z(b+ 1)|x)|

+ |ŜG(z(b+ 1)|x)− S(z(b+ 1)|x)| (Guiding task)

and

1

b

z(b+1)∑
t=zb+1

|ŜO(t|x)− S(t|x)|

≤ 1

b

z(b+1)∑
t=zb+1

|max(ŜO(zb+ 1|x), S(zb+ 1|x))−min(ŜO(z(b+ 1)|x), S(z(b+ 1)|x))|

≤ 1

b

z(b+1)∑
t=zb+1

∣∣∣|ŜO(zb+ 1|x)− S(zb+ 1|x)|+ |S(zb+ 1|x)− S(z(b+ 1)|x)|

+|ŜO(z(b+ 1)|x)− S(z(b+ 1)|x)|
∣∣∣

= |ŜO(zb+ 1|x)− S(zb+ 1|x)|+ |S(zb+ 1|x)− S(z(b+ 1)|x)|
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+ |ŜO(z(b+ 1)|x)− S(z(b+ 1)|x)| (Original task)

The inequality

1

T/b

T/b∑
z=1

|ŜG(zb+ 1|x)− S(zb+ 1|x)|+ |ŜG(z(b+ 1)|x)− S(z(b+ 1)|x)|

<
1

T/b

T/b∑
z=1

|ŜO(zb+ 1|x)− S(zb+ 1|x)|+ |ŜO(z(b+ 1)|x)− S(z(b+ 1)|x)|

is true since

1

T/b

T/b∑
z=1

|ŜG(zb+ 1|x)− S(zb+ 1|x)|+ |ŜG(z(b+ 1)|x)− S(z(b+ 1)|x)|

=
2

T/b

T/b∑
z=1

|ŜG(zb+ 1|x)− S(zb+ 1|x)|

<
2

T/b

T/b∑
z=1

|ŜO(zb+ 1|x)− S(zb+ 1|x)|

=
1

T/b

T/b∑
z=1

|ŜO(zb+ 1|x)− S(zb+ 1|x)|+ |ŜO(z(b+ 1)|x)− S(z(b+ 1)|x)|

The second and fourth lines are true because the first and last terms of the expanded sum

are 0 since both the predicted and ground truth survival curves start at 1 and end at 0, and

the remaining terms are repeats. The third line is true since we assume that the guiding

task is more accurate at the bin edges. As a result, the maximum error on the survival curve

is smaller if we can more accurately predict the coarser grained task.
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APPENDIX B

Supplement for Chapter 4

B.1 Proposed and Clean Label Loss

Minimizing the proposed loss L′
θ from Step 2 of the proposed method is equal to minimizing

cross entropy on the clean labels in expectation (i.e., L′
θ is unbiased in expectation).

L′
θ =
−1
|A|

g∑
k=1

∑
i∈A∩Gk

1

1− r̂k

c∑
j=1

β̂
(i)
ϕ I
(
ỹ(i) = j

)
log
(
ŷ
(i)
j

)

=⇒ E

 g∑
k=1

∑
i∈A∩Gk

1

1− r̂k

c∑
j=1

β̂
(i)
ϕ I
(
ỹ(i) = j

)
log
(
ŷ
(i)
j

)
=

g∑
k=1

∑
i∈A∩Gk

1

1− r̂k

c∑
j=1

E
[
β̂
(i)
ϕ I
(
ỹ(i) = j

)
log
(
ŷ
(i)
j

)]
=

g∑
k=1

∑
i∈A∩Gk

1

1− r̂k

c∑
j=1

(1− r̂k)I
(
y(i) = j

)
log
(
ŷ
(i)
j

)
=

g∑
k=1

∑
i∈A∩Gk

c∑
j=1

I
(
y(i) = j

)
log
(
ŷ
(i)
j

)

As a reminder, each group Gk is then associated with estimated noise rate r̂k =
1

|gk|
∑

i∈Gk
1−

β̂
(i)
ϕ and estimated clean (i.e., correct) rate 1− r̂k = 1

|Gk|
∑

i∈Gk
β̂
(i)
ϕ . We can express the noise

and clean rates in terms of β̂
(i)
ϕ since

1− rk =
1

|Gk|
∑
i∈Gk

I
(
ỹ(i) = y(i)

)
= P (y = ỹ|ỹ,x) for a random instance in Gk

=
1

|Gk|
∑
i∈Gk

P (y(i) = ỹ(i)|ỹ(i),x(i))
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where rk and 1− rk are the actual noise and clean rates within group k, respectively. There-

fore, since β̂ϕ is trained to predict P (y = ỹ|ỹ,x), we estimate the noise rates using β̂ϕ.

B.2 Extended Results for Sensitivity to Alignment Set

For our experiemnts varying the size and composition of the alignment set, we show the

AUROC and AUEOC separately below.

When considering discriminative performance, we found that the proposed approach was

generally robust to changes in both alignment set size and bias across datasets (Figure

B.1). The exception appears to be with the COMPAS dataset, where performance across

all approaches had more variability due to the limited dataset size. We also note that

discriminative performance of the proposed approach worsened considerably on the synthetic

dataset when the alignment set was completely biased to either group. This may be due

to the way the dataset was constructed, where the differences in the features between the

groups was exaggerated for demonstrative purposes.

(a) Alignment set size: AUROC

(b) Alignment set bias: AUROC

Figure B.1: Robustness with respect to AUROC when varying alignment set size and bias.
We plot the mean and standard deviation for 10 random seeds.

When considering bias mitigation, we observed similar results to discriminative perfor-

mance (Figure B.2). In contrast to the previous set of results, the standard approach
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appeared to perform the best with respect with respect to the AUEOC on the synthetic

dataset across different levels of alignment set bias. This may be because both the outcome

and pattern of label noise were constructed to be ‘easy’ to learn. In doing so, the proposed

approach may have learned an underlying noise pattern that was near-deterministic, leading

it move away from soft filtering to a harder form of filtering. Therefore, the limitations of

filtering approaches from past work with respect to bias mitigation would also apply here.

However, for the other datasets, we do not observe this pattern, which is promising since

they represent a more realistic setting.

(a) Alignment set size: AUEOC

(b) Alignment set bias: AUEOC

Figure B.2: Robustness with respect to AUEOC when varying alignment set size and bias.
We plot the mean and standard deviation for 10 random seeds.
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APPENDIX C

Supplement for Chapter 5

C.1 Extended Derivation for Practical Guidelines

Based on Theoretical Noise Sensitivity

Here we present the extended derivation for the section ‘Practical Guidelines Based on The-

oretical Noise Sensitivity’ in Chapter 5.

C.1.1 TTE Prediction Error in Positive Individuals

Using Markov’s inequality, we can express the quantity P (|e− ê| ≥ ε) for positive individuals

with some error tolerance value ε as follows.

P (|e− ê| ≥ ε) (here, we consider positive individuals)

≤ 1

ε
EP [|e− ê|] (Markov’s inequality)

=
1

ε
((1− α)ETP [|e− ê|] + αEFN [|e− ê|])

≈ 1

ε
αEFN [|e− ê|] (if we assume (*))

≤ 1

ε
αT (since the absolute error is at most T)

where α =
∏m

j=1 αj is the overall false negative rate, and αj is the false negative rate for

labeler j. Subscripts on E denote the set of individuals to consider (i.e., P: positive, FN: false

negative, TP: true positive). (*)We assume that we can accurately learn the distribution of

labeled TTEs and labeled TTE errors for true positive individuals, so the expected error for

e− ê will mainly depend on false negative individuals.
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C.1.2 Prediction Error for Event Occurrence

Similarly, we can express P (|P (e /∈ {1, 2, ..., T})−P̂ (e /∈ {1, 2, ..., T})| ≥ δ) for error tolerance

value δ as

P (|P (e ≰ T )− P̂ (e ≰ T )| ≥ δ)

≤ 1

ϕ
EP [|P (e ≰ T )− P̂ (e ≰ T )|] (Markov)

=
1

δ

(
ρ(1− α)ETP [|P (e ≰ T )− P̂ (e ≰ T )|]

+ ραEFN [|P (e ≰ T )− P̂ (e ≰ T )|]

+ (1− ρ)(1− β)ETN [|P (e ≰ T )− P̂ (e ≰ T )|]

+ (1− ρ)βEFP [|P (e ≰ T )− P̂ (e ≰ T )|]
)

(breakdown)

≈ 1

δ

(
ραEFN [|P (e ≰ T )− P̂ (e ≰ T )|]

+ (1− ρ)βEFP [|P (e ≰ T )− P̂ (e ≰ T )|]
)

(if we assume (**))

≤ 1

δ
(ρα + (1− ρ)β) (since the absolute error is at most 1)

where β is the false positive rate analog of α, and ρ is the positive rate. Similarly, TN: true

negative, FP: false positive, β: false positive rate, ρ: positive rate. (**)We assume that

we can accurately learn from true positive/negative individuals, so the expected error for

P (e ≰ T )− P̂ (e ≰ T ) will mainly depend on false negatives/positives.
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[45] Benôıt Frénay and Michel Verleysen. Classification in the presence of label noise: a
survey. IEEE transactions on neural networks and learning systems, 25(5):845–869,
2013.

[46] Dragan Gamberger, Nada Lavrač, and Sašo Džeroski. Noise elimination in inductive
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[140] Rüdiger Rackwitz. Reliability analysis—a review and some perspectives. Structural
safety, 23(4):365–395, 2001.

[141] Alvin Rajkomar, Michaela Hardt, Michael D Howell, Greg Corrado, and Marshall H
Chin. Ensuring fairness in machine learning to advance health equity. Annals of
internal medicine, 169(12):866–872, 2018.

[142] Alexander Ratner, Stephen H Bach, Henry Ehrenberg, Jason Fries, Sen Wu, and
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